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“Índices de Precios Online: Mejoras Metodológicas y Aplicaciones a 

Predicciones de Inflación y Tipo de Cambio Real” 
Resumen  

El primer trabajo presenta una nueva metodología para calcular índices de precios al 

consumidor (IPC) con precios online ya que las utilizadas corrientemente muestran 

tendencias negativas anormales provocadas por la alta rotación de productos. Mientras que 

el enfoque tradicional para calcular el IPC busca un reemplazo cuando se descontinua un 

producto, la metodología de “closest-match” busca un artículo comparable cada vez que 

ingresa uno nuevo al mercado. El método propuesto es escalable y produce resultados 

similares al IPC tradicional para todos los países en la muestra (Alemania, Países Bajos, 

España, Reino Unido, y Estados Unidos). 

El segundo trabajo introduce a los índices de precios online como variables relevantes para 

pronosticar el IPC. Con la aplicación de la metodología propuesta, los pronósticos de 

inflación a un mes son más precisos que los publicados por Bloomberg y otros modelos 

estadísticos para los casos de Australia, Canadá, Francia, Alemania, Grecia, Irlanda, Italia, 

los Países Bajos, el Reino Unido y los Estados Unidos. Así mismo, al de la Reserva Federal 

de Philadelphia, realizado con tres meses de anticipación. 

El tercer trabajo utiliza una base de datos con frecuencia diaria para estimar que la tasa de 

reversión al equilibrio del tipo de cambio real (TCR) es inferior a un año. Hasta ahora, las 

estimaciones de esta tasa oscilaban entre un mínimo de dos a cinco años, lo cual era 

inconsistente con la teoría de paridad de poder de compra y la ley del único precio. 

Palabras clave: Índices de precios online, nuevos productos, cambio de calidad, predicciones 

de inflación mensual y cuatrimestral, alta frecuencia, tipo de cambio real, reversión a la 

media.  



 

 

“Online Price Indices: Methodological Improvements and Applications to 

Inflation Forecasting and Real Exchange Rate Estimation” 
Abstract 

The first paper introduces a new methodology to calculate the consumer price index (CPI) 

using online prices that avoids its abnormal downward trend. The method reflects a change in 

paradigm for how old and new varieties of products are linked. While the traditional 

approach looks for a replacement when an item is discontinued, the closest-match approach 

searches for a comparable item every time a new product enters the market. The method is 

scalable and yields remarkably similar results to the traditional CPI for every country in the 

sample, namely Germany, the Netherlands, Spain, the United Kingdom, and the United 

States. 

The second paper introduces the online price index as a useful source of information to 

forecast the CPI. The baseline one-month forecast outperforms Bloomberg surveys of 

forecasters. The baseline specification also outperforms statistical benchmark forecasts for 

Australia, Canada, France, Germany, Greece, Ireland, Italy, the Netherlands, the United 

Kingdom, and the United States. Similarly, the quarterly forecast for the US inflation rate 

substantially outperforms the Survey of Professional Forecasters.  

The third paper uses a novel dataset with a daily frequency of price collection to measure that 

the mean-reversion rate of the real exchange rate is typically less than one year. This is the 

first study to show estimates in harmony with the law of one price theory. Until now, 

estimates suggested that the rate of mean-reversion was unreasonably slow, ranging from a 

minimum of two to five years. 

 

Keywords: Online price index, product introduction, quality change, scraped prices, inflation 

forecasting, Survey of Professional Forecasts, high frequency, monthly forecast, quarterly 

forecast, real exchange rate, half-life. 
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Abstract 

Current methodologies to calculate a consumer price index (CPI) with online prices 

have shown an abnormal downward trend. This paper introduces a new 

methodology that avoids this problem by effectively mitigating the effects of 

product turnover. The method mimics the decision-making process of specialists 

that review forced-replacement items at statistical offices, yet is scalable so that 

price indices can be calculated with thousands of products without manual 

intervention. The method reflects a change in paradigm for how old and new 

varieties of products are linked. While the traditional approach looks for a 

replacement when an item is discontinued, the closest-match approach searches for 

a comparable item every time a new product enters the market.  

The price index presented in this study is remarkably similar to the traditional CPI 

for every country in the sample, namely Germany, the Netherlands, Spain, the 

United Kingdom, and the United States. 

JEL: C43, C82, E31.
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1. Introduction

The availability of online prices has led to a growing number of papers studying how this new 

source of data can be used to measure the Consumer Price Index (CPI). Online price indices have 

many advantages but deciding how to deal with product turnover is a key remaining challenge to 

their implementation. In particular, when a good disappears from a store, data collectors at the 

national statistical offices (NSO) look for a comparable replacement to continue measuring the 

good’s price trend. Online methodologies do not account for such product turnover, so the price 

indices for some CPI categories have abnormal trends (see De Haan & Hendriks (2013)).   

This paper presents a method that effectively deals with product turnover. The problem that needs 

to be solved is that existing online methodologies are not able to identify qualitatively similar 

goods. Instead, both the old and new models of a good are automatically assumed to be different 

products, causing a downward bias in the price index because new models tend to be sold at higher 

prices than the older models. While this issue exists in most of the CPI categories, the apparel 

sector prominently exemplifies its consequences. Items in this sector are usually introduced into 

the market at a full price and discontinued at a clearance price. The online indices capture the 

visible price decreases during the lifetime of each product but fail to identify the implicit price 

increases that consumers face when new models are introduced into the market. As shown in 

Section 2, around 60 percent of products have a lifecycle shorter than six months. Given such short 

life expectancies, it is likely that the new models are almost identical to their predecessors and 

should be considered replacements. 

To deal with product turnover, the paper presents a method that automatically matches each newly 

introduced item with its closest alternative good from the existing pool of products. It then 
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compares the first price of this new item against the last price of its closest alternative good and 

records this as the new item’s first price change. This method, which I label “closest-match”, 

mimics the decision-making process of the CPI experts who currently review item replacements 

at the statistical office.   

My method identifies replacement items automatically, so the number of subjective decisions 

made by analysts calculating a CPI is minimized. Additionally, this method is scalable, so it is 

possible to increase the number of items in the price index without significantly increasing the 

number of agents dedicated to overseeing item replacements. Moreover, as suggested in Section 

3, the method complements existing methodologies to calculate the online price indices, such as 

the fixed-effects model proposed by Krsinich (2016). Contrary to previous results, the online price 

index presented in this study yields similar results to the traditional CPI.  

This work is related to a strand of literature using alternative sources of information to calculate 

consumer price indices. Cavallo & Rigobon (2016) show that an online price index using the 

overlapping-quality methodology presents similar inflation trends to the traditional CPI. Under 

this approach, forced replacements are unnecessary because a price gap at the time of introduction 

of the new variety reflects a quality difference.  Krsinich (2016) proposes a quality-adjusted online 

price index estimated by a fixed-effects model, which presumably avoids forced replacements as 

well. When a new product is introduced into the index, the fixed-effect model decides how much 

of the price gap comes from quality differences and how much reflects inflation. Goolsbee & 

Klenow (2018) calculate an online price index that suggests that the CPI might overestimate 

inflation by underweighting the role of new products. I build on this literature to suggest a 

complementary method to calculate online price indices that mitigates a product-turnover bias. 
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There are also studies using scanner data to construct price indices, such as De Haan & Van Der 

Grient (2011) and De Haan & Krsinich (2014). Chessa, Verburg, & Willenborg (2017) provide an 

overview of the current index methods used with scanner prices. This work is also related to a 

large body of literature about CPI methodologies. The most comprehensive study of theory and 

practice about the CPI can be found in the Consumer Price Index Manual published by the 

International Labour Office (2004). However, some papers focus specifically on quality changes 

and clothing, such as Brown & Stockburger (2006), Groshen, Moyer, Aizcorbe, Bradley, & 

Friedman (2017). The paper is also related to a growing field of literature using online prices to 

research diverse topics. Lünnemann & Wintr (2011), Cavallo (2013), and Gorodnichenko & 

Talavera (2017) study the relationship between online and offline markets. Additionally, 

Harchaoui & Janssen (2018) forecast inflation rates using online price indices. 

This paper is organized as follows. Section 2 describes the dataset used, and Section 3 showcases 

the downward trend typically seen in existing online price indices. Section 4 describes the closest-

match method, and Section 5 estimates an online price index for Germany, the Netherlands, Spain, 

the United Kingdom, and the United States. Section 6 provides the conclusion.  

2. The data

This section describes the datasets used to calculate the inflation indices with online prices in 

Germany, the Netherlands, Spain, the UK and the US from January 2015 to December 2017.  

I am interested in calculating an online index and comparing it with the non-seasonally adjusted 

Consumer Price Index for garments, all urban consumers, calculated by each country’s national 

statistical office.  
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I use online prices provided by PriceStats, a private company that spun off from the Billion Prices 

Project (BPP) at MIT1. The database has been designed to calculate price indices across countries. 

An advantage over other price databases is that each price is collected along with detailed 

information about the posted product, such as its name, brand, model characteristics, and out-of-

stock indicator. Based on this information, PriceStats classifies each product following the United 

Nation’s Classification of Individual Consumption According to Purpose. Most statistical offices 

use a similar classification structure, so the products included in this paper, which are all classified 

as garments, overlap with the typical urban consumption basket used in the CPI. A second 

advantage of this database is that out of stock items are excluded from the database, so the online 

indices only include items that can be purchased by consumers at each point in time. Online prices 

include the VAT tax but exclude delivery fees, equalizing the price components consumers pay in 

the online and offline markets.  

There is a growing body of academic research showing that online prices resemble their offline 

counterparts. For example, Cavallo (2017) collects online and offline prices simultaneously from 

large multi-channel retailers in 10 countries and documents a high degree of similarity between 

their price levels. Additionally, price changes were found to occur with similar frequency and to 

be of similar average sizes in both locations. Aparicio & Bertolotto (2017) present further evidence 

of the high correlation between online and offline indicators and find that the movements in online 

price series anticipate movements in the headline CPIs of Australia, Canada, France, Germany, 

Greece, Ireland, Italy, the Netherlands, the United Kingdom, and the United States.  

1 See http://bpp.mit.edu and Cavallo & Rigobon (2016) for additional details on the BPP and the scraping 
methodology.  
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Table 1 shows the time-span, the daily average number of items, and the number of sources for 

each country. PriceStats does not disclose the names or details of the sources of its information. 

However, every source is representative of each country’s retailer sector and sells in both online 

and offline stores.  

Table 1 – Data Description 

Country Time Span Sources Items per Day 

Germany January 2015 – December 2017 2   9,714 
Netherlands January 2016 – December 2017 2 10,139 
Spain       July 2015 – December 2017 1   6,307 
UK       July 2016 – December 2017 2   4,791 
USA January 2016 – December 2017 3   5,936 
Notes: “Items per day” stands for the average number of items per day and country. The “Sources” is the number of 

retailers included in any particular country.  

Arguments explaining the deflationary tendency of offline clothing price indices have rested on 

the sector’s dynamism and the consistently decreasing nature of garment prices (see De Haan & 

Hendriks (2013) and Krsinich (2016)). Figure 1 suggests that such notions are true for the database 

used in this paper. Panel A shows the distribution of the product’s lifespans, calculated as the 

number of days between the first and last observation for each product. More than 60 percent of 

the products last less than six months, and 90 percent are sold online for less than nine months. 

This result is consistent with Bascher & Lacroix (1998)’s paper, who report that around 100 

percent of the apparel products included in the French CPI are forcedly replaced every year. Panel 
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B shows the distribution of price change sizes, which indicates that around 75 percent of the 

changes are price decreases2.  

Figure 1 – Product’s Lifespan and Size of Price Changes 

      Panel A – Distribution of the lifespan of products   Panel B – Distribution of the size of Price Changes 

Notes: This figure shows the frequency and cumulative distribution of the product’s lifespan and size of price 

changes.  Lifespan is calculated as the number of days between the first and last observation for each product. For 

any particular product, the size of a price change is calculated as the percentage change of the price between two 

consecutive observations. 

3. The product-turnover problem

To get an intuition for how the CPI collection methodology works, imagine that two products 

included in the CPI are discontinued from the market in the same month. If the survey agent at a 

statistical office identifies a comparable replacement for each good, then the next month’s CPI 

should report the price changes comparing the discontinued items and the new products.  

Panel A in Figure 2 showcases this situation. Items A0 and A1 are comparable replacements, and 

the same is true between B0 and B1. Prices are collected for ten months. Assuming that the 2-item 

2 One caveat is worth mentioning. This graph does not account for the price increases consumers face when a new 
product replaces its previous model, which is usually sold at clearance price. As a result, Panel B might 
underrepresent the number of price increases. 
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price index follows a Jevons (JV) formula as in the standard CPI methodologies, the ten-month 

change in the price index is3: 

∆𝑃𝐽𝑉 = (
𝑝𝐴1,10
𝑝𝐴0,1

𝑝𝐵1,10
𝑝𝐵0,1

)

1
2

(1) 

Where the 𝑝𝑖,𝑡 is the price of product 𝑖 in month 𝑡. Intuitively, Equation (1) is the geometric average 

of the cumulative price changes of the two qualitatively different items collected by the statistical 

office.  

Figure 2 –Index Behavior in the Apparel Sector

Panel A Panel B 

Notes: Panel A shows the typical pricing behavior of four apparel products and a Jevons price index calculated 

using these products. Panel B shows the overlapping-quality and fixed-effects price indices calculated based on the 

same products. 

Now consider the methodologies used to calculate an online price index. Panel B on Figure 2 

shows that the online price indices using both the overlapping-quality and the fixed effect (FE) 

methodologies lead to an unusual downward trend. The problem is that these methodologies 

3 See International Labour Office (2004) for details. 
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assume that any price difference between the new and obsolete model reflects a quality difference. 

Appendix A1 shows that this unusual trend is also seen in a real-world data example.  

The fixed-effect index disserves special attention because the intuition suggests that it should 

disentangle the price changes from the quality differences. A mathematical example proves that 

this is not always the case, so the method cannot be reliably used in sectors such as apparel. Assume 

that the price 𝑝𝑖,𝑡 follows a log-linear hedonic model such that: 

ln(𝑝𝑖,𝑡) = 𝛼 +∑𝛿𝑡

𝑇

𝑡=2

𝐷𝑖,𝑡 +∑ 𝛾𝑖

𝑁−1

𝑖=1

𝐷𝑖 + 휀𝑖,𝑡 (2) 

Where 𝐷𝑖,𝑡 is the dummy variable with value 1 when product 𝑖 is present on period 𝑡 and zero 

otherwise, and 𝐷𝑖 is the dummy variable with value 1 for item 𝑖 and zero otherwise. The 𝛾𝑖 

parameter captures the fixed effect for each item, and 𝛿𝑡 reflects the inflation rate from month one 

to 𝑡.  To keep consistency with the graphical example and maintain the results as intuitive as 

possible, I set 𝑁 = 4 and 𝑇 = 10. The rest of the features of the example (e.g., the time span of 

each item) also remain unchanged.   

Solving Equation 2 by OLS, the cumulative change of the price index in the tenth month is: 

∆𝑃𝐹𝐸 = (
𝑝𝐴1,10
𝑝𝐴0,1

𝑝𝐵1,10
 𝑝𝐵0,1

)

1
2

 (
𝑝𝐴0,5
𝑝𝐴1,5

𝑝𝐵0,5
𝑝𝐵1,5

)

1
2 (3) 

The first term equals Equation 1, while the second term captures the relative prices between the 

last observation of the old and the first observation of the new models of the goods. If the new 
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models are more expensive than the old, which is usually the case for the apparel sector, the second 

term is lower than one. Consequently, the fixed-effect methodology leads to an undesirable 

downward trend.  

Interestingly, if we were able to specify in the fixed-effects model which items are comparable 

(that is, if we constraint the model such that 𝛾𝐴0 = 𝛾𝐴1 and 𝛾𝐵0 = 𝛾𝐵1), the price index change on 

Equation 3 equals Equation 14. This result further motivates a possible solution to the downward 

trend typically seen in the online indices. Online methods should identify comparable items.  

4. The Closest match method

The method matches each newly introduced item with its closest alternative good from the existing 

pool of products. It then compares the first price of each new item against the last price of its 

closest alternative good and records this as the new item’s first price change.  

The selection of each product’s closest-match is a 2-step process. First, a set of rules filters out 

most products in the database, identifying a group of similar candidate items. Such rules help 

reduce the number of computations required in the next step. Second, a formula identifies which 

of those candidates is the closest match. 

The set of rules used in this paper are: 

1. The start date of the replaced item is earlier or on 𝑡 − 90.

2. The end date of the replaced item is at most 𝑡 − 365 days old.

3. The replaced item has been available for at least ten days in the data.

4 See Appendix A2 for further details. 
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The goal of the filter is to identify items from the previous season, and to ensure that those items 

are regularly present, avoiding special products that are only present in the market for a very short 

period. While this paper uses a single set of rules, it is beneficial to set the rules by retailer and 

sector.  

Figure 3 exemplifies which items comply with the set of rules. Product E is introduced into the 

market on 𝑡, so the filter looks for close-alternative goods that were in the database before this 

date.  Item D is not a possible match since it is likely to be from the same season – it was introduced 

into the market less than 90 days before E’s first date. Similarly, item A exited the market more 

than one year before the introduction of E and it is likely two seasons old, so it is filtered out from 

the pull of candidates. Possible close-alternative items are B and C5.  

5 Note that item C can still be on the website when the new good enters the index. If C is the closest-match product, 
then E replaces C. That is, C should be removed from the price index when the new model is introduced. Failing to 
do so would probably introduce an attenuation bias in the price index.  
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Figure 3 – Identification of Possible Closest-Match Products 

 
Notes: This figure exemplifies which items can or cannot be considered closest-matches for product E. Product 

A has not been in the sample for too long and Products D was included in the sample too recently, so none of 

those are possible matches. In contrast, products B and C are possible matches because those were included in 

the sample more than ninety days before 𝑡, and have been in the sample in the last year.  

 
The second step of the process calculates a score for each feasible close-alternative good. The 

product with the highest score is considered the closest match. This paper computes the score, 

𝑆(𝑞, 𝑑), using Elasticsearch, a search engine that computes this metric using the following 

equation:  

 𝑆(𝑞, 𝑑) = 𝑟(𝑞, 𝑑) ∗ ∑ 𝑤𝑓(𝑤 𝑖𝑛 𝑑) ∙ 𝑖𝑑𝑓(𝑤)2 ∙

𝑁

𝑤=1

𝑓𝑙𝑛(𝑤, 𝑑) 

 

(4) 
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Where 𝑟(𝑞, 𝑑) is the relevance factor of the product description of the newly introduced item 𝑞 

and the product description of the feasible close-alternative good 𝑑. From now on, 𝑑 will be 

referred to as "description" and 𝑞 as “query”. This factor rewards descriptions that contain a high 

number of query words. The relevance factor multiplies the score by the number of matching words 

in the description and divides it by the total number of words in the query. The more clauses that 

match, the higher the degree of overlap between the search request and the descriptions that are 

returned.  

𝑤𝑓(𝑤 𝑖𝑛 𝑑) represents the word frequency of word 𝑤 in the product description. This factor 

assigns a higher relevance to descriptions that repeat a word twice or more. The author 

recommends setting this value to one since our goal is to find cases where the word is in the 

description, irrespective to the number of occurrences of the word. Also, retailers do not tend to 

repeat relevant words. 

𝑖𝑑𝑓(𝑤) is the inverse description frequency of word 𝑤. It is the logarithm of the number of product 

descriptions in the set of products, divided by the number of descriptions that contain the word. 

The more often a word appears in the descriptions in the set of products, the lower the weight of 

the word. Common terms like “and” or “the” contribute little to relevance, as they appear in most 

documents, while uncommon terms like “Nike” or “Adidas” help us zoom in on the most 

interesting documents.  

𝑓𝑙𝑛(𝑤, 𝑑) is the inverse square root of the number of words in a product description. The shorter 

the field, the higher its weight. If a word appears in a short description, it is more likely that the 

content of that description is about the word than if the same term appears in a much 

bigger body field. 
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Two additional comments are worth mentioning about the closest match methodology. First, the 

replacement item can be used more than once. In other words, the same item can be the closest 

match for two new products. If we only use the replacement item once, we risk using a second-

best option as an alternative for one of the new observations.  

Second, this methodology reflects a change in paradigm for how old and new varieties of products 

are linked. While the traditional approach looks for a replacement when an item is discontinued, 

the closest-match approach searches for a replaced item every time a new product enters the 

market. Online indices using the traditional approach would present two drawbacks. First, the best 

match for an item being discontinued may not have arrived in the market yet. In this situation, it 

is operationally difficult to identify the closest alternative good. Second, new items would not be 

included in the index from their introduction to the market, but rather when an old product is 

discontinued. As a consequence, price spells would not be uncensored (Cavallo & Rigobon (2016) 

states that this is a desirable feature when calculating an online price index).  

5. The Online Price Index Versus the CPI

This section compares the traditional CPI to the closest-match online price index. I calculate each 

country’s index as an unweighted geometric average of the price relatives. Details on the 

methodology can be found in Appendix A3. 

As explained in Section 4, this paper calculates a score for each close-alternative good. When this 

score is lower than a pre-defined threshold, the alternative good is considered significantly 

different to the new product. In this situation, the new item’s price for that period is assumed to 
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change by the average price change of comparable6 items. This approach, called class-mean 

imputation, is currently used in the apparel sector by the Bureau of Labor Statistics (see Brown & 

Stockburger (2006)). 

Every website in the sample displays product information differently. Some retailers list the 

characteristics of each item, and others describe them in richer text formats. Also, some retailers 

describe their products in more detail than others. As a result, the score distribution for each retailer 

is different. Choosing a single threshold for the entire dataset would link goods with significant 

quality differences in some retailers and would avoid linking products that should be considered 

replacements in others. Therefore, this paper chooses a unique threshold for each retailer7,8.    

Figure 4 shows the closest-match indices versus the garments CPI. The main conclusion from this 

figure is that both methodologies yield remarkably similar results. For example, the online Spain 

index started increasing in September 2015. Three months later, it had already risen by 29.5 

percent; similarly, the official release from the national statistical office registered a 30 percent 

cumulative increase in the same time period. The online price index started falling in January 2016, 

and the CPI showed a similar change in trend when the estimates for January were published on 

February 15th. Similar seasonal patterns can be seen in every country.  

The Netherlands shows the most considerable discrepancies between the two methodologies. In 

particular, the online index does not fully capture the price increases after June of 2017. The main 

reason for this discrepancy is that the number of items in the dataset decreases abruptly (this can 

6 Items within the same retailer and category.   
7 The author recommends the following procedure to select the threshold. Select a random set of items and find their 
closest match. Sort the list of products by the score. Identify a threshold where products with a higher score than this 
threshold are of similar quality, and products with a lower score are significantly different.  
8 Since the start date of the replaced items is earlier or on 𝑡 − 90, the method requires at least 90 days of data to find 
closest match products reliably. 
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be seen in Appendix A4). The closest-match method exploits the large variety of products offered 

in online stores. Since online databases collect every product sold on a website, it is highly 

probable that the model will find the previous version or a closely-related version of an item 

recently introduced into the market. After a few months collecting a small subset of the items sold 

on the website, the algorithm has fewer alternative items to choose from, and it is harder to find 

comparable goods. Consequently, only a small set of new products are matched, and the index 

starts showing the downward bias explained in Section 3.  

Figure 4 – Closest-Match Index versus CPI 

Notes: This figure showcases the closest-match online price index next to the garments Consumer Price Index 

for each country. 
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Other small deviations exist between the online price indices and the CPI. The online price indices 

are sometimes more volatile than their offline counterparts. In line with this view, Gorodnichenko 

& Talavera (2017) argue that online prices are more flexible than offline prices, and Bertolotto 

(2016) finds that online prices adjust faster than offline prices to movements in the nominal 

exchange rate. Additionally, this paper uses a limited number of retailers per country, so it is 

expected for the CPI estimations to be more robust than the online index to idiosyncratic 

movements of a particular retailer.  

Furthermore, the online price index treats forced replacements differently than the CPI. The set of 

comparable items identified by a group of specialized agents at the NSO might differ from the set 

calculated by the closets match method. For those items that are classified as noncomparable, the 

closest-match method uses a class-mean imputation. In contrast, the CPI typically uses more 

complex methodologies (such as hedonic regressions).  

Taking everything into account, the methodological and sampling differences reinforce the notion 

that the closest-match price index yields similar results to the traditional CPI. 

6. Conclusions

This work introduces a methodology to calculate an online price index that effectively mitigates 

the effects of product turnover. The method mimics the decision-making process of the specialist 

that reviews forced replacement items at statistical offices. When a new item is introduced into the 

price index, the previous version of the item is automatically removed. The method is scalable, so 

analysts calculating a price index can increase the number of items without significantly increasing 

the manual effort involved in handling forced replacements.  
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This paper shows that the closest-match method yields very similar results to the traditional CPI 

in the apparel category in Germany, the Netherlands, Spain, the United Kingdom, and the United 

States. For policymakers and anyone interested in inflation dynamics and real gross domestic 

product estimations, this result contrast with previous online price index results and suggests that 

the traditional CPI estimates are not biased. Furthermore, the study discusses why current 

methodologies to calculate the online price index show a downward trend.  

This paper suggests areas that would benefit from further research. New research avenues should 

investigate ways to improve the closest-match method explained in this paper. For example, should 

we calculate the closest-match score using a different formula? What is the lowest number of 

product characteristics necessary for the method to accurately decide whether two items are 

comparable or not?  The answers to these questions will depend on the sector where this method 

is applied.  
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Appendix 

A1. Online price index using the overlapping-quality methodology 

Figure 5 shows the online price index using the overlapping-quality methodology versus the 

garments CPI. This figure demonstrates with real-world data the unusual downward trend 

explained in Section 3. Although not shown in this paper, the price index using the fixed-effects 

methodology yields a similar trend. 

Figure 5 – Overlapping-Quality Index versus CPI 
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Notes: This figure shows the overlapping-quality online price index next to the garments Consumer Price Index for 

each country.  

A2. Fixed-Effects Example 

This section solves for Equation (3), and shows that restricting the fixed-effects coefficients 

corrects its bias. The matrix representation of the example described in Equation (2) is: 
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(

log 𝑝𝐴0,1
log 𝑝𝐴0,2
log 𝑝𝐴0,3
log 𝑝𝐴0,4
log 𝑝𝐴0,5
log 𝑝𝐴1,5
log 𝑝𝐴1,6
log 𝑝𝐴1,7
log 𝑝𝐴1,8
log 𝑝𝐴1,9
log 𝑝𝐴1,10
log 𝑝𝐵0,1
log 𝑝𝐵0,2
log 𝑝𝐵0,3
log 𝑝𝐵0,4
log 𝑝𝐵0,5
log 𝑝𝐵1,5
log 𝑝𝐵1,6
log 𝑝𝐵1,7
log 𝑝𝐵1,8
log 𝑝𝐵1,9
log 𝑝𝐵1,10)

=

(

1 1 0 0 0 0 0 0 0 0 0 0 0
1 1 0 0 1 0 0 0 0 0 0 0 0
1 1 0 0 0 1 0 0 0 0 0 0 0
1 1 0 0 0 0 1 0 0 0 0 0 0
1 1 0 0 0 0 0 1 0 0 0 0 0
1 0 1 0 0 0 0 1 0 0 0 0 0
1 0 1 0 0 0 0 0 1 0 0 0 0
1 0 1 0 0 0 0 0 0 1 0 0 0
1 0 1 0 0 0 0 0 0 0 1 0 0
1 0 1 0 0 0 0 0 0 0 0 1 0
1 0 1 0 0 0 0 0 0 0 0 0 1
1 0 0 1 0 0 0 0 0 0 0 0 0
1 0 0 1 1 0 0 0 0 0 0 0 0
1 0 0 1 0 1 0 0 0 0 0 0 0
1 0 0 1 0 0 1 0 0 0 0 0 0
1 0 0 1 0 0 0 1 0 0 0 0 0
1 0 0 0 0 0 0 1 0 0 0 0 0
1 0 0 0 0 0 0 0 1 0 0 0 0
1
1
1
1

0
0
0
0

0
0
0
0

0
0
0
0

0
0
0
0

0
0
0
0

0
0
0
0

0
0
0
0

0
0
0
0

1
0
0
0

0
1
0
0

0
0
1
0

0
0
0
1)

∙

(

𝛼
𝛾𝐴0
𝛾𝐴1
𝛾𝐵0
𝛿2
𝛿3
𝛿4
𝛿5
𝛿6
𝛿7
𝛿8
𝛿9
𝛿10)

Solving by OLS, Equation (3) is the last row in the vector of coefficients 𝑏′̂ = (𝑋′𝑋)−1𝑋′𝑦.

Now, I show that constraining the model such that 𝛾𝐴0 = 𝛾𝐴1 and 𝛾𝐵0 = 𝛾𝐵1, the cumulative 

change of the price index in the tenth month equals Equation (1). In matrix form, the regression 

constraints are: 

𝑌 𝑋 𝑏′ 
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(
0 1 −1 0 0 0 0 0
0 0 0 1 0 0 0 0

) ∙

(

𝛼
𝛾𝐴0
𝛾𝐴1
𝛾𝐵0
𝛿2
𝛿3
𝛿4
𝛿5
𝛿6
𝛿7
𝛿8
𝛿9
𝛿10)

= (
0
0
) 

Solving by constrained OLS, Equation (1) equals the last row in the vector of coefficients: 

𝑏′̂ = (𝑋′𝑋)−1𝑋′𝑦 + (𝑋′𝑋)−1𝑅′{𝑅(𝑋′𝑋)−1𝑅′}−1{𝑟 − 𝑅(𝑋′𝑋)−1𝑋′𝑦}

A3. Closest-Match Price Index Calculation 

This section explains how to calculate the closest-match price index. 

1. Load the panel dataset into a statistical package such as R, STATA, Python, or MATLAB.

2. Drop items that appear for only two days or less.

3. Carryforward missing prices for three months.

4. Identify new observations. In other words, tag the non-missing observations that had a

missing value on the previous day. 

𝑅 𝑟 𝑏′ 



25 

5. For any new item, find its closest alternative good. For this paper, I uploaded the

information to Elasticsearch, a search engine that can be customized to filter and calculate

the score of each product.

6. Input the price of the closest alternative good one day before the first price of the new item.

7. Calculate the price change per item. Note that step 6 ensures comparing the first price of

each new item against the last price of its closest alternative good and records this as the

new item’s first price change.

8. Remove price relatives higher than 10 and lower than 0.1. This is a recommendation from

the Consumer Price Index Manual published by the International Labour Office (2004),

chapter 9.

9. Calculate the geometric mean of price changes.

10. For those new items with no close alternative good, assume that their initial price change

is the average of the price changes of similar items on that day. This is referred to as Class-

mean imputation in Brown & Stockburger (2006).

11. Calculate a price index based on the average price changes calculated in the previous steps.

A4. Robustness of The Online Price Indices 

Figure 6 shows the average and median number of goods successfully matched to new items 

relative to the total number of new products, per month. The secondary axis shows the average 

number of items per month.  

Two observations are worth mentioning about the robustness of the online price indices calculated 

in this paper. First, the number of items in the garments online index is highly volatile. This is a 

typical feature of the clothing data, where online stores add new product models to their websites 
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but do not discontinue their previous models on that same day. Some items are discontinued either 

before or after the end of the season. Second, such volatility does not impact the number of 

matched items per month as a percentage of the new items, which is stable. Taking into account 

the results on Figure 4, it is therefore reasonable to suggest that the volatility in the number of 

items does not show a severe impact on the online indices either.   

Figure 6 – Products with Close-Alternative Goods 
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Notes: This figure shows the average and median of the number of goods successfully matched to each new item 

relative to the total number of new products per month, for each country. The secondary axis shows the average 

number of items per month.  
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I. Introduction

In 2016, the word inflation was mentioned in over 250,000 news articles, which
amounts to more than 28 articles per hour1. It is hardly questionable that im-
proving our abilities to anticipate the inflation rate can benefit a broad spectrum
of relevant decisions, from macroeconomic policies to hedging strategies, and to
even financial decisions of individual households. For instance, inflation fore-
casts are key elements in the design of monetary policy (Bernanke (2007), Yellen
(2017)). New Keynesian models of optimal nominal short-term rate also depend
on expected inflation (Clarida, Gali and Gertler (1999), Woodford (2011)). Even
asset prices vary based on unexpected inflation rate news (Gurkaynak, Sack and
Swanson (2004), Rigobon and Sack (2004))2. Our current projection abilities,
however, are still limited and our forecast errors are too large3.

Survey-based inflation forecasts, which average predictions from multiple eco-
nomics experts, have been considered the best inflation forecasting tools since
Ang, Bekaert and Wei (2007)’s work on the subject and were further reinforced
by Faust and Wright (2013). Other forecasting methods were held back because
they depended on regressions that used variables which accurately predicted the
inflation rate in some stages of the economic cycle but not in others4. In this
paper, we find that online prices collected from retailer websites are even more
effective tools for predicting the future level of the Consumer Price Index (CPI)
than previous models. Online price indices use data that is representative of re-
tailer transactions and screen, on average, over 700,000 varieties of products on
any given date. Additionally, these indices track consumer prices from mostly the
same economic sectors as the traditional CPI, which allows them to closely move
together with the CPI despite economic fluctuations.

We first forecast the CPI inflation rate one month in advance and subsequently
calculate the two- and three-month-ahead forecasts. We find that parsimonious
models using online price indices are more accurate than the survey of professional
forecasters published by Bloomberg. In addition, these online models are more
accurate than traditional benchmarks such as the AR(1), the random walk (RW),
and the Phillips curve. These findings are robust to multiple specifications, and
across all ten countries in our data, namely the United States (USA or US),

1Retrieved from Google News as of August 2018.
2See, for example, the movements in the treasury yields described in Boesler (2016).
3For instance, the mean absolute error of the one quarter inflation forecast annualized) from the

median Survey of Professional Forecasters (SPF) in the United States is around 1.4 percent when the
CPI fluctuates in the -1.4 to 2.2 percent interval 70 percent of the time (estimates using data from the
first quarter of 2009 through the second quarter of 2016).

4See Stock and Watson (2003) for a detailed explanation.
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United Kingdom (UK), Australia, Canada, France, Germany, Greece, Ireland,
Italy, and the Netherlands. To our knowledge, this is the first study to show that
online prices are a good predictor of changes in the CPI in multiple economies.
Details about these series, as well as their advantages, are explained in Section
II.

These online indices are calculated at a daily frequency and published with a
three-day lag. By the end of any month, we already know the monthly inflation
rate in the online market, two weeks before the statistical office’s publication of
the CPI. These advantages in both timing and frequency boost the predictive
value of the online series. However, we show that even after removing these ad-
vantages online indices still predict the CPI more accurately than the forecasting
benchmarks. We provide preliminary explanations for why this anticipation might
occur and discuss possible areas for future research.

Finally, we calculate a quarterly inflation forecast for the United States and
evaluate its performance against the Survey of Professional Forecasters (SPF).
We find that models using online price data substantially outperform this survey,
which is considered one of the leading forecasting benchmarks in the literature5.

The paper is related to a vast body of literature about inflation forecasting. The
methods employed in this field are diverse, ranging from VARs (Marcellino, Stock
and Watson (2003), Ang, Bekaert and Wei (2007), Clements and Galvão (2013)),
dynamic factor models (Forni et al. (2003), Stock and Watson (2006), Eickmeier
and Ziegler (2008)), artificial neural networks (Stock and Watson (1999a), Naka-
mura (2005)), Chen, Racine and Swanson (2001)), Bayesian methods (Wright
(2009)), Phillips curve forecasts (Atkeson and Ohanian (2001), Stock and Wat-
son (1999b)), to survey-based forecasts (Bates and Granger (1969), Ang, Bekaert
and Wei (2007), Cecchetti et al. (2007), Croushore (2010)). The list is far from
exhaustive and exemplifies how active and relevant the field remains. Compre-
hensive literature reviews on the subject can be found in Stock and Watson (2009)
and Faust and Wright (2013).

Our work is also related to the rapidly growing field of literature using online
prices to research diverse economic topics. The ability to collect thousands of
product’s prices at a fine granularity, from across the globe, and on a daily ba-
sis provides researchers unprecedentedly rich datasets to re-examine both macro-
and microeconomic theories. Several recent papers have studied the relationship
between online and offline markets, including Lünnemann and Wintr (2011), Cav-
allo (2016), and Gorodnichenko and Talavera (2017). However, to our knowledge,
there has been no paper that uses online prices to forecast official inflation mea-
surements. The closest examples are Cavallo (2013) and Bertolotto (2018) who
show that online indices approximate the levels and trend dynamics of official in-
flation rates in multiple countries; and Cavallo and Rigobon (2016) and Aparicio
and Cavallo (2018) who use online prices to measure country-level inflation rates.
These result can also be understood as a validation of the notion that online-based

5See Ang, Bekaert and Wei (2007) and Faust and Wright (2013) for further details.
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price indices are comparable to the traditional CPI despite their methodological
differences.

Lastly, the daily frequency of online indices studied in this paper relates to a
strand of literature using other high-frequency market-based indicators of inflation
expectations, as in Gürkaynak, Sack and Wright (2010) or Haubrich, Pennacchi
and Ritchken (2012), and to models that combine different data frequencies such
as Ghysels, Santa-Clara and Valkanov (2004), Modugno (2013), Monteforte and
Moretti (2013), and Knotek and Zaman (2015).

The paper is organized as follows. Section II describes the datasets used, and
Section III argues that online indices should improve our forecasting accuracy.
Section IV describes the forecasting methodologies, and presents the monthly and
quarterly out-of-sample inflation forecasts. Section V discusses potential reasons
for why online prices can anticipate the traditional CPI. Section VI concludes.

II. The data

This section describes the datasets used to evaluate the forecasting accuracy of
online prices in Australia, Canada, France, Germany, Greece, Ireland, Italy, the
Netherlands, the UK, and the US from July 2008 to September 2016.

We are interested in forecasting the monthly non-seasonally adjusted Consumer
Price Indices, for all urban consumers, calculated by each country’s national sta-
tistical office (NSO). In the case of Australia, where the Bureau of Statistics does
not calculate a monthly CPI, we use their quarterly measurements instead.

We use online indices provided by PriceStats, a private company that spun off
from the Billion Prices Project (BPP)6 at MIT. These series have been designed
to measure each country’s aggregate inflation rate. Their daily frequency is an
advantage over other measures used to forecast the CPI because it helps capture
changes in inflation trends before the end of the month. A second advantage is
their immediate release. Statistical offices usually publish their new CPI measure-
ments for each month around the 15th day of the following month. On the other
hand, the monthly inflation rate for the online price index is available immedi-
ately, giving it a 15-day lead over the official release. These advantages are more
pronounced in countries like Australia, where the official inflation rate is released
once per quarter instead of once per month. Even though the online index only
covers a fraction of product categories included in the statistical office’s CPI, it
includes prices from a larger number of goods and varieties within each category,
and provides similar estimates to the aggregate CPIs (see Cavallo (2013)). Other
differences between the online and offline price indices, such as the treatment of
missing prices or product substitutions, are discussed in Cavallo (2016).

The methodology used to construct the online price indices can be summarized
in three steps: data source selection, data collection and aggregation. The starting

6See http://bpp.mit.edu and Cavallo and Rigobon (2016) for additional details on the BPP and the
scraping methodology.
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point is to select the retailers to sample. This decision is driven by PriceStats
needs to get prices that are representative of retailer transactions. Therefore, the
company focuses almost exclusively on the largest players in the market that sell
both offline and online. These retailers concentrate the majority of the online
transactions and actively manage their websites. On average, a retailer changes
its prices two times per week.

In the second step, web-scraping software parses a retailer’s public HTML7

code and collects details for each product, such as the price, description, brand,
and size. The retailer assigns a unique identifier (ID) to each good, which is
constant over time. This ID is also collected and allows the algorithm to build a
panel dataset, with millions of product-level prices per day. Online prices include
the VAT tax and exclude transportation costs to match as closely as possible
the price used in the traditional CPI. By the same token, the indices exclude
out of stock items. In the third step, the price changes from multiple retailers
are aggregated into a unique country price index using CPI weights. While the
aggregation methodology is similar to the methodology used by the NSOs, we
dedicate the last section of this paper to explain the main differences that lead
online prices to anticipate their offline counterparts.

Some of the models addressed in this paper include two additional datasets. The
first relates to offline gasoline and diesel prices from weekly surveys conducted
in each country. These prices include excise taxes and sales/VAT taxes, and are
published with a one-week delay, a timing advantage that is hard to find in other
sectors included in the CPI. We use these surveys because Knotek and Zaman
(2015) shows that they outperform the most advanced forecasts in the literature,
even using parsimonious regressions. Second, we include a Phillips Curve model in
the paper using the seasonally adjusted unemployment rate from IHS Economics.

We compare the accuracy of the monthly online forecast against the survey
of forecasters provided by Bloomberg. Additionally, we compare the quarterly
forecast accuracy against the Survey of Professional Forecasters published by the
Federal Reserve Bank of Philadelphia.

Throughout the paper, we define the inflation rate as follows,

(1) pt = 100 ∗ ln
Pt
Pt−1

Where Pt and Pt−1 denote the price index in period t and the previous period
t− 1.

III. Predictive ability of online series

This section suggests that online price indices are useful indicators for forecast-
ing the CPI. First, we visually compare the CPI and their online counterparts.

7HTML stands for Hyper Text Markup Language.
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Second, we show the anticipatory effect of the online series by calculating the
time required for a shock to the online index to be reflected in the CPI. Third, we
show that the online series explain a significant proportion of the CPI’s variability
even after controlling for other macro variables.

Figure 1 illustrates how online prices anticipate major changes in the trend of
the official inflation rate. The online UK index started falling on December 10,
2014, as can be seen in graph 1.a. One month later it had already dropped by 1.2
percent; however, on January 13th the December release from the NSO showed
no change to the CPI. When the January reading was released on February 17th,
the index finally registered a 0.9 percent drop, giving the online index a nearly
two-month lead against the official CPI. The online price index stopped falling in
January and started increasing once again, but the CPI did not show this change
in trend until the estimates for February were published on March 24th. Figure
1.b shows similar anticipation in Australia. The online index showed an uptick in
its inflation rate in May of 2015, but the CPI did not reflect this increase until the
second quarter’s inflation rate was published on July 22nd. Similar anticipation
patterns can be seen in most of the online series, which are displayed in Appendix
A.A18.

We next compute impulse response functions (IRFs), which show the effect of
a one percentage point shock in the online inflation rate on the CPI’s inflation
rate, holding all other variables constant. To this end, we calculate a vector
autoregression (VAR) for each country, where the online data is taken as the ex-
ogenous variable. This is equivalent to estimating an autoregressive distributed
lag (ADL). We complement the analysis with 95 percent confidence bands com-
puted by block bootstrapping9 and Hall (1992)’s percentile-interval method10.
The model is defined as follows,

(2) pt = α+
i=n∑
i=1

βt−i pt−i +
i=n∑
i=0

γt−i ot−i + εt

Where Equation 2 includes i = 1, 2, ..., n lags of offline, pt−i, and online, ot−i,
aggregate monthly inflation rates, plus the contemporaneous value of online infla-

8Ireland’s online index disserves a special mention since it shows the largest discrepancy with the CPI.
The official series show a marked seasonality, where prices increase significantly in March and April, and
September and October, and decrease in February and August. Such seasonality is mostly due to its
dynamic apparel sector, which varies prices according to the season. While the online index captures the
deflationary months, it has failed to capture the full extent of the seasonal price increases. While our
dataset is not disaggregated enough to explain this phenomenon fully, we believe that apparel retailers in
Ireland change the ID of each good after the season is over. As a consequence, the online index captures
the large price decreases when the goods become on sale and ultimately on clearance, but fail to capture
the increase when the same or a similar model is introduced into the market at a higher price the next
season.

9See Hongyi Li and Maddala (1996) for details about the methodology.
10Residual-based bootstrapping based on Benkwitz, Lütkepohl and Wolters (2001) yields tighter bands,

but may not control for the serial correlation of the series.
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a. UK b. Australia

Figure 1. Online Index Anticipation.

Note: This figure provides a graphical illustration of the anticipatory effect of the online price indices.

Source: Authors using online indices computed by PriceStats and the Consumer Price Indices, non-
seasonally adjusted, all items, from the National Statistical Offices of the UK and Australia.

tion rate (ot). We run the model in varying lag lengths before choosing n = 6 lags
according to the Akaike’s final prediction error (FPE) and Lütkepohl (2005)’s lag
order selection criteria (HQIC)11.

The IRFs in figure 2 show that shocks to the online indices are slowly incorpo-
rated into the CPI, suggesting an anticipatory effect of online prices. All country
IRFs are statistically significant, and the CPI takes one-to-five months to react
to a shock in online inflation12. Moreover, the results hold when we remove the
contemporaneous observation of the online price indices, suggesting that their
predictive content goes beyond their immediate release to the public.

The IRF analysis does not control for other economic variables. Therefore, we
further evaluate the explanatory power of the online series with offline fuel prices,
which have been found relevant predictors of the CPI in recent times (e.g., Knotek
and Zaman (2015)). To this end, we sequentially partial-out from the CPI the
effects of its lagged values, of fuel, and of the online series, and then observe the
R2 of these regressions. That is, first, the CPI is regressed against its lags. Then,
the residuals of that regression are explained by fuel prices. Finally, the residuals
of that second procedure are regressed against the online index. An R2 that is

11We run this exercise in STATA. We estimate the coefficients in Equation 2 using the ”var” module,
specifying that the online aggregate monthly inflation rate is exogenous. After that, the IRFs are
calculated using the ”irf” command. We account for the serial correlation of the series calculating the
confidence bands by block bootstrapping. The number of bootstrap iterations is 200, but the results do
not change running the exercise with 500 iterations.

12We complement the IRF analysis by running a Granger causality test (see Granger (1969) and
Lütkepohl (2005)). The idea behind this test is that if the online series leads their offline counterpart,
the former should improve the prediction of the latter. More formally, we estimate the coefficients in
Equation 2 and test the null hypothesis that the coefficients on ot−i are jointly zero. The test rejects the
hypothesis that online prices do not Granger-cause the offline series with a 1 percent significance level
for every country in the sample.

34



a. Australia b. Canada c. France

d. Germany e. Greece f. Ireland

g. Italy h. Netherlands i. UK

j. USA

Figure 2. Impulse Responses - One percent Shock to the Online Price Index.

Note: The solid line in each graph is the impulse response functions of a one percent shock to the online
price index on the Consumer Price Index for a particular country. The shaded areas represent the 95
percent confidence intervals of the impulse response, calculated by block bootstrapping. All series are
non-seasonally adjusted.
Source: Authors.

higher than zero in the last regression is taken as evidence that the online index is
a valuable source of information to predict the CPI’s inflation rate. The R2 in the
last regression describes the share of the remaining variance (after partialling-out
the offline and fuel prices) explained by the online price index.

Notice that this decomposition runs strongly against the online index since we
are allowing the CPI inflation to be fully explained by its own lagged values and
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also by fuel. In other words, the explanatory power derived from online prices is
at the lowest bound of their information content. Bring (1996) shows that the
more correlated the variables are, the lower the importance assigned to the last
partialed-out regressor. Although not shown in this paper, by reversing the order
of the regressions we find that the CPI and fuel explain little compared to the
online series.

The horizontal lines on Figure 3 show the in-sample decomposition for the entire
time series, using six lags in each of the regressions, for Australia and USA. The
time-varying lines depict the decomposition in a rolling window of 24 months13,
also using six lags. The rest of the countries are plotted in Appendix A.A2.

a. Australia b. USA

Figure 3. R2 Decomposition.

Note: This figure shows the R2 of three sequential regressions. The horizontal lines represent full sample
regressions, while the moving lines show the R2 of a 24-month rolling-window estimation. The dotted-
and-dashed line represents the first regression, CPI against its lags. The residuals are regressed against
fuel, and the resulting R2 is represented with the dashed lines. Finally, the residuals of that second
procedure are regressed against the online index, and the resulting R2 is depicted with the solid line. All
series are non-seasonally adjusted.
Source: Authors.

In all countries, the online aggregate price index accounts for 4 to 20 percent of
the CPI’s variability in the full sample. In many countries, the fuel series increase
their contribution through time, which is expected given the recent context of very
low inflation rates and large shocks in fuel prices.

IV. Forecasting inflation using online prices

This section presents the forecast exercises. We start by describing the method-
ology. Section IV.B shows the results from one- to three-month-ahead inflation
forecasts, and Section IV.C shows the quarterly predictions of the US inflation
index.

13Results remain qualitatively similar using alternative lag and window lengths.
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A. Forecasting models

We forecast the one-month ahead CPI inflation rate as follows,

(3) Et−1 pt = α̂+

p∑
i=1

β̂t−i pt−i +

p∑
i=0

θ̂t−i ft−i +

p∑
i=0

γ̂t−i ot−i +

p∑
i=0

η̂t−i oft−i

Where pt, ft, ot and oft are the CPI, offline fuel, online aggregate, and online
fuel inflation rates in period t. We take advantage of the daily frequency in online
prices by forecasting the inflation rate in t using data through the 15th of month
t−1, one month in advance of t’s CPI release. For example, to forecast the official
inflation rate for February, we use online prices through February 15th, and the
official CPI rate on January 31st, which is released on February 15th. In other
words, we build the forecast with all data that is available on February 15th 14.
The indices have been seasonally adjusted with monthly dummy variables, except
for Australia which uses quarterly dummy variables.

We allow the data to speak for itself by calculating a forecast for each combina-
tion of regressors in Equation 3. For example, the first model estimates β̂t−1 and
sets θ̂t−i = γ̂t−i = η̂t−i = 0. A second model estimates β̂t−1and β̂t−2, and sets
all other parameters to zero. We calculate every combination of values for the
regressors so that the last model estimates all parameters where no coefficients
are set to zero. Going forward, we define offline models as those that include past
CPI inflation rates, offline fuel data, or both. Also, we define online models as
those that use any source of online data, such as aggregate inflation indices, fuel
prices, or both.

Our baseline specification is an equal-weighted average of forecasts using on-
line data15. We choose this method because pooled forecasts have been found to
produce more accurate results than ex-ante best individual forecasts, as noted by
Timmermann (2006), Stock and Watson (1999a), and Faust and Wright (2013).
The popularity of surveys of professional forecasters provided by the Federal Re-
serve Bank of Philadelphia and by Bloomberg further confirm the accuracy of
pooled forecasts.

The baseline specification competes with five benchmarks. The first is an av-
erage of offline forecasts following Model 3. This is the analogous specification
to our baseline, so any performance improvement against this benchmark exem-
plifies the value of online price indices as useful predictors of the CPI’s inflation
rate. The second comparison is against the survey of 1-month ahead forecast
published by Bloomberg, which is one of the most well-known forecasts in the
market. Finally, we calculate three models commonly used in the literature: an

14Our results hold using data until the end of each month.
15There are presumably more efficient weighting schemes, e.g. Bayesian averaging, shrinkage methods,

inverse MSE weighting. See Timmermann (2006) for a literature review on forecast combination.
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AR(1), a Phillips Curve, and a Random Walk. Details on their methodology are
found in Appendix A.A3.

Two features need to be defined in our forecasting exercises. (i) The in-sample
or training window length w. This defines the amount of data used to estimate the
parameters of the model. We set w to 24, 36, and 48 months, and take into account
all single models based on these windows in the averages16,17. (ii) Whether the
estimation window is fixed or increases over time. An increasing window-length
uses all available information through month t before forecasting t+ 1, whereas a
fixed window uses the same number of data points on a rolling basis. Our baseline
model and its offline equivalent take into account both specifications18.

Additionally, we predict the CPI level two and three months ahead. For ex-
ample, we use all data available until February 15 to predict the inflation rate of
March and April. These forecasts can be estimated directly or indirectly. Indi-
rect models predict the one-month ahead inflation rate first and carry over this
forecast to the second month, and recursively iterate until the ith-month ahead.
Direct models, in contrast, forecast the ith-month of interest without intermediate
regressions. This paper focuses on direct forecasts only19.

B. Forecast using monthly observations

Our baseline specification identifies the best performing individual models out
of all combinations of regressors from Equation 3. In particular, we determine
the top 100 best performers based on their individual root mean square error
(RMSE). Therefore, we calculate each individual model and determine the top
100 best performers based on their RMSE. For any given month, we average the
predictions of those models. The resulting forecast is compared against the CPI
analogously to the comparisons between the CPI and any single model estimated
in Equation 3.

Table 1 shows the RMSE of our baseline and competing models. The results
are summarized as follows. First, the 1-month ahead forecast using online series
outperforms the rest of the benchmarks in the sample. The online model is on
average 16 percent more accurate than the offline benchmark, and 17 percent
more accurate than the survey of forecasters published by Bloomberg. We find
that the forecasting accuracy using online series is statistically different from the
rest of the models using Diebold and Mariano (1995)’s test with a small sample
adjustment from Harvey, Leybourne and Newbold (1997). However, the time span

16The window length in Australia is set to 8, 12, and 16 quarters.
17A training window of 36 or 48 months yields very similar results. A 24-month window produces

slightly higher root mean square errors for all specifications, but results are qualitatively unaltered
excluding this window from the analysis.

18The results remain unchanged removing the increasing or fixed window length from the analysis.
19Indirect forecasts impose significant modeling structure to the online and fuel inflation data. While

an AR(p) can iterate forward its one-month ahead forecast until the ith-month, models with online or
fuel prices need to forecast the CPI and next month’s online and fuel inflation rate. As indicated by
Marcellino, Stock and Watson (2006), assuming too much structure tends to amplify forecast errors when
models are incorrectly specified.
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of our series is short, so in some cases, we may not find significant differences due
to the low power of the test. We further highlight the contribution of the online
indices using Stock and Watson (1999b)’s test20.

Second, the online price indices prove to be a useful predictor of the CPI’s
inflation rate even over longer time horizons. The two-period-ahead RMSE is,
on average, 8 percent smaller than its offline benchmark, and the three-period-
ahead forecast registers a 4 percent improvement over the offline benchmark. The
decrease in forecasting advantage at longer time horizons is consistent with the
IRFs in section III, where the largest impact of an online shock to the CPI occurs
in the first two periods.

The quarterly frequency of the Australian forecast deserves a special mention
because the online series have a larger time advantage in this country than they
do in others. Therefore, we can calculate a 1-period-ahead forecast three months
before the official release. For example, Australia releases the October-December
inflation rate around January 25th. On this date, we forecast the January-March
inflation rate, which is released on around April 25th. Countries such as Greece
and the Netherlands show a higher RMSE than countries like Canada. These
European economies show a high amount of month-to-month volatility, mostly
due to seasonality in the clothing sector, which is not shown in the online series.
Provided with a longer time span of testable data, the authors would add ex-
planatory variables that correlate with the seasonality of clothing to address this
phenomenon. We view the construction of more disaggregated price indices as a
promising area of future research.

The baseline specification could show a smaller RMSE because either a few
models perform extremely well, compensating for others that perform poorly,
or because most of the models perform slightly better than those that exclude
online indices. We prefer the second scenario because we are more likely to
make small forecasting mistakes independently of the models included in the
average. We calculate a cumulative distribution of the absolute forecasting errors
of the individual models included in the baseline and offline benchmark. Figure
4 shows that online prices reduce the likelihood of making large forecast errors
in Australia and the US. The same result holds for the rest of the countries,
plotted in Appendix A.A5. Furthermore, the distribution of offline forecasts is
stochastically dominated by the online forecasts for 8 out of 10 economies21.

We find that the baseline specification is particularly accurate when the offline
benchmark cannot pick up the CPI surprises. For each country, we keep the 50
percent of the observations where the offline benchmark makes the largest forecast
errors (in absolute value). For this subset of data, we estimate the forecasting
accuracy of the online versus the offline forecasts. The baseline specification

20The test regresses pt = λ f online
t−1 + (1 − λ) f benchmark

t−1 + et, where ft−1 denotes the forecast of the
CPI’s inflation rate, pt. The regression suggests that the online index is a valuable source of information
to forecast the inflation rate when λ is significantly higher than zero.

21The results hold when we include 20, 50, or 200 models in the cumulative distributions. It also holds
when we restrict the distribution to positive or negative errors.

39



Table 1—Root Mean Square Error of Monthly Forecasts.

Online Offline Survey AR(1) Phillips RW

1 month ahead
Australia 0.164 0.230 0.258 0.299 0.286 0.361
Canada 0.071 0.096 0.135 0.186 0.185 0.278
France 0.137 0.134 0.127 0.185 0.174 0.219
Germany 0.188 0.181 0.092 0.262 0.256 0.351
Greece 0.370 0.419 . 0.476 0.454 0.618
Ireland 0.129 0.141 . 0.176 0.254 0.217
Italy 0.097 0.121 1.253 0.176 0.143 0.202
Netherlands 0.144 0.179 . 0.284 0.276 0.306
UK 0.106 0.149 0.140 0.189 0.148 0.181
USA 0.081 0.085 0.096 0.200 0.285 0.244

2 month ahead
Australia 0.221 0.282 . 0.368 0.326 0.329
Canada 0.161 0.168 . 0.185 0.190 0.281
France 0.169 0.167 . 0.185 0.183 0.212
Germany 0.236 0.238 . 0.246 0.241 0.315
Greece 0.389 0.442 . 0.454 0.437 0.537
Ireland 0.159 0.160 . 0.176 0.248 0.218
Italy 0.135 0.135 . 0.181 0.134 0.193
Netherlands 0.172 0.227 . 0.293 0.276 0.314
UK 0.151 0.164 . 0.210 0.171 0.176
USA 0.193 0.195 . 0.210 0.253 0.310

3 month ahead
Australia 0.276 0.296 . 0.350 0.406 0.442
Canada 0.155 0.172 . 0.180 0.181 0.288
France 0.165 0.156 . 0.189 0.166 0.226
Germany 0.235 0.225 . 0.247 0.243 0.323
Greece 0.378 0.459 . 0.472 0.450 0.747
Ireland 0.158 0.162 . 0.181 0.226 0.219
Italy 0.129 0.131 . 0.169 0.132 0.175
Netherlands 0.256 0.285 . 0.301 0.283 0.379
UK 0.167 0.175 . 0.221 0.219 0.198
USA 0.212 0.203 . 0.213 0.211 0.309

Note: Root mean square errors are expressed in non-annualized monthly percentage points. Diebold and
Mariano (1995)’s and Stock and Watson (1999b)’s significance tests are shown in Appendix A.A4.
Source: Authors and 1-month-ahead survey of professional forecasters published by Bloomberg.

is statistically more accurate than the offline benchmark for every country ex-
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a. Australia b. USA

Figure 4. Cumulative Distribution of Absolute Value of Errors.

Note: This figure shows the cumulative distribution functions of the root mean square errors of the
models included in the pooled forecast. The solid line is the distribution based on models using offline
data, and the dashed one includes models using online indices.
Source: Authors.

cept France, Germany, and the US22. For example, in March 2015 the offline
benchmark predicted the inflation rate in the UK would accelerate, reaching 0.32
percent. For the same period, the online model predicted a deceleration, with an
estimate of 0.14 percent. When the CPI came out, the inflation rate was 0.15
percent.

The conclusions of this paper do not change when our baseline and main offline
benchmark average the top 20, 50, or 200 models. Moreover, Appendix A.A6
shows that online prices are a useful predictor of the CPI even after indiscrimi-
nately combining every single model from Equation 3.

C. Forecast using quarterly observations

This section presents a quarterly inflation forecast for the US and compares its
results to the Survey of Professional Forecasters released by the Federal Reserve
Bank of Philadelphia. We use the SPF survey because it is considered a leading
source of medium-term forecast in the US, and it is regularly monitored by the
Federal Reserve System23. Evidence of this survey’s accuracy is discussed in Ang,
Bekaert and Wei (2007), Croushore (2010), and Faust and Wright (2013).

The quarterly forecast is constructed compounding the one, two, and three-
month ahead forecasts from a given quarter of the baseline specification and then
annualizing the result. Similarly to Section IV.B, the online and offline models
are a pooled forecast of the 100 best models, but we only include forecasts with

22The number of observations used in this exercise is extremely low, so we may not find significant
differences due to the low power of the test.

23See, for example, Bernanke (2007) and Yellen (2017)

41



an increasing window, starting at 36 months24. All series have been seasonally
adjusted using dummy variables as in the previous section.

Table 2—Root Mean Square Error of Quarterly Forecast for USA.

Online Offline SPF Mean SPF Median AR(1) Phillips RW

RMSE 0.429 0.806 1.677 1.785 1.198 1.968 1.575
D-M 0.002 0.000 0.000 0.008 0.000 0.000
S-W 1.165 1.251 1.236 1.016 1.086 1.048

(0.224) (0.215) (0.185) (0.123) (0.103) (0.084)
Note: Root mean square errors are expressed in non-annualized monthly percentage points. D-M shows
the p-values of the null hypothesis of the online model presenting similar predictive ability than each
alternative model. The test is based on Diebold and Mariano (1995), using a small sample adjustment
from Harvey, Leybourne and Newbold (1997). S-W represents the λ coefficient of Stock and Watson
(1999b)’s test. This test suggests that the online index is a valuable source of information to forecast the
inflation rate when λ is significantly higher than zero. λ’s standard errors are in parenthesis.
Source: Authors and the Survey of Professional Forecasters published by the Federal Reserve Bank of
Philadelphia.

Table 2 presents the out-of-sample RMSE for the quarterly forecasting exercise.
The forecasts using online indices substantially outperform the quarterly survey of
professional forecasters and the other benchmarks included in this paper. Despite
the small sample size, both Diebold and Mariano (1995)25 and Harvey, Leybourne
and Newbold (1997) tests suggest that the results are significant at the 1 percent
level.

V. Why do online prices anticipate the CPI inflation?

The paper so far has shown that the online price indices accurately predict the
CPI’s values several months in advance. This is a reasonable result since both
indices track prices from the same sectors of the economy, and therefore should
be highly correlated. To address this point, Cavallo (2017) compares offline and
online prices and shows that the mean absolute size of price changes is very similar
in several countries. Some of the papers in Section II expand further on this topic.

Interestingly, forecasts using online data are highly accurate even after remov-
ing their timing advantage, suggesting that pricing dynamics in the online market
differ from those in the offline market. Indeed, Cavallo (2017) finds a 30 percent
price difference between online and offline retailers, which could arise from un-
synchronized pricing. These differences in reaction times between the online and
offline markets present an area of future research, but we mention four factors
that likely contribute to the anticipatory feature of online prices.

24Results are similar using a 24 or 48-month window as well as using a fixed time window.
25The test uses a small sample adjustment from Harvey, Leybourne and Newbold (1997).
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First, retailers usually incur a cost to change listed prices, and high costs can
become a barrier to adjusting prices frequently (Levy et al. (1997), Nakamura
and Zerom (2010), Kehoe and Midrigan (2015)). In a comparison of offline and
online retailers, Brynjolfsson and Smith (2000) finds evidence that online stores
change prices in smaller amounts, suggesting lower menu costs and less price
rigidity. However, Cavallo (2016) documents that small price changes are not as
common as previously reported. The matter is far from settled and the frequency
of price changes may, in fact, be changing over time as online purchases become
more popular and technology improvements make price changes less expensive.
However, it is still plausible that online prices are less sticky than their offline
counterparts, so price changes should happen sooner online than in the brick-and-
mortar stores.

Second, when a product’s price is not available, the surveying agent at the NSO
directly compares the price from the closest alternative product against the previ-
ous price of the original good26. If the agent finds a similar product but does not
consider it comparable, a hedonic regression removes the price differential asso-
ciated with the quality discrepancy between the products. When the alternative
product is not comparable, the price for that period is assumed to change by the
average price change of comparable items. These indirect substitutions may lead
to delays in the reaction time of the CPI to recent price updates. In contrast, as
of the publishing date of this paper, the PriceStats’ online indices calculate price
changes for identical items only.

Third, price changes may be reported late when the “different day pricing”
methodology is applied27. When a product is not available at the time of col-
lection, its previous price is eligible as a substitute, provided that the item was
available for sale in the last seven days. As a result, the CPI may record price
spikes one month after they actually occur.

Finally, online anticipation can be amplified when NSOs collect prices on a
bimonthly frequency. For example, the Bureau of Labor Statistics in the US
collects prices monthly for all items in the three largest publication areas, but
only collects prices bimonthly in the remaining regions28. This infrequent data
collection schedule may further delay the recording of price changes in the CPI29.

VI. Conclusions

Our work introduces online price indices as a useful predictor of the CPI’s
inflation rate for many economies and at multiple horizons. We use parsimonious
models that do not exploit the high frequency of the online series. However, when
online prices are included, these models outperform the most common benchmarks

26See International Labour Office (2004) for additional details on standard NSOs methods on CPI’s.
27See Bureau of Labor Statistics (2015) for details.
28See Bureau of Labor Statistics (2015) for details.
29See also Hausman and Leibtag (2009) for a discussion on the gradual introduction of new items and

additional sources of bias in the CPI.
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in the literature as well as two leading surveys of professional forecasters. We
argue that these are reasonable results since the CPI and the online price indices
collect prices from the same sectors of the economy and are therefore closely
correlated.

We discussed how inflation values from online series are available earlier than
the CPI’s, and that therefore policymakers and industry practitioners alike can
leverage them to include more recent information into their models. Our analysis
shows that even after removing this timing advantage online prices still improve
forecasting accuracy, which suggests that those prices tend to move before offline
prices. Furthermore, we outlined how some methodological procedures employed
to calculate a CPI may delay the recording of certain price changes, leading to
slower reaction times for offline series.

Our analysis suggests several areas that would benefit from further research.
First, online prices should be included in forecasting models that take advantage of
their high frequency, such as those explained by Modugno (2013) and Knotek and
Zaman (2015). Second, forecasts that include online sector indices might better
capture changes in price trends in volatile sectors, such as clothing. Currently, the
main limitation is the short time span of testable data available for these indices,
but as time goes by, the inclusion of sectoral data will become a feasible exercise.
Third, new research avenues should investigate the reasons why online prices
anticipate the CPI, even after removing their frequency and immediate-release
advantages.
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Appendix

A1. Online Price Indices

a. Australia b. Canada c. France

d. Germany e. Greece f. Ireland

g. Italy h. Netherlands i. UK

j. USA

Figure A1. Online Aggregate Inflation Indices.

Note: This figure showcases the online price index next to the Conumer Price Index for each country.

Source: Authors using online indices computed by PriceStats and the Consumer Price Indices, non-
seasonally adjusted, all items, from the National Statistical Offices.
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A2. R2 Decomposition

a. Canada b. France c. Germany

d. Greece e. Ireland f. Italy

g. Netherlands h. UK

Figure A2. R2 Decomposition.

Note: This figure shows the R2 of three sequential regressions. The horizontal lines represent full sample
regressions, while the moving lines show the R2 of a 24-month rolling-window estimation. The dotted-
and-dashed line represents the first regression, CPI against its lags. The residuals are regressed against
fuel, and the resulting R2 is represented with the dashed lines. Finally, the residuals of that second
procedure are regressed against the online index, and the resulting R2 is depicted with the solid line. All
series are non-seasonally adjusted.
Source: Authors.

A3. The models in detail

This section explains the methodological details of the AR(p), Phillips curve,
and Random-Walk models used in the paper.

AR(p). — We set the first-order univariate autoregressive model to be the bench-
mark as it is a simple model but remains hard to outperform in the literature (see

49



Stock and Watson (2003) and Faust and Wright (2013) for examples). However,
we have also considered an autoregressive model with n equal to 2, 3, and 4 lags
such that,

(A1) pt = a+ φ1 pt−1 + φ2 pt−2 + . . .+ φn pt−n + εt

Models with n > 1 do not show any advantage over n = 1.

Phillips curve. — The Phillips-curve model uses n CPI lags and the last month’s
unemployment rate, ut−1. Thus,

(A2) pt = a+ φ1 pt−1 + φ2 pt−2 + . . .+ φp pt−n + b ut−1 + εt

The conclusions of this paper do not change using the seasonally-adjusted or
non-seasonally adjusted unemployment rate, so we only report results using the
seasonally adjusted values.

Random walk. — Similar to Atkeson and Ohanian (2001), Stock and Watson
(2001), Ang, Bekaert and Wei (2007), and Stock and Watson (2007), we report
out-of-sample forecasts from a Random-Walk that averages the last four months
of inflation. The model is defined as,

(A3) pt =
1

n

n∑
s=1

pt−s

The results in this paper remain unchanged setting n to 1, 2, or 3.

A4. Statistical significance of monthly forecast results
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Table A1—Root Mean Square Error of Monthly Forecasts - One month ahead.

Online Offline Survey AR(1) Phillips RW

Australia 0.164 0.230 0.258 0.299 0.286 0.361

D-M 0.019 0.288 0.001 0.002 0.005
S-W 0.813 0.666 0.868 0.922 0.901

(0.243) (0.003) (0.180) (0.188) (0.134)

Canada 0.071 0.096 0.135 0.186 0.185 0.278
D-M 0.000 0.000 0.003 0.002 0.005

S-W 1.034 1.093 0.870 0.872 0.911
(0.418) (0.001) (0.107) (0.109) (0.074)

France 0.137 0.134 0.127 0.185 0.174 0.219

D-M 0.295 0.190 0.002 0.002 0.006
S-W 0.663 0.255 0.999 0.986 1.135

(0.623) (0.095) (0.233) (0.227) (0.141)

Germany 0.188 0.181 0.092 0.262 0.256 0.351
D-M 0.254 0.000 0.032 0.020 0.000

S-W -0.276 0.125 1.007 1.041 1.097

(0.696) (0.161) (0.245) (0.255) (0.117)
Greece 0.370 0.419 . 0.476 0.454 0.618

D-M 0.000 . 0.002 0.008 0.008

S-W 1.754 . 1.574 1.317 1.199
(0.700) . (0.610) (0.587) (0.215)

Ireland 0.129 0.141 . 0.176 0.254 0.217
D-M 0.053 . 0.002 0.001 0.001

S-W 1.139 . 0.958 0.992 0.948

(0.379) . (0.180) (0.161) (0.120)
Italy 0.097 0.121 1.253 0.176 0.143 0.202

D-M 0.013 0.000 0.000 0.005 0.001

S-W 0.985 0.985 1.160 0.909 1.189
(0.325) (0.000) (0.207) (0.210) (0.130)

Netherlands 0.144 0.179 . 0.284 0.276 0.306

D-M 0.117 . 0.005 0.004 0.003
S-W 1.040 . 1.143 1.165 1.032

(0.376) . (0.203) (0.200) (0.144)

UK 0.106 0.149 0.140 0.189 0.148 0.181
D-M 0.014 0.045 0.000 0.001 0.000

S-W 0.908 0.773 0.858 0.860 1.141

(0.214) (0.000) (0.142) (0.121) (0.121)
USA 0.081 0.085 0.096 0.200 0.285 0.244

D-M 0.141 0.510 0.002 0.000 0.001
S-W 0.684 0.581 1.001 0.936 1.045

(0.310) (0.000) (0.071) (0.065) (0.059)

Note: The table shows the root mean square errors (RMSE) of the baseline and our main benchmark
when the top 100 single models in Equation 3 are included in the pooled forecast. RMSEs are expressed
in non-annualized monthly percentage points. D-M shows the p-values of the null hypothesis of the online
model presenting similar predictive ability than each alternative model. The test is based on Diebold and
Mariano (1995), using a small sample adjustment from Harvey, Leybourne and Newbold (1997). S-W
represents the λ coefficient of Stock and Watson (1999b)’s test. This test suggests that the online index
is a valuable source of information to forecast the inflation rate when λ is significantly higher than zero.
λ’s standard errors are in parenthesis.
Source: Authors and 1-month-ahead survey of professional forecasters published by Bloomberg.
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Table A2—Root Mean Square Error of Monthly Forecasts - Two month ahead.

Online Offline Survey AR(1) Phillips RW

Australia 0.221 0.282 . 0.368 0.326 0.329

D-M 0.000 . 0.001 0.015 0.185

S-W 1.162 . 1.355 1.097 0.955
(0.546) . (0.329) (0.345) (0.232)

Canada 0.161 0.168 . 0.185 0.190 0.281

D-M 0.049 . 0.027 0.031 0.008
S-W 2.933 . 1.870 1.325 0.960

(2.036) . (1.118) (0.835) (0.234)
France 0.169 0.167 . 0.185 0.183 0.212

D-M 0.298 . 0.078 0.121 0.060

S-W 0.148 . 0.591 0.464 0.950
(0.483) . (0.421) (0.524) (0.190)

Germany 0.236 0.238 . 0.246 0.241 0.315

D-M 0.476 . 0.206 0.293 0.021
S-W 0.802 . 0.510 0.174 1.030

(1.388) . (0.509) (0.516) (0.196)

Greece 0.389 0.442 . 0.454 0.437 0.537
D-M 0.007 . 0.020 0.010 0.001

S-W 1.124 . 1.119 1.117 0.881

(0.458) . (0.510) (0.500) (0.218)
Ireland 0.159 0.160 . 0.176 0.248 0.218

D-M 0.271 . 0.083 0.004 0.005
S-W 0.946 . 0.842 0.940 0.992

(0.941) . (0.362) (0.244) (0.185)

Italy 0.135 0.135 . 0.181 0.134 0.193
D-M 0.434 . 0.023 0.397 0.035

S-W 0.747 . 0.866 0.631 1.027

(0.393) . (0.322) (0.413) (0.177)
Netherlands 0.172 0.227 . 0.293 0.276 0.314

D-M 0.116 . 0.014 0.016 0.001

S-W 0.782 . 1.089 1.117 0.903
(0.383) . (0.268) (0.266) (0.165)

UK 0.151 0.164 . 0.210 0.171 0.176

D-M 0.288 . 0.003 0.028 0.025
S-W 1.101 . 0.675 0.931 0.963

(0.262) . (0.251) (0.219) (0.186)

USA 0.193 0.195 . 0.210 0.253 0.310
D-M 0.082 . 0.014 0.007 0.000

S-W 0.843 . 0.790 0.794 1.048
(0.391) . (0.270) (0.275) (0.133)

Note: The table shows the root mean square errors (RMSE) of the baseline and our main benchmark
when the top 100 single models in Equation 3 are included in the pooled forecast. RMSEs are expressed
in non-annualized monthly percentage points. D-M shows the p-values of the null hypothesis of the online
model presenting similar predictive ability than each alternative model. The test is based on Diebold and
Mariano (1995), using a small sample adjustment from Harvey, Leybourne and Newbold (1997). S-W
represents the λ coefficient of Stock and Watson (1999b)’s test. This test suggests that the online index
is a valuable source of information to forecast the inflation rate when λ is significantly higher than zero.
λ’s standard errors are in parenthesis.
Source: Authors.
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Table A3—Root Mean Square Error of Monthly Forecasts - Three month ahead.

Online Offline Survey AR(1) Phillips RW

Australia 0.276 0.296 . 0.350 0.406 0.442

D-M 0.085 . 0.063 0.001 0.002
S-W 2.374 . 1.179 1.737 1.303

(0.943) . (0.609) (0.548) (0.213)

Canada 0.155 0.172 . 0.180 0.181 0.288
D-M 0.038 . 0.007 0.007 0.001

S-W 1.378 . 2.120 2.124 1.221
(1.030) . (0.898) (0.875) (0.284)

France 0.165 0.156 . 0.189 0.166 0.226

D-M 0.394 . 0.002 0.285 0.002
S-W 0.517 . 0.665 0.702 1.021

(0.404) . (0.414) (0.399) (0.171)

a Germany 0.235 0.225 . 0.247 0.243 0.323
D-M 0.339 . 0.139 0.089 0.001

S-W -0.359 . 0.148 -0.232 1.117

(0.884) . (0.615) (1.004) (0.203)
Greece 0.378 0.459 . 0.472 0.450 0.747

D-M 0.018 . 0.000 0.002 0.000

S-W 1.460 . 1.994 1.729 1.126
(0.480) . (0.644) (0.553) (0.162)

Ireland 0.158 0.162 . 0.181 0.226 0.219
D-M 0.130 . 0.046 0.028 0.032

S-W 3.272 . 0.954 1.087 0.983

(1.227) . (0.346) (0.248) (0.175)
Italy 0.129 0.131 . 0.169 0.132 0.175

D-M 0.449 . 0.005 0.384 0.012

S-W 0.924 . 1.007 0.932 0.975
(0.476) . (0.464) (0.447) (0.198)

Netherlands 0.256 0.285 . 0.301 0.283 0.379

D-M 0.122 . 0.057 0.081 0.002
S-W 1.104 . 0.917 0.906 0.889

(0.774) . (0.653) (0.565) (0.220)

UK 0.167 0.175 . 0.221 0.219 0.198
D-M 0.363 . 0.000 0.040 0.033

S-W 1.286 . 0.689 1.125 1.087

(0.299) . (0.623) (0.240) (0.195)
USA 0.212 0.203 . 0.213 0.211 0.309

D-M 0.338 . 0.103 0.388 0.001
S-W 2.094 . -0.193 1.605 1.126

(1.914) . (2.590) (0.990) (0.163)

Note: The table shows the root mean square errors (RMSE) of the baseline and our main benchmark
when the top 100 single models in Equation 3 are included in the pooled forecast. RMSEs are expressed
in non-annualized monthly percentage points. D-M shows the p-values of the null hypothesis of the online
model presenting similar predictive ability than each alternative model. The test is based on Diebold and
Mariano (1995), using a small sample adjustment from Harvey, Leybourne and Newbold (1997). S-W
represents the λ coefficient of Stock and Watson (1999b)’s test. This test suggests that the online index
is a valuable source of information to forecast the inflation rate when λ is significantly higher than zero.
λ’s standard errors are in parenthesis.
Source: Authors.

A5. Cumulative Distribution of Absolute Value of Errors
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a. Canada b. France c. Germany

d. Greece e. Ireland f. Italy

g. Netherlands h. UK

Figure A3. Cumulative distribution of absolute value of errors.

Note: This figure depicts the cumulative distribution functions of the root mean square errors of the
individual models included in the online pooled forecast and the offline benchmark. The solid line is the
distribution based on models using offline data, and the dashed one includes models using online indices.
Source: Authors.

A6. Sensitivity of the forecast average

The tables in this section show the RMSE of the baseline and our main bench-
mark when all the single models in Equation 3 are included in the pooled forecast.
This specification, therefore, averages all models from the 24, 36, and 48 window
length, as well as fixed and increasing time window, and single models that do
not take into account the CPI lags or the fuel survey.

In other words, the pooled forecasts assume there was no ex-ante analysis to
distinguish between good and bad performing models. This is a disadvantageous
assumption since most analysts would first restrict the set of models, avoiding
cases, for example, where the CPI is not included in the regressions.

Nevertheless, the results on the table suggest that the online series are a useful
predictor of the CPI. For example, the 1-month ahead forecast is, on average,
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15 percent more accurate than the main offline benchmark, and 5 percent more
accurate than the survey of professional forecasters published by Bloomberg.

Tables A4, A5, and A6 show the one-month, two-month, and three-month ahead
forecasts, respectively.
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Table A4—Root Mean Square Error of Monthly Forecasts - One month ahead. All-model

specification.

Online Offline Survey AR(1) Phillips RW

Australia 0.234 0.272 0.258 0.299 0.286 0.361

D-M 0.077 0.628 0.022 0.017 0.018
S-W 0.659 0.446 0.703 0.769 0.779

(0.342) (0.082) (0.252) (0.278) (0.172)
Canada 0.093 0.134 0.135 0.186 0.185 0.278

D-M 0.034 0.000 0.005 0.004 0.007

S-W 1.061 1.338 0.962 0.962 0.978
(0.340) (0.011) (0.177) (0.179) (0.115)

France 0.151 0.158 0.127 0.185 0.174 0.219

D-M 0.051 0.069 0.006 0.003 0.007
S-W 0.791 0.169 1.101 1.093 1.236

(0.623) (0.248) (0.343) (0.334) (0.172)

Germany 0.209 0.217 0.092 0.262 0.256 0.351
D-M 0.236 0.000 0.064 0.045 0.000

S-W 0.465 0.113 0.814 0.921 1.303

(0.619) (0.143) (0.314) (0.371) (0.154)
Greece 0.439 0.449 . 0.476 0.454 0.618

D-M 0.068 . 0.131 0.491 0.036
S-W 1.418 . 0.329 0.121 1.067

(2.193) . (0.883) (0.833) (0.259)

Ireland 0.151 0.164 . 0.176 0.254 0.217
D-M 0.134 . 0.013 0.006 0.001

S-W 0.945 . 0.938 0.976 0.997

(0.373) . (0.257) (0.215) (0.160)
Italy 0.117 0.140 1.253 0.176 0.143 0.202

D-M 0.000 0.000 0.000 0.063 0.002

S-W 1.604 0.985 1.448 0.929 1.366
(0.553) (0.000) (0.301) (0.297) (0.161)

Netherlands 0.198 0.216 . 0.284 0.276 0.306

D-M 0.052 . 0.002 0.001 0.001
S-W 0.726 . 1.024 1.050 0.964

(0.623) . (0.335) (0.327) (0.213)

UK 0.131 0.166 0.140 0.189 0.148 0.181
D-M 0.005 0.720 0.001 0.097 0.002

S-W 1.328 0.785 1.217 1.089 1.366
(0.316) (0.000) (0.222) (0.172) (0.140)

USA 0.092 0.125 0.096 0.200 0.285 0.244

D-M 0.015 0.933 0.002 0.000 0.001
S-W 1.063 0.486 1.105 1.001 1.118

(0.191) (0.001) (0.090) (0.082) (0.071)

Note: The table shows the root mean square errors (RMSE) of the baseline and our main benchmark
when all the single models in Equation 3 are included in the pooled forecast. RMSEs are expressed in
non-annualized monthly percentage points. D-M shows the p-values of the null hypothesis of the online
model presenting similar predictive ability than each alternative model. The test is based on Diebold and
Mariano (1995), using a small sample adjustment from Harvey, Leybourne and Newbold (1997). S-W
represents the λ coefficient of Stock and Watson (1999b)’s test. This test suggests that the online index
is a valuable source of information to forecast the inflation rate when λ is significantly higher than zero.
λ’s standard errors are in parenthesis.
Source: Authors and 1-month-ahead survey of professional forecasters published by Bloomberg.
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Table A5—Root Mean Square Error of Monthly Forecasts - Two month ahead. All-model

specification.

Online Offline Survey AR(1) Phillips RW

Australia 0.361 0.353 . 0.368 0.326 0.329

D-M 0.328 . 0.384 0.316 0.403
S-W 0.204 . 0.629 0.382 0.604

(0.909) . (0.540) (0.433) (0.294)
Canada 0.192 0.175 . 0.185 0.190 0.281

D-M 0.066 . 0.069 0.166 0.020

S-W -0.539 . 0.028 0.270 0.792
(1.169) . (0.876) (0.680) (0.243)

France 0.177 0.175 . 0.185 0.183 0.212

D-M 0.177 . 0.130 0.450 0.115
S-W -0.482 . 0.612 0.343 1.073

(1.171) . (0.700) (0.626) (0.218)

Germany 0.256 0.239 . 0.246 0.241 0.315
D-M 0.031 . 0.165 0.138 0.032

S-W -0.990 . -0.275 -0.430 0.981

(0.625) . (0.545) (0.472) (0.225)
Greece 0.451 0.454 . 0.454 0.437 0.537

D-M 0.442 . 0.337 0.469 0.003
S-W 0.451 . 0.268 0.323 0.766

(1.008) . (0.678) (0.643) (0.268)

Ireland 0.195 0.178 . 0.176 0.248 0.218
D-M 0.001 . 0.008 0.036 0.074

S-W -1.509 . -0.085 0.556 0.748

(0.697) . (0.404) (0.358) (0.212)
Italy 0.148 0.146 . 0.181 0.134 0.193

D-M 0.330 . 0.006 0.055 0.049

S-W -0.052 . 0.850 0.113 1.069
(1.023) . (0.533) (0.564) (0.214)

Netherlands 0.232 0.259 . 0.293 0.276 0.314

D-M 0.074 . 0.002 0.001 0.012
S-W 0.953 . 1.244 1.295 0.850

(0.773) . (0.518) (0.509) (0.225)

UK 0.177 0.191 . 0.210 0.171 0.176
D-M 0.031 . 0.006 0.404 0.487

S-W 0.935 . 0.716 0.940 0.909
(0.504) . (0.400) (0.248) (0.190)

USA 0.209 0.211 . 0.210 0.253 0.310

D-M 0.360 . 0.286 0.050 0.001
S-W 0.388 . 0.594 0.585 1.068

(0.630) . (0.373) (0.381) (0.154)

Note: The table shows the root mean square errors (RMSE) of the baseline and our main benchmark
when all the single models in Equation 3 are included in the pooled forecast. RMSEs are expressed in
non-annualized monthly percentage points. D-M shows the p-values of the null hypothesis of the online
model presenting similar predictive ability than each alternative model. The test is based on Diebold and
Mariano (1995), using a small sample adjustment from Harvey, Leybourne and Newbold (1997). S-W
represents the λ coefficient of Stock and Watson (1999b)’s test. This test suggests that the online index
is a valuable source of information to forecast the inflation rate when λ is significantly higher than zero.
λ’s standard errors are in parenthesis.
Source: Authors.
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Table A6—Root Mean Square Error of Monthly Forecasts - Three month ahead. All-model

specification.

Online Offline Survey AR(1) Phillips RW

Australia 0.522 0.399 . 0.350 0.406 0.442

D-M 0.095 . 0.079 0.234 0.304
S-W -0.147 . -0.171 0.206 0.650

(0.560) . (0.354) (0.294) (0.267)
Canada 0.199 0.191 . 0.180 0.181 0.288

D-M 0.306 . 0.268 0.299 0.002

S-W 0.131 . 0.207 0.244 1.056
(1.272) . (0.952) (0.973) (0.382)

France 0.179 0.178 . 0.189 0.166 0.226

D-M 0.430 . 0.025 0.014 0.018
S-W -0.517 . 0.419 0.512 1.034

(0.844) . (0.564) (0.565) (0.185)

Germany 0.252 0.247 . 0.247 0.243 0.323
D-M 0.091 . 0.471 0.071 0.017

S-W -0.603 . -0.362 -0.794 0.994

(0.732) . (0.647) (0.831) (0.197)
Greece 0.440 0.478 . 0.472 0.450 0.747

D-M 0.103 . 0.114 0.091 0.000
S-W 1.336 . 0.712 0.955 1.274

(0.833) . (0.741) (0.781) (0.215)

Ireland 0.212 0.186 . 0.181 0.226 0.219
D-M 0.009 . 0.045 0.220 0.385

S-W -2.365 . -0.595 0.132 0.619

(0.636) . (0.394) (0.490) (0.227)
Italy 0.151 0.153 . 0.169 0.132 0.175

D-M 0.318 . 0.112 0.021 0.069

S-W 0.023 . 0.154 0.023 0.785
(0.920) . (0.485) (0.538) (0.219)

Netherlands 0.296 0.292 . 0.301 0.283 0.379

D-M 0.369 . 0.308 0.253 0.008
S-W -0.118 . 0.118 0.445 1.000

(1.813) . (1.121) (1.056) (0.306)

UK 0.196 0.200 . 0.221 0.219 0.198
D-M 0.049 . 0.002 0.251 0.458

S-W 1.088 . 0.625 1.037 1.089
(0.692) . (0.538) (0.224) (0.196)

USA 0.229 0.221 . 0.213 0.211 0.309

D-M 0.001 . 0.022 0.203 0.004
S-W -2.083 . -0.854 0.679 0.980

(1.201) . (0.642) (0.804) (0.167)

Note: The table shows the root mean square errors (RMSE) of the baseline and our main benchmark
when all the single models in Equation 3 are included in the pooled forecast. RMSEs are expressed in
non-annualized monthly percentage points. D-M shows the p-values of the null hypothesis of the online
model presenting similar predictive ability than each alternative model. The test is based on Diebold and
Mariano (1995), using a small sample adjustment from Harvey, Leybourne and Newbold (1997). S-W
represents the λ coefficient of Stock and Watson (1999b)’s test. This test suggests that the online index
is a valuable source of information to forecast the inflation rate when λ is significantly higher than zero.
λ’s standard errors are in parenthesis.
Source: Authors.
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Abstract

The rate of mean-reversion in a country's real exchange rate (RER) is a key

indicator to consider when discussing exchange rate policies in any country. In

practice, this rate -known as the half-life- is commonly calculated using price

aggregates, such as the consumer price index (CPI). I demonstrate that using

a CPI to estimate the RER mostly yields higher persistence estimates than a

RER based on the disaggregated formula suggested by PPP theory. Using a

novel dataset with a daily frequency of price collection and an identical set of

products from multiple countries, I �nd that the half-life for a RER derived

from price aggregates is on average 37% higher than a RER generated from

product-level information.

Until now estimates suggested that the rate of mean-reversion was unrea-

sonably slow, ranging from a minimum of 2 to 5 years. The sample used in this

paper indicates that this rate is in fact typically less than 1 year. The dataset

has been gathered from online sources and includes food, fuel, and electronic

products.
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1 Introduction

Knowing the speed of mean-reversion in the real exchange rate (RER) helps policymakers forecast

movements in the nominal exchange rate and in prices. This leads to a better understanding of

the terms of trade and overall conditions in the economy. Until now the speed of mean-reversion

seemed unreasonably slow1, ranging from 2 to 5 years. First, I show that most previous studies

use a RER estimate conceptually di�erent from the RER based on PPP theory, which translates

into inaccurate estimates of the mean-reversion properties of the RER. Second, I estimate that the

mean-reversion rate in food, fuel, and electronic products is typically less than 1 year.

PPP theory suggests that the RER is a weighted average of product-level RERs. While easy

to do in theory, collecting price data across multiple countries during the same time period is an

expensive and time-consuming endeavor. As a result, it is common practice to approximate the

RER using aggregate price indices, such as the consumer price index (CPI). In this approximation,

price comparisons between countries are made only after price quotes have been averaged across

multiple product categories.

I start by comparing the formulas for RERs calculated from price aggregates (PA) versus micro-

level data. The equations, expressed as a weighted average of relative prices, are found to di�er

because they use distinct weighting schemes. Section 3 focuses on the distortions generated with

the PA RER and exempli�es their magnitude with a simulation. The framework used is �exible

enough to handle N products, di�erent stochastic assumptions about prices, and variations of the

RER aggregation methodologies based on index theory. This paper assumes that each product

follows a geometric Brownian motion, with variance and initial-value heterogeneities.

Section 4 compares the speed of mean reversion from both RER formulas using real-world data.

On average, the rate -referred to as the half-life2- using the PA methodology is 37% slower than

using micro-level data, but the results vary widely depending on the country. Therefore, I suggest

calculating indices working upwards from the most disaggregated data class. To my knowledge,

this is the �rst study that uses a product-level dataset from online sources with a daily frequency

and a variety of food, fuel, and electronic items to estimate half-lives. Details on the collection

and curation of this database, as well as its advantages, are explained in Section 2 of this paper.

Another signi�cant contribution of this paper is the discovery from calculating RERs with

micro-level data that shocks to the RER dissipate by one half in less than a year. Section 5

explains the details of this estimation, carried out using a median unbiased estimator (MUE)

proposed by Gospodinov [2004] and a state of the art con�dence bound designed by Mikusheva

[2012]. The speed of mean-reversion is consistent with the stylized fact in price stickiness literature

that prices change at least once a year -see Cavallo [2015] and Klenow and Malin [2010]. Also, this

rate is in harmony with the view that the RER should revert to its mean level soon after nominal

1We expect RER deviations to dampen out in 2 years at most when the e�ect of sticky nominal wages and prices
disappear.

2This rate refers to one-half the time taken for the RER to return to its historical average
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rigidities accommodate to a shock -see Chari et al. [2002], Bergin and Feenstra [2001] and Obstfeld

and Rogo� [1996].

Along the way, I obtain two results that are interesting on their own. First, we may take

for granted that collecting prices with a daily frequency has the potential to estimate the RER

more accurately than current methods, as Taylor [2001] demonstrated; however, I show that high-

frequency data collection comes at the cost of more frequent errors in variables. This leads to an

attenuation bias in RER estimates which becomes far more signi�cant than in estimates derived

from monthly observations. Failing to minimize the e�ect of this problem produces an unprece-

dented bias, which can escalate to the half-life estimates of the aggregated series as well. Averaging

product-level RERs far from eliminates the impact of these errors. PPP literature has coped with

this undesirable side e�ect mostly by manually inspecting and selecting the series to be included

in each analysis. While manual inspection is a recommended step in the process, I suggest using

a price �lter instead, which eliminates short-term volatility by following a prede�ned set of rules.

I design a price �lter for daily-frequency observations inspired by monthly �lters that have been

successfully applied in price stickiness literature by Nakamura and Steinsson [2008], Vavra [2014]

and Kryvtsov and Vincent [2015].

This paper is directly related to others which calculate the half-lives for RERs. Among the

studies that �nd the shortest estimates, Imbs et al. [2005] argue that estimating persistence using

a country-level RER tends to overweight the least mean-reverting sectors of the economy. Their

sector-level estimations yield shorter half-lives -of around 2 years- than with the aggregate indices.

Crucini and Shintani [2008] �nd that the period between 1990 and 2005 is more mean-reverting

than the entire post-Bretton Woods period, which had been the focus of previous studies. Kim

[2005] as well as Crucini and Shintani [2008] �nd evidence for the theory that shocks to the RERs

for non-tradeable products are more persistent than shocks to the tradeable sector. Since the forces

of arbitrage are weaker for non-tradable products, excluding these items from the estimates of the

RERs yield shorter half-lives.

However, some studies contest these explanations, suggesting that half-lives are at best below

the 5-year mark but usually larger. For example, Chen and Engel [2005] argue that sectoral indices

show idiosyncratic short-term dynamics, which are averaged out over higher level indices. This

short-term volatility leads to errors in variables, which bias the estimations downward. Canceling

these errors out, the authors �nd that shocks to the RERs for sectoral indices are as persistent

as they are for country-level indices. Engel [1999] concludes that it is unimportant to distinguish

between tradable and non-tradable goods to understand real exchange rate �uctuations. Finally,

Murray and Papell [2002] show that after accounting for serial correlation in the RER, and for

uncertainty within the data, the half-life estimates are well above 5 years. The literature review

carried out by Rogo� [1996], Taylor [2002] and Taylor and Taylor [2004] also show mean-reversion

estimates longer than 2 years.
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2 The data

I use a novel dataset of online prices provided by PriceStats, a private company. The database

has been designed to compare identical products across countries, and overlaps with the typical

urban consumption basket of food, transportation, and electronics. A signi�cant advantage over

other price databases is its daily frequency. Most databases with product-level information collect

prices every three years, or every year at most, preventing researchers from addressing short-term

dynamics in the time series.

A second advantage is that price spells are uncensored. Statistical o�ces are often required

to substitute products or impute prices when price surveying agents are unable to �nd the same

product in consecutive time periods. Additionally, national statistical o�ces (NSOs) tend to aver-

age prices within a month (see Taylor [2001]), potentially biasing their short-term price dynamics.

In contrast, PriceStats collects raw price spells for items from their �rst date of availability in

the online marketplace until the retailer removes them. A third advantage worth noting is that

every website in the sample includes detailed information about each posted product, facilitating

product comparisons across countries, and a wider selection of items within each category.

Despite some di�erences between online and o�ine prices, there is a growing body of academic

research showing that online prices resemble their o�ine counterparts. For example, Cavallo

and Rigobon [2016] show that indices constructed from online prices approximate both the level

and movements of the o�cial in�ation rates in China, Brazil, South Africa, the UK, Germany,

Japan, and the US. They showcase that this behavior also holds true at the disaggregated level,

even in sectors with frequent hedonic adjustments. Furthermore, Cavallo [2016] collects online

and o�ine prices simultaneously from large multi-channel retailers in 10 countries and documents

a high degree of similarity between their price levels. Additionally, price changes were found

to occur with similar frequency and to be of similar average sizes in both locations. Aparicio

and Bertolotto [2016] present further evidence of the high correlation between online and o�ine

indicators, and �nd that the movements in online price series anticipate movements in the headline

CPIs of France, Germany, the Netherlands, the UK, and the US. These are a few examples of the

literature showing that online prices complement o�ine information to answer questions in �elds

that involve estimating real exchange rates, in�ation rates, and price indices in general.

The dataset includes products from Argentina, Australia, Brazil, China, Germany, Japan,

South Africa, the United Kingdom (UK), and the United States of America (USA). The sample

runs from 2008 to 2016.

For ease of exposition, I make a distinction in the data between a single �item� -or price spell-

and a �product�. A product is made up of a group of items that share the same features except for

minor packaging di�erences. An example of an item in the database is a 1-liter bottle of �Coca-

Cola�, ca�eine-free, sold by certain retailer. A product would include this item along with any

other ca�eine-free �Coca-Cola� items sold by any retailer in the sample. The price of a product is
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the average price of its component items.

The collection and curation of the online sample involves a meticulous process. The �rst step is

to select the retailers to scrape from each country. The goal is to select stores that consumers visit

regularly, so retailers with a relatively high market share and which sell both online and o�ine

are given priority. Online-only stores are avoided because they may show price patterns that are

unrepresentative of what the average consumer faces.

The second step of the process involves using �web scraping� technology to collect price and

product information from the selected retailers' websites. Interested readers can refer to Cavallo

[2013] and Cavallo et al. [2014] for details. The scraping process is carried out daily and collects

prices for all products displayed on each retailer's web page, except for idiosyncratic in-store

specials along with some items that are typically over-represented online (such as watches and

perfumes). Each retailer displays its price and item information di�erently, so after the data has

been scraped it must be cleaned and homogenized. The result of this process is a panel database

with daily records for each item from every retailer.

The third step is to de�ne a set of products that are available in most of the covered countries

and that are tradeable to some degree. Some products are branded, such as �Coca-Cola Classic�

and �iPhone 4�, but some others are not, such as �white basmati rice�. Each product is categorized

based on the UN's Classi�cation of Individual Consumption According to Purpose (COICOP)3.

The database includes around 200 products shared between most countries in the dataset. Table

1 shows the product totals per country, broken down by category groups.

Table 1: Number of product categories shared with the US, by sector

Food and

non-alcoholic

beverages

Fuel Recreation All

Argentina 107 3 65 175

Australia 118 4 67 189

Brazil 116 2 68 186

China 108 4 73 185

Germany 127 3 61 191

Japan 105 3 51 159

South Africa 100 3 61 164

United Kingdom 131 3 72 206

In the fourth step of the process, machine learning (ML) algorithms look for items that satisfy

the product de�nitions de�ned in step 3. The system automatically suggests items to a group

of trained specialists called �categorizers�, who are very familiar with the characteristics of the

products included in the PriceStats database. For every item, the algorithms suggest a COICOP

3I illustrate the aggregation structure in Figure 3 in the Appendix 8.1
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and product category, packaging size, measurement unit, and whether it is a single item or a bundle.

The categorizers evaluate the suggestions made by the ML algorithms then con�rm, revise, or reject

them. The system raises �ags when it faces unusual events to keep the number of categorization

errors to the minimum. For example, if the unit price of an item deviates signi�cantly from the

expected value, a categorizer reviews the item to make sure it is properly classi�ed.

At this point in the process, the database is ready to be aggregated into RER indices. Con-

sumption patterns vary across countries, making it di�cult to �nd a product with the same size,

measurement unit, and bundle in multiple countries. For example, the item ca�eine-free �Coca-

Cola� mentioned above is typically sold in 1.5-liter bottles in the US, but is most commonly sold

in 2-liter bottles in Japan. For this reason, the price of a product on any single day is calculated

as the geometric average of each item's unit price. Price comparisons between countries are then

made at the product level.

In the sixth step of the process, the RER is calculated at various COICOP levels. Bilateral

exchange rates are constructed for each product using the US as the base country, following the

formula:

RERX
j,t =

pXj,t
pUSAj,t

eX,USAt

where pUSAj,t is the price of product j on day t in the US, X represents the comparison country

which can be any country except the US, and eX,USAt is the nominal exchange rate on t, measured

as the price of a unit of country X's currency in US dollars. With the product-level RERs in hand,

upper-level indices are then generated. Consumption weights are not available below the class level
4, so a geometric average combines prices within a sub-class and these averages are then combined

within a class. Working upwards from the class level, the higher-level indices are calculated using

expenditure weights provided by NSOs5.

2.1 Stationarity of the RER at the product level

To further show that the online database is suitable to estimate the half-lives of the product and

country-level RERs, I establish that the RER for almost every good in the sample shows a mean-

reverting impulse response function (IRFs), and that the RERs for a large proportion of those

goods are stationary based on the Augmented Dickey-Fuller test for unit roots. The test involves

estimating the regression:

qt = α + δt+ ρqt−1 +
k−1∑
j=1

αj4qt−j + ut (1)

4A class refers to the second level of disaggregation based on COICOP. The appendix 8.1 illustrates all levels.
5I use private household consumption weights from 2012.
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where qt is the natural logarithm of the real exchange rate on t, α is a constant, and δt is a

time trend (or drift). The model accounts for serial correlation by including the lagged di�erences

4qt−j.
The criteria for choosing the number of lags in the regression is not trivial: if k is set too small

then the inference about the unit root is biased. However, if k is set too large the �nite sample

properties of the test will deteriorate, and it will not be possible to assert that a series is stationary

even when it is. I choose the number of lags following the Akaike information criteria (AIC), which

tends to err on the side of caution and selects more lags than necessary (see Hall [1994] and Ivanov

and Kilian [2007])6. I also show the results derived from setting k = 1, which is the most common

speci�cation used in PPP literature.

There are two types of ADF tests: one that includes a drift term, δt, and another that does

not. If qt is stationary around a time trend and this trend is omitted from the regression, then

the test statistic will tend to zero in probability and the null hypothesis of a unit root will be less

likely to be rejected. Similarly, if we include the drift when it is redundant, then the test looses a

considerable amount of power and it again becomes harder to reject the null hypothesis. As long

as one of the two tests rejects the null hypothesis of a random-walk, I interpret it as evidence for

the stationarity of the time series (see Hall [1994]).

Table 2 summarizes the results. I can reject the null hypothesis of a unit root for a high

percentage of the products in every country7. For some products, I fail to reject the null likely due

to the low power of the ADF test. A necessary (though not su�cient) condition to claim that a

product's RER is stationary is that the impulse response to a unit shock is lower than 1 after a

su�ciently large number of steps. Therefore, I calculate the percentage of products where the IRF

of a unit shock is lower than 1 after 100 and 200 steps8 using k = p, and �nd that almost every

product complies with this condition. The percentages are shown in the last row of Table 2.

6I have also run the models with the Schwarz [1978] and Hannan and Quinn [1979] selection criteria. Both cases
reject the null hypothesis of a unit root slightly more often than with the AIC selection criteria.

7The Phillips and Perron (P-P) test yields similar results. Appendix 8.2 shows the ADF results for the driftless
and drift-included test types.

8I make sure that IRF100 > IRF200 to avoid oddly behaved IRFs
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Table 2: Test for unit root - proportion of goods with stationary RER

Signi�cance level Argentina Australia Brazil China Germany Japan South Africa UK

ADF k = p

10% 77% 88% 82% 93% 86% 86% 90% 74%

5% 67% 66% 54% 87% 75% 75% 76% 67%

1% 46% 44% 22% 70% 44% 44% 40% 52%

ADF k = 1

10% 82% 95% 91% 95% 92% 91% 93% 81%

5% 74% 86% 81% 92% 85% 84% 87% 77%

1% 61% 71% 45% 81% 63% 60% 55% 64%

% of products with IRF100& 200 < 1 100% 99% 98% 98% 100% 100% 100% 99%

3 How the level of comparison a�ects the RER - Intuition

and simulation

This section is divided into three. First, I explain the inconsistency of using CPIs to estimate the

RER between two countries. Second, I set up a theoretical framework to understand the scope of

this inconsistency. Finally, I show this scope in a simulation.

3.1 Intuition

Assume there is a single price database to calculate the bilateral RER and the CPIs for any two

countries. Even in this situation, the RER calculated from price aggregates such as the CPI is

di�erent from the rate based on PPP theory. This section explains the source of the inconsistency.

To characterize the bias, consider the change in the CPI of country A to be:

4PA
t+h =

n∑
j=1

pAj,t+h
pAj,t

wAj (2)

where pAj,t is the price of product j in country A, and wAj is a consumption weight that satis�es∑n
j=1w

A
j = 1. Country B uses formula 2 as well, so the estimated change in the RER between A

and B based on the CPI is9:

4RERPA
t ≡ 4P

A
t

4PB
t

(3)

Alternatively, the RER based on PPP theory matches prices at a disaggregate level such that:

9I assume that prices in country A have been converted to country's B currency.
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RERPPP
t =

n∑
j=1

pAj,t
pBj,t

ψj (4)

Where ψj, j = 1, ..., N is the consumption weight10 of product j, so
∑n

j=1 ψj = 1.

It follows from 3 and 4 that the growth rate of the RER di�ers from the ratio of CPI changes

when the following equation is di�erent from zero11:

4RERPPP
t+h −4RERPA

t+h =
n∑
j=1

 pAj,t+h

pAj,t

pBj,t+h

pBj,t

(
sPPPj − sPAj

) (5)

where sPPPj =

pAj,t

pB
j,t

ψj

∑n
j=1

pA
j,t

pB
j,t

ψj

and sPAj =

pBj,t+h

pB
j,t

wA
j

∑n
j=1

pB
j,t+h

pB
j,t

wB
j

.

This inconsistency arises when the shares sPPPj and sPAj di�er. The simulation in the rest of

Section 3 takes a closer look at these shares, �nding that the consumption weights and volatility

of product prices determine how large the discrepancies between the two RER formulas can be.

Notice that sPPPj and sPAj are equal if the expenditure weights are identical or when the

in�ation rates are zero. This result is in line with the work of Deaton [2012], who arrives at a

similar conclusion while explaining why a CPI interpolation biases the PPP indices.

3.2 Setup of the framework

When do sPPPj and sPAj di�er? This section outlines a theoretical framework to answer this

question.

Assume that time is continuous and starts at 0. There are 2 countries A and B, and 2 products

in each country12. I make sure the price of product j is always positive and assume it follows a

geometric Brownian motion such as pXj,t = exp
(
ln
(
pXj,0
)
+ µXt+ σXj r

X
j,t

)
, and yXj,t = ln pXj,t. The

initial price, pXj,0, and the standard deviation, σXj , can be di�erent for each product and in each

country. I set ψj =
wA

j +wB
j

2
, but the intuitions remain qualitatively unchanged when ψj = wBj .

From now on i represents
√
−1, and h = 1.

The next result shows the expressions of the weighting scheme implied by the PA methodology.

By choosing a set of parameters, the formulas can be used to evaluate the e�ect of a change in the

variance or consumption weight on each of the shares. The derivation of this result involves solving

for the expected value of a ratio of random variables, which is not easy to calculate algebraically.

I solve for the expectation similarly to Martin [2013] with a Fourier transform.

10These weights are a function of wA
j and wB

j .
11Appendix 8.3.1 shows the derivation of equation 5
12The framework is extendible to N products, however the stochastic nature of each price opens the door to

varying a signi�cant number of parameters. For ease of exposition, I assume that there are two products per
country. The reader can interpret product 2 as representing products j = 2, 3, ..., N − 1 and N .
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Proposition 1. The PA shares of product one and two, respectively are:

sPA1 =
wA1
wB1

∫ ∞
−∞

(
wB1
wB2

) 1
2
+iz

F (z) e
− 1

8
(i−2z)2

(
(σB

1 )
2
+(σB

2 )
2
)
dz (6)

sPA2 =
wA2
wB2

∫ ∞
−∞

(
wB1
wB2

)− 1
2
+iz

F (z) e
− 1

8
(i+2z)2

(
(σB

1 )
2
+(σB

2 )
2
)
dz (7)

where:

F (z) =
1

2
sech (πz)

Proof. See Appendix 8.3.2.

The integrals in 6 and 7 are well behaved and can be calculated numerically. Notice that sPAj
depends on the variance of the products in the base country, but is independent of the variance

of the comparison country. This fact is a byproduct of equation 5, which shows that sPAj depends

only on price growth in country B. In contrast, as can be seen in the next result, sPPPj depends

symmetrically on the volatility of all products.

Proposition 2. The PPP shares of product one and two, respectively are:

sPPP1 =

∫ ∞
−∞

(
ψ1

ψ2

) 1
2
+iz
(
pA1,0p

B
2,0

pB1,0p
A
2,0

) 1
2
+iz

F (z) e
− 1

8
t(i−2z)2

(
(σA

1 )
2
+(σA

2 )
2
+(σB

1 )
2
+(σB

2 )
2
)
dz (8)

sPPP2 =

∫ ∞
−∞

(
ψ1

ψ2

) 1
2
+iz
(
pA1,0p

B
2,0

pB1,0p
A
2,0

)− 1
2
+iz

F (z) e
− 1

8
t(i+2z)2

(
(σA

1 )
2
+(σA

2 )
2
+(σB

1 )
2
+(σB

2 )
2
)
dz (9)

where:

F (z) =
1

2
sech (πz)

Proof. See Appendix 8.3.3.

With the characterization of the shares in hand, I examine the di�erences in the weighting

schemes of the PA and PPP methodologies with a simulation, �rst varying wAj and wBj . Second,

I assess the impact of an increase in the variance of a product's price in each of the shares.

Expressions 6, 7, 8, and 9 were evaluated numerically using Mathematica which is used to generate

all �gures.

Suppose that σA1 = σB1 = 2 and σA2 = σB2 = 0.5, which implies that the price of product 1 is

more volatile than the price for product 2 in both countries. Initial prices are set to 1 and time is
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set to t = 1. Since there are 2 products per country, wA1 = 1 − wA2 , and the same holds true for

country B.

3.3 Simulation

3.3.1 E�ect of the expenditure weights on the bias

Panel (a) and (b) in Figure 1 show how the expenditure weights of product 1 a�ect the bias in

equation 5. The main conclusion from this �gure is that the CPI estimate of the RER underweights

products with a higher expenditure share in the comparison country (A).

The reasoning behind this result is that the CPI estimate of the RER treats prices and weights

di�erently in country A from country B. The RER based on PPP theory treats both countries

equally so that an increase in a product's expenditure weight translates into an increase of its

importance in the index. In contrast, this is not the case in the CPI estimate of the RER: when

an expenditure weight in country A increases, the share of that product on the RER decreases.

An example clari�es the scope of the inconsistency between the PA and PPP formulas. Imagine

a RER between the US and a developing nation. This index has prices from two sectors: food and

housing. As usual, the expenditure weight of food is higher in the less developed economy than

in the US, so the weight of housing is greater in the US. It is conceivable that the food sector is

more mean-reverting than the housing sectors, where prices are stickier13. In this situation, the

CPI estimate of the RER would underweight the food component, yielding a less mean-reverting

index than the RER implied by PPP. Although simpli�ed, the example is aligned with the slow

half-lives seen in the literature so far.

Figure 1: Bias of the CPI estimate of the RER for any expenditure weight

(a) Bias in product 1 (b) Bias in product 2

Notes: The black dotted line re�ects the value of the bias when wA
j = wB

j , which is always zero. The

simulation assumes σA
1 = σB

1 = 2 and σA
2 = σB

2 = 0.5. The initial prices and the time t equal 1.

There are two products, so wA
1 = 1− wA

2 , and the same holds true for country B.

13This is a plausible fact since prices included in the housing sector are usually related to long-term contracts
such as annual leases.
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3.3.2 E�ect of the price volatility on the relative importance of the products

Figure 2 shows how the shares in both methodologies change when the variances increase for

product 1 in both countries (σA1 and σB1 ).

The most striking point from this �gure is that an increase in price volatility for a product

in the base country causes the shares to diverge at di�erent rates. Consequently, the weighting

schemes become increasingly distorted. An example may clarify this result. Assume that the

expenditure weight of clothing in the US is higher than in the comparison country. Moreover,

prices in the US are more volatile due to the numerous discounts o�ered by stores. As a result,

the CPI estimate of the RER overweights the clothing sector. As the price volatility in the US

increases, the magnitude of this error grows more than linearly.

Figure 2: Behavior of the weighting scheme when the standard deviation changes

(a) Impact of a change in volatility of prod-
uct 1 in country A

(b) Impact of a change in volatility of prod-
uct 1 in country B

Notes: The simulation assumes σA
1 = σB

1 = 2 and σA
2 = σB

2 = 0.5. The initial prices and the time t

equal 1. There are two products so wA
1 = 1− wA

2 , and the same holds true for country B.

4 How the level of comparison a�ects the RER - Real-world

example

Using a single dataset, I construct RER estimates for both the PA and PPP methodologies and test

whether their persistence estimates are signi�cantly di�erent from zero. To this end, I calculate

a seemingly unrelated regression (SUR) for each country. I compare the Dickey-Fuller equations

for the PA and PPP indices, setting the lag length following the AIC selection criteria. For any

particular country, the number of lags may di�er for each series, so I choose the maximum lag.

Finally, I test the hypothesis H0 : (ρ̂PA, α̂
′
PA)

′ 6= (ρ̂PPP , α̂
′
PPP)

′ using a Wald test.

The analysis thus far has relied on the Laspeyres formula to calculate both versions of the

RER, facilitating their comparison. We are now interested in emulating a real world application,

so I use a Fisher index to calculate the PPP RER because this formula is most commonly used in
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applied literature14. I still use a Laspeyres index to calculate the CPI estimate of the RER since

this formula is used by most statistical o�ces to calculate their price indices.

The results suggest that half-lives, and RERs in general, should be calculated with low-level

indices instead of relying on price aggregates. Panel A of Table 3 shows the half-lives based on

equation 1. These were estimated by calculating the IRFs for each regression, successively looking

for the �rst point where a unit shock had already dissipated by one-half. As can be observed, the

table con�rms that the persistence estimates using the PPP formula are very di�erent from those

using PAs. Moreover, this di�erence varies considerably across countries.

Panel B shows the average percentage di�erence between each method broken down by sector.

On average, the half-lives based on price aggregates are 37% higher than those using disaggregated

information. Therefore, the dataset suggests that previous studies �nd slow mean-reversion rates

partly due to the inconsistency of RERs estimated from country CPIs.

Two additional comments are worth mentioning. First, the average bias reaches 46% if we take

the absolute value of the di�erence between methods, reinforcing the idea that price aggregates

yield inaccurate half-lives. Second, the products included in the fuel sector are equally weighted

in both indices, minimizing the discrepancy between the PA and PPP methodologies. As a result,

this sector shows the lowest average percentage di�erence between methods.

Table 3: Half-life - PA versus PPP methodologies (in months)

Panel A: Matching method

Argentina Australia Brazil China Germany Japan South Africa UK

PA 3.5 2.8 3.7 2.6 3.3 12.6 1.4 1.8

PPP 3.1 3.8 3.4 1.9 2.6 3.9 1.1 2.1{
ρ̂PA 6= ρ̂PPP

α̂
′
PA 6= α̂

′
PPP

SUR SUR** SUR SUR SUR* SUR** SUR* SUR

Panel B: Country average, by sector

PA−PPP
PPP

∗ 100 |PA−PPP |
PPP

∗ 100

All 37% 46%

Food and beverages 34% 56%

Fuel 1% 5%

Electronics 9% 24%

Notes: Estimates in Panel A are in months. * p < 0.1, ** p < 0.05, *** p < 0.01.

5 How fast does the RER reverts to its mean?

Sections 3 and 4 focus on understanding the scope of the bias of the CPI estimate of the RER.

This section focuses on estimating the half-lives of the RER implied by PPP theory15 as accurately

as possible. To select the calculation method, I take into consideration the following two issues.

14See Eurostat-OECD [2012] and World Bank [2011] for details on this methodology.
15This RER is calculated using a Fisher index
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First, errors in variables signi�cantly bias the half-life estimates of the RERs. Retailers alternate

between regular and discounted prices to attract customers, increasing the short-term volatility of

the time series, and leading to an attenuation bias in the half-life estimates -see Chen and Engel

[2005]. This volatility is not vital to understanding the medium-to-long term dynamics of the RER

and should be avoided.

To address this problem, I apply a �lter to each item in the database. Its goal is to remove a

drop in price on t if the drop is followed by an increase within a 30-day window where the price

recovers to the same or higher level than the one displayed on t. The details of the �lter are shown

in the Appendix 8.5. Additionally, I estimate the half-lives of the RERs at both the aggregate and

product-level.

The second issue was �rst addressed by Stine and Shaman [1989], who showed that the au-

toregression coe�cients in OLS are biased. The estimates are smaller than the true parameters in

�rst-order models, and the e�ect of the bias can push the coe�cients to the non-stationary region

in higher order cases. A solution to this problem is to calculate a median unbiased estimator

(MUE) such as the one designed by Gospodinov [2004], which ensures that it is equally likely to

overestimate the coe�cients as to underestimate them.

The MUEmethodology inverts the acceptance region of a likelihood ratio statistic for a sequence

of null hypotheses. These hypotheses equate the impulse response function to a prede�ned value,

which in this case is γ0 = 0.5. I supplement the point estimates with an upper con�dence bound,

assessing the sample variability of the model. I calculate the con�dence bound by a grid bootstrap

procedure designed by Hansen [1999], and adapted to calculate inferences on IRFs by Mikusheva

[2012]. This band has proven to be accurate in simulations16, and guarantees that there is a sample

size that provides the required accuracy for all values of ρ17. For interested readers, the estimation

procedure is explained in the Appendix 8.4. The MUE methodology is computationally intensive18,

so I calculate the aggregate-level RERs only. OLS estimates complement the analysis.

Table 4 presents the resulting half-life estimates in months. First, notice that every speci�cation

yields an estimate of less than one year. Second, errors in variables play a major role in these

estimations. However, �ltering these errors out more than doubles the half-life estimates, and

averaging them out by aggregating the micro-level RERs helps to minimize their e�ect. Therefore,

the preferred half-life estimates come from the aggregate RER based on the �ltered dataset.

A visual inspection of the data corroborates the notion that half-lives are as short as Table 4

suggests. Figure 4 in Appendix 8.6 shows the relative prices and nominal exchange rates between

the US and each comparison country. The lines diverge from each other when one country becomes

overvalued against the other, and re-converge when the misalignment fades away. For example,

16Pesavento and Rossi [2007] show that Gospodinov's con�dence bands have good �nite sample coverage (size)
properties at various horizons. Mikusheva [2012] re�nes their study by exploring the grid bootstrap procedure, and
�nds that this method controls size well for short and long horizon IRFs.

17See Mikusheva [2007] for the demonstration and for an explanation of the relevance of this property.
18The bootstrap iterates 5,000 times for each time series.
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when the nominal exchange rate and relative prices diverge from each other in the graphs for the

UK and South Africa, they quickly move back closer together in line with their half-life estimates of

less than 1 year. In the UK, the nominal exchange rate is the primary source of RER adjustment.

On the other hand, in China where the exchange rate is pegged, Figure 4 reveals that relative

prices in the country �uctuate around the nominal rate to rapidly correct for misalignments in the

RER.

Argentina's experience is a good example of the PPP theory put into practice. This country

pegged its exchange rate to the US Dollar even while its domestic prices rose much more quickly

compared to prices in the US. The result was that Argentina's goods were consistently overvalued.

In a period of 8 years, the government corrected this misalignment by depreciating the nominal

exchange rate on three occasions. In that same period, relative prices between the two countries

partially corrected the misalignment on two occasions, due to increases in US in�ation coupled

with price controls in Argentina. As a result, in the 8-year window relative prices and the nominal

exchange rate partially aligned 5 times, which yields a half-life of approximately 8 months (below

the upper bound of the MUE).

On a �nal note, the OLS and MUE methodologies yield similar persistence estimates, suggesting

that the OLS bias is relatively small in the sample.

Table 4: Half-life estimates (in months)

Median Weighted mean Aggregate

OLS-IRF OLS-IRF OLS-IRF MUE

Baseline Filtered Baseline Filtered Baseline Filtered Baseline Filtered

Argentina 1.6 3.1 1.5 3.4 3.1 4.5 3.8 [6.1] 5.8 [12.5]

Australia 0.7 3.2 1.3 3.3 3.8 4.0 6.4 [10.4] 6.6 [10.7]

Brazil 1.6 4.1 2.1 4.0 3.4 4.3 4.8 [16.0] 7.3 [>24.0]

China 0.6 1.6 1.2 2.4 1.9 4.1 2.1 [4.2] 5.4 [12.0]

Germany 0.9 3.0 1.1 2.9 2.6 3.7 3.2 [10.1] 4.1 [9.3]

Japan 1.3 4.2 1.7 4.8 3.9 14.0 3.5 [8.4] 4.2 [7.8]

South Africa 0.9 2.0 0.9 1.7 1.1 1.3 1.2 [1.9] 1.4 [2.4]

UK 1.0 2.7 1.7 3.3 2.1 3.0 2.3 [4.3] 4 [8.2]

Filtered−Baseline
Basline

188% 125% 70% 50%

Notes: Estimates are in months. The numbers between square brackets represent the upper bounds of the MUE.

The MUEs for Australia, Germany, and Japan were calculated using monthly observations (last day of each

month), so I consider them preliminary. The calculations take days instead of weeks using monthly observations

instead of daily.

6 Conclusion

I �nd that the RER derived from price aggregate indices di�ers from the RER implied by PPP

theory, which matches prices at the product level and then averages these micro-level comparisons.
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Therefore, I strongly suggest calculating RERs using disaggregate data, and then working upwards

to calculate the country-level RERs. For instance, it is more accurate to calculate RERs by

averaging sub-class indices rather than by comparing the country-level CPIs.

Additionally, in this study, I show that errors in variables signi�cantly bias the estimated half-

lives of aggregate RERs, contrary to the belief that the e�ects of these errors are mostly con�ned

to the disaggregated estimates. I propose an e�ective solution for minimizing this e�ect with the

use of a �lter with a prede�ned set of rules.

Third, I �nd that the half-lives of RERs are typically shorter than one year. This speed is

consistent with price stickiness literature and with several models of real exchange rate determi-

nation. Moreover, since prices are forecastable in the short-term, these estimates should help keep

countries apprised of the variation they should expect to see in their real and nominal exchange

rates.

From this study, I found additional areas to expand on going forward. One of the potential

reasons for the fact that previous studies found higher half-life estimates could be that they focused

their analyses on earlier time periods where markets were less integrated than they are today. An

unanswered question is whether the half-life estimates seen in previous periods were related to

permanent shifts in economic regimes, which could potentially hide the short-run mean-reversion

properties of the RER. Second, since the RER is mean-reverting, either the nominal exchange

rate or relative prices should adjust until the RER is brought back into equilibrium. For example,

China holds a pegged exchange rate so RER reversions are mostly driven by movements in relative

prices. However, in the UK, which has a free �oating currency, the opposite may happen. To

further improve our understanding about RERs and, therefore, their implications for exchange

rate policymaking, it is important to understand which of these components drives the mean-

reversion property of the RER.
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8 Appendix

8.1 Aggregation structure

Figure 2 shows the categorization structure used in this study. The categories from the sub-class

level upwards are based on the Classi�cation of Individual Consumption According to Purpose

(COICOP). The lowest level of aggregation -called �product�- has been outlined by PriceStats.

Figure 3: Aggregation structure

8.2 Unit root tests

This section shows the results of the Augmented Dickey-Fuller test for a unit root broken down

by the type of model tested.
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Table 5: Test for unit root - proportion of goods with stationary RER

Signi�cance level Argentina Australia Brazil China Germany Japan South Africa UK

ADF k = 1, δ 6= 0

10% 82% 95% 91% 95% 92% 91% 93% 81%

5% 74% 86% 81% 92% 85% 84% 87% 77%

1% 61% 71% 45% 81% 63% 60% 55% 64%

ADF k = 1, δ = 0

10% 57% 68% 38% 77% 60% 55% 45% 59%

5% 52% 61% 32% 70% 53% 43% 35% 55%

1% 38% 50% 22% 53% 41% 26% 24% 49%

ADF k = p, δ 6= 0

10% 77% 88% 82% 93% 86% 86% 90% 74%

5% 67% 66% 54% 87% 75% 75% 76% 67%

1% 46% 44% 22% 70% 44% 44% 40% 52%

ADF k = p, δ = 0

10% 39% 40% 17% 64% 36% 35% 30% 47%

5% 31% 30% 12% 55% 27% 25% 21% 42%

1% 21% 17% 6% 33% 15% 6% 12% 32%

8.3 How the level of comparison a�ects the RER - Intuition and simu-

lation

8.3.1 Derivation of equation 5

This section shows how to calculate equation 5.

First I demonstrate that equation 3 can be written as the ratio of prices between countries

multiplied by a certain share. Recall that the CPI estimate of the RER is:

4RERPA =
4PA

t+h

4PB
t+h

=

∑n
j=1

pAj,t+h

pAj,t
wAj∑n

j=1

pBj,t+h

pBj,t
wBj

Multiplying and dividing by
pBj,t+h

pBj,t
, and treating the denominator

∑n
j=1

pBj,t+h

pBj,t
wBj as a constant

that can divide every term in the summation of the numerator:

4RERPA =
n∑
j=1

 pAj,t+h

pAj,t

pBj,t+h

pBj,t

pBj,t+h

pBj,t
wAj∑n

j=1

(
pBj,t+h

pBj,t
wBj

)
 =

n∑
j=1

 pAj,t+h

pAj,t

pBj,t+h

pBj,t

sPAj

 (10)

where sPAj =

pBj,t+h

pB
j,t

wA
j

∑n
j=1

pB
j,t+h

pB
j,t

wB
j

.

Second, I show that the change of the RER based on PPP can also be written as the ratio of
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prices between countries multiplied by a share. Recall that the change in the PPP formula is:

4RERPPP =

(∑n
j=1

pAj,t+h

pBj,t+h
ψj

)
(∑n

j=1

pAj,t
pBj,t
ψj

)
Multiplying and dividing by

pAj,t
pBj,t

, and taking
∑n

j=1

pAj,t
pBj,t
ψj inside the summation of the numerator:

4RERPPP =

∑n
j=1

pAj,t+h

pA
j,t

pB
j,t+h

pB
j,t

pAj,t
pBj,t
ψj


(∑n

j=1

pAj,t
pBj,t
ψj

) =
n∑
j=1

 pAj,t+h

pAj,t

pBj,t+h

pBj,t

sPPPj

 (11)

where sPPPj =

pAj,t

pB
j,t

ψj

∑n
j=1

pA
j,t

pB
j,t

ψj

.

Finally, equation 5 is the di�erence between 11 and 10:

4RERPPP
t+h −4RERPA

t+h =
n∑
j=1

 pAj,t+h

pAj,t

pBj,t+h

pBj,t

(
sPPPj − sPAj

)
8.3.2 Proof of Proposition 1

Proof. The proof of the sPA1 expression is analogous to the one for sPA2 , so I focus on sPA1 only.

The share of product 1 of the PA formula implies that:

sPA1 = E

(
exp

(
yB1,t+1 − yB1,t + ln

(
wA1
))

exp
(
yB1,t+1 − yB1,t + ln (wB1 )

)
+ exp

(
yB2,t+1 − yB2,t + ln (wB2 )

))
For convenience, de�ne θj ≡ yBj,t+1 − yBj,t + ln

(
wBj
)
. Since prices within a country follow a

geometric Brownian motion with the same drift, θj is a driftless Brownian motion which simpli�es

the expression above yielding:

sPA1 =
wA1
wB1

E

(
exp (θ1)

exp (θ1) + exp (θ2)

)
Multiplying by exp

(
− θ1+θ2

2

)
, and taking into account that 2 cosh (u) = exp (u) + exp (−u) it

follows that:

sPA1 =
wA1
wB1

E

(
exp

(
1
2
(θ1 − θ2)

)
2 cosh

(
1
2
(θ1 − θ2)

))
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I use the Fourier transform from Martin [2013] to express sPA1 as a Fourier integral. The details

of the transformation are in the Appendix 8.3.4.

sPA1 =
wA1
wB1

E

(∫ ∞
−∞

(
wB1
wB2

) 1
2
+iz

F (z) exp

(
1

2
(1 + 2iz)

(
yB1,t+1 − yB1,t − yB2,t+1 + yB2,t

))
dz

)

=
wA1
wB1

∫ ∞
−∞

(
wB1
wB2

) 1
2
+iz

F (z) e
− 1

8
(i−2z)2

(
(σB

1 )
2
+(σB

2 )
2
)
dz

The second equality follows from the fact that Levy processes have stationary increments, so

the random variable
(
rBi,t+1 − rBi,t

)
∼ N(0, 1).

8.3.3 Proof of Proposition 2

Proof. The proof of the sPPP1 expression is analogous to the one for sPPP2 , so I focus on sPPP1 only.

The share of product 1 of the PPP formula implies that:

sPPP1 = E

(
exp

(
yA1,t − yB1,t + ln (ψ1)

)
exp

(
yA1,t − yB1,t + ln (ψ1)

)
+ exp

(
yA2,t − yB2,t + ln (ψ2)

))
De�ning θj ≡ yAj,t − yBj,t + ln (ψj):

sPPP1 = E

(
exp (θ1)

exp (θ1) + exp (θ2)

)
Multiplying by exp

(
− θ1+θ2

2

)
, and taking into account that 2 cosh (u) = exp (u) + exp (−u) it

follows that:

sPPP1 = E

(
exp

(
1
2
(θ1 − θ2)

)
2 cosh

(
1
2
(θ1 − θ2)

))
I use the Fourier transform to express sPPP1 as:

sPPP1 = E

(∫ ∞
−∞

(
ψ1

ψ2

) 1
2
+iz

F (z) exp

(
1

2
(1 + 2iz)

(
yA1,t − yB1,t − yA2,t + yB2,t

))
dz

)

=

∫ ∞
−∞

(
ψ1

ψ2

) 1
2
+iz
(
pA1,0p

B
2,0

pB1,0p
A
2,0

) 1
2
+iz

F (z) e
− 1

8
t(i−2z)2

(
(σA

1 )
2
+(σA

2 )
2
+(σB

1 )
2
+(σB

2 )
2
)
dz

The second equality follows from the fact that
(
rBj,t
)
∼ N(0,

√
t).
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8.3.4 Fourier integral

The Fourier integral is:

1

2 cosh
(
u
2

) =

∫ ∞
−∞

exp (iuz)F (z) dz

By the inversion theorem this equality can be written as:

F (z) =
1

2π

∫ ∞
−∞

e−iuz

2 cosh
(
u
2

)du
Using the transform u = log

(
t

1−t

)
:

F (z) =
1

2π

∫ 1

0

e− log( t
1−t)iz

2 cosh

(
log( t

1−t)
2

) dt

t (1− t)

=
1

2π

∫ 1

0

t
1
2
−iz(1− t)

1
2
+iz dt

t (1− t)

The integral can be evaluated using Gamma functions following Andrews et al. [1999], page 34

or Martin [2013].

For x > 0 and y > 0: ∫ 1

0

tx−1(1− t)y−1dt = Γ (x)Γ (y)

Γ (x+ y)

De�ning x− 1 = 1
2
− iz − 1 and y − 1 = 1

2
+ iz − 1:

F (z) =
1

2π

Γ (1
2
− iz)Γ (1

2
+ iz)

Γ (1)

=
1

2
sech (πz)

8.4 Median-unbiased estimator

The starting point of the MUE is equation 1 without the constant19 and time trend: qt = ρqt−1 +∑k−1
i=1 αi4qt−i+ut, where ut is a martingale di�erence sequence with E(u2t ) = σ2 and suptE(u

4
t ) <

∞. The �rst order autoregressor is assumed to be the only parameter close to one such that

ρ = 1 + c
t
, for some �xed c.

Let (ρ̂, α̂)′ be the unrestricted OLS estimates and:

19The series are detrended by OLS.
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(ρ̂(γ0), α̂(γ0)
′)′ = arg max

f(ρ,α)=γ0
max
σ

lT (ρ, α, σ)

be the restricted estimates of the coe�cients given the null hypothesis f(ρ, α) = γ0. The

quasi-log-likelihood function is:

lT (ρ, α, σ) = −
T

2
ln(σ2)− 1

2

T∑
t=1

(qt − ρqt−1 − α′Zt)2

σ2

I use the LR± = sign (f (ρ̂, α̂)− γ0)
√
LR (γ0) statistic to calculate the median unbiased esti-

mator. I calculate the one sided LR =
∑
ẽ2t−

∑
ê2t∑

ê2t
test to assess how likely it is for the point estimate

to be accurate as opposed to being too small based on the sampling uncertainty of the model.

For each step of the impulse response function, the bootstrap procedure works as follows:

1. Calculate the LR± and LR statistics and the restricted estimates (ρ̂, α̂)′ from the sample

QT = (q1, . . . , qT )

2. Simulate B times a sample Q∗b,T =
(
q∗b,1, . . . , q

∗
b,T

)
:

q∗b,t = ρ̃q∗b,t−1 +
k−1∑
i=1

α̃i4q∗b,t−i + u∗b,t

where u∗b,t is an error drawn randomly with replacement from the OLS residuals.

3. For each sample, Q∗b,T , calculate the test statistic LR
±
b and LRb.

The median unbiased estimator is the median of the distribution of LR±b , b = 1, . . . , B. The upper

con�dence band is determined by the acceptance region of the test: LR ≤ LRqbB(1−α)c, where LRq

is a quantile of the simulated distribution of the LR statistic.

8.5 Sale �lter

The goal of the �lter is to remove a drop in price on t followed by an increase in a prede�ned window,

where the product's price recovers to the same or a higher price level than the one displayed on t.

The parameter n sets the window, which equals 30 in the corpus of this paper.

Step 0 rt = rt−1 if pt = rt−1

Step 1 rt = pt if pt > rt−1
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Step 2

rt = rt−1 if rt−1εPs ∧ rt−1 ≥ pt

rt = rt n.e.c.

Step 3

rt = rt−1 if rt−1 < Ps ∧ rt−1 ≥ pt

rt = rt n.e.c.

Step 4 rt = pt if rt is null

Step 5 rt = null if pt is null

where Psε {pt+1, ..., pt+n}
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8.6 Bilateral nominal exchange rate versus relative prices between the

US and the comparison country

Figure 4: Relative prices and nominal exchange rates

(a) Argentina (b) Australia

(c) Brazil (d) China

(e) Germany (f) Japan

Notes: Nominal exchange rate source: XE (www.xe.com)
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(h) South Africa (i) UK

Notes: Nominal exchange rate source: XE (www.xe.com)
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