
 

Universidad de San Andrés 

Departamento de Economía 

Doctorado en Economía 

 

Essays on Experimental Economics 

 

 

 

 

Autor: Anauati María Victoria 

DNI/Pas: 33.757.821 

 Director de Tesis: Facundo Albornoz 

 

 

Victoria, Buenos Aires, 30 de Mayo de 2018 

  



 

1 

 

Table of contents 

Acknowledgements ........................................................................................................................................ 3 

Abstract  ......................................................................................................................................................... 4 

Introduction .................................................................................................................................................... 5 
 

CHAPETER 1. Collective Action: Experimental Evidence 

1. Introduction  ................................................................................................................................... 23 

2. Theoretical Framework  ................................................................................................................. 30 

3. The Laboratory Experiment  .......................................................................................................... 36 

4. Understanding of the Game and Randomization Balance  ............................................................ 38 

5. Descriptive Analysis  ..................................................................................................................... 40 

6. Results  ........................................................................................................................................... 45 

7. Exploring a Decomposition of Changes in  ̂ ................................................................................. 51 

8. Conclusions  ................................................................................................................................... 56 

Appendix 1 ..................................................................................................................................... 64 

Appendix 2  .................................................................................................................................... 70 
 

CHAPETER 2. Training to teach science: experimental evidence from Argentina 

1. Introduction  ................................................................................................................................... 75 

2. Research Context  .......................................................................................................................... 81 

3. Experimental Design  ..................................................................................................................... 82 

4. The Sample  ................................................................................................................................... 85 

5. Randomization and Descriptive Statistics  ..................................................................................... 86 

6. Identification Strategy  ................................................................................................................... 90 

7. Results  ........................................................................................................................................... 91 

8. Conclusions  ................................................................................................................................. 103 

Appendix 1 ................................................................................................................................... 113 

Appendix 2  .................................................................................................................................. 114 

Appendix 3 ................................................................................................................................... 115 

Appendix 4 ................................................................................................................................... 115 

Appendix 5 ................................................................................................................................... 116 

Appendix 6 ................................................................................................................................... 118 

Appendix 7 ................................................................................................................................... 119 

Appendix 8 ................................................................................................................................... 122 

Appendix 9 ................................................................................................................................... 124 
 



 

2 

 

CHAPETER 3. Quantifying the Life Cycle of Scholarly Articles across Fields of Economic Research 

1. Introduction  ................................................................................................................................. 125 

2. Data  ............................................................................................................................................. 130 

3. Results  ......................................................................................................................................... 133 

4. Conclusions  ................................................................................................................................. 142 

Appendix  ..................................................................................................................................... 148 

 

 

 

 

 

 

 

 

 

  



 

3 

 

Acknowledgements 

I am extremely grateful to my advisor Facundo Albornoz for his thoughtful guidance during the path of 

my Ph.D research work and his generous advice and encouragement. Similar, profound gratitude goes to 

Sebastian Galiani for his advice on both research as well as on my career, which were crucial for my PhD 

research. Working with them was definitely an inspiring experience.  I would also like to thank CONICET 

for providing me with the financial support to dedicate myself to finish my studies. 

I especially thank my family for supporting me on this path. To my great aunt Adelma, who without her 

support I would not have been able to attend this doctoral program, and who would have undoubtedly 

enjoyed this achievement. To my parents, Adriana and Sergio, who encouraged me to continue growing 

and supported me in all my pursuits. And especially to my husband, Mariano, who with patience and 

unconditional support, accompanied me during the final stages of this Ph.D. Finally, to my little daughter 

Ines.  

   



 

4 

 

Abstract 

This doctoral thesis consists of three empirical essays that have in common the use of robust research 

designs to test the hypothesis set out in each chapter. The first chapter uses a randomized controlled trial 

in a laboratory environment to test the comparative statics predictions of a new approach to collective 

action games based on the method of stability sets. The second chapter uses a field randomized controlled 

trial to estimate the learning impact and cost-effectiveness of two different teacher training methods, the 

structured curricula and coaching, in state schools of Argentina. Finally, the third chapter uses the insights 

of Big Data to analyze a large dataset that combines information on more than 9,500 articles published in 

the top five economic journals with detailed yearly citation data obtained from Google Scholar. This 

chapter quantifies one dimension of economic research not addressed previously, namely, the extent to 

which life cycles of economic research articles differs across research fields. 
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Introductory Chapter 

1. Introduction 

The past few years have seen a veritable explosion in both the quantity and quality of empirical articles in 

economics. This is reflected in that the share of applied papers in the top five economics journals has 

grown steadily since 1970.
1
 For example, while the share of theory an applied papers in the top five 

journals was 54 percent and 37 percent respectively in 1970, it was 34 and 64 percent in 2010, i.e. the 

share of applied papers almost double since 1970 to 2010 (Anauati, Galiani and Gálvez, 2016). This 

increase in the quantity of empirical papers has been accompanied by an increase in their quality, which 

Angrist and Pischke (2010) have called the ―Credibility Revolution‖. Why does research improve? 

According to these authors, improvements in empirical work have come from many directions, such as 

better data and more robust estimation methods. But the primary force driving the credibility revolution 

has been the vigorous push for better and more clearly articulated research designs. 

This doctoral thesis consists of three empirical essays that have in common the use of robust research 

designs to test the hypothesis set out in each chapter. The first chapter uses a randomized controlled trial 

(RCT, hereinafter) in a laboratory environment to test the comparative statics predictions of a new 

approach to collective action games based on the method of stability sets. The second chapter uses a field 

randomized controlled trial to estimate the learning impact and cost-effectiveness of two different teacher 

training methods, the structured curricula and coaching, in state schools of Argentina. Finally, the third 

chapter uses the insights of Big Data to analyze a large dataset that combines information on more than 

9,500 articles published in the top five economic journals with detailed yearly citation data obtained from 

Google Scholar. This chapter quantifies one dimension of economic research not addressed previously, 

namely, the extent to which life cycles of economic research articles differs across research fields. 

This introduction aims to discuss practical issues related to RCT in both field and laboratory environments 

as well as discuss the techniques used in Machine Learning that may be useful for developing better 

estimates of the counterfactual, potentially improving causal inference. Its organization is as follows. 

Section 2 discusses the benefits of RCTs and addresses the debate about their merits. Section 3 presents a 

                                                           
1
 The top five economics journals are: American Economic Review, Econometrica, the Journal of Political Economy, 

the Quarterly Journal of Economics and the Review of Economic Studies. We consider as applied papers those that 

have an empirical or applied motivation. They rely on the use of econometric or statistical studies as a basis for 

analyzing empirical data, although they may deal with simple models that serve as a theoretical framework for the 

analysis. This category also includes papers that do not use sophisticated econometric methods, but do use 

descriptive statistics to analyze. We also consider applied theory papers, i.e. those that develop theoretical models to 

explain a fact, where the empirical analysis is not the most important feature of the paper, but a supplement. In these 

papers, the use of econometric or statistical analyses is limited, although they may use simulations (even with 

empirical data) or refine other techniques to test the implications of the models. 
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discussion of the opportunities of Big Dataset for future empirical research, especially in the causality 

arena, and Section 4 concludes. 

2. Randomized Controlled Trials as the standard of experimental research 

Empirical researchers in economics have increasingly looked to the ideal of a randomized experiment to 

justify causal inference. In applied micro fields such as development, education, environmental 

economics, health, labor, and public finance, researchers seek real experiments where feasible, and useful 

natural experiments if real experiments seem infeasible (Angrist and Pischke, 2010).  

The number and scope of real experiments has grown substantially accompanied by an increase in the 

quality of experimental design, data collection, and statistical analysis (Angrist and Pischke, 2010). 

Evidence for this comes from the fact that a full text search for the term ―experiment‖ in the title of 

academic publications gets 2,147 hits in Econlit from 1980–1999, while producing 16,695 hits from 2000–

2017, nearly 8 times more. It is important to note that this is a simple way of approaching the growth of 

this type of empirical evidence in economics; I acknowledge that just because an author uses that term 

does not mean he uses a good design. Even so, the shift in emphasis is dramatic and reflects a trend that is 

more than semantic; and that enthusiasm is not limited to academia only. 

There is a long history of randomized trials in economics. R.A. Fisher in ―The Design of Experiments‖ 

(1935) introduced the dual concepts of randomization tests and null hypotheses, arguing that permutations 

of possible treatments provided a ―reasoned basis‖ of testing the null hypothesis of no effect without resort 

to distributional assumptions such as normality. In the mid-1970s, there was a famous, and still frequently 

cited, trial on health insurance, the Rand health experiment. There was then a period during which RCTs 

received less attention by academic economics; even so, randomized trials on welfare, social policy, labor 

markets, and education have continued since the mid-1970s, some with substantial involvement and 

discussion by academic economists (see Greenberg and Shroder, 2004). In the late eighties, following an 

influential paper by Lalonde (1986), which concluded econometric methods were unable to replicate 

experimental results, more emphasis was put on experimental evaluations of labor market programs. The 

growth of randomized experiments in economics in recent years is largely due to Kremer and Miguel 

(2004), whose seminal field experiment sparked an enormous literature in development and other areas of 

economics (see also Duflo, 2001; Angrist, Bettinger and Kremer, 2006; Banerjee, Duflo, Cole and Linden, 

2007) and behavioral economics (e.g., Bertrand and Mullainathan, 2004).  

Randomized trials are powerful tools for testing theories and identifying specific economic parameters. 

They are also powerful tools for identifying ―what works‖ in a society (Banerjee and Duflo, 2009). 
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Among both researchers and the general public, RCTs are perceived to yield causal inferences and 

parameter estimates that are more credible than other empirical methods that do not involve the 

comparison of randomly selected treatment and control groups (Deaton and Cartwright, 2017).  They are 

seen as the most ‗credible‘ and ‗rigorous‘ of the credible methods; indeed, credible non-RCT designs 

typically pattern themselves as closely as possible on RCTs. In this respect, Imbens (2010) writes: 

―Randomised experiments do occupy a special place in the hierarchy of evidence, namely at the very 

top.‖ 

Formally, in an RCT each unit i (a person, a student, a school, a hospital) is assumed to have two possible 

outcomes,    , which occurs if there is no treatment at the time in question, and    , which occurs if the 

unit is treated. The difference between the two outcomes           is the individual treatment effect, 

usually denoted as   . Treatment effects are typically different for different units, and since one unit 

cannot be both treated and untreated, one is the counterfactual. Therefore, individual treatment effects are 

in principle unobservable.  

The basic theorem governing RCTs states that the average treatment effect (ATE) is the average outcome 

in the treatment group minus the average outcome in the control group. Thus, although the individual 

treatment effects cannot be observed, we can observe their mean. The estimate of the ATE is simply the 

difference between the means in the two groups, and it has a standard error that can be estimated and used 

to make significance statements according to the statistical theory that applies to the difference of two 

means. This difference is an unbiased estimator of the mean treatment effect. This theorem is remarkable 

because it requires very few assumptions. In particular, it does not require any assumptions about 

covariates or the shapes of statistical distributions except for the statistical question of the existence of the 

mean of the counterfactual outcome values. Moreover, treatment effects can be heterogeneous. In other 

words, it requires no expert knowledge, or no acceptance of priors, expert or otherwise (Deaton and 

Cartwright, 2017). 

The growing dominance of randomized experiments in development research has inevitably led to a 

debate about its merits.
2
 One of the main concerns is related to the external validity of the average 

treatment effect‘s estimation (ATE). This refers to being able to generalize causal inferences, to draw for a 

particular population and setting to others, where these alternative settings could involve different 

populations, different outcomes, or different contexts. However, ATE applies to the study sample and time 

in which the trial was done and its extrapolation, though often possible, requires argument and 

                                                           
2
 Deaton (2010) and Deaton and Cartwright (2017) provide a thought-provoking critique arguing that randomized 

experiments face conventional econometric problems and Imbens (2010) addresses the importance of identification 

and the accuracy of randomization inference. 
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justification (see the discussion in Glennerster, 2016). One approach to understand how the results of an 

experiment would generalize to different settings is to estimate heterogeneity in treatment effects; another 

is to reweight units according to a target distribution of characteristics (Deaton and Cartwright, 2017).
3
  

The importance of the problem of generalization depends on the purpose for which the results of the RCT 

are used. If the objective is to make predictions, external validity becomes more relevant. In order to use 

those results, more background information and more knowledge about what makes treatment effects vary 

from place to place, or time to time, are needed. However, if the objective is to prove a concept or a 

general theoretical proposition, generalization becomes less important. Even when there is no theory, or 

very weak theory, an RCT, by demonstrating causality in some population can be thought of as proof of 

concept, that the treatment is capable of working somewhere (Deaton and Cartwright, 2017).  

The RCT described in Chapter 1 of this thesis belongs to the latter category of objectives. Namely, the 

purpose of that randomized laboratory experiment is to test the comparative statics predictions of a new 

theoretical approach to collective action games known as the stability-sets method. In particular, the RCT 

concentrates on testing the key theoretical prediction that the probability of a successful collective action 

should increase in line with the benefit accrued to all players involved, including those who do not 

contribute if the collective action is successful, as well as in line with the extra benefit obtained by those 

who do contribute. Taking into account that the purpose of the experiment is to confirm a prediction of a 

theory, the RCT is enough by itself. This method is one among many possible testing procedures. In other 

words, the RCT by demonstrating causality in some population gives evidence that treatment is capable of 

working somewhere, which can be interpreted as a proof of concept. 

Another non-problematic and important use of an RCT is when the average treatment effect is estimated 

in a well-defined population from which the sample trial —from which treatments and controls are 

randomly assigned—is itself a random sample. In this case the sample average treatment effect (SATE) is 

an unbiased estimator of the population average treatment effect (PATE) that, by assumption, is our target 

(see Imbens, 2004 for more details). 

The RCT described in Chapter 2 of this thesis is classified in this category. Namely, that field randomized 

experiment estimates the learning impact and cost-effectiveness of different teacher training methods in 

primary state schools in certain scholar districts of Buenos Aires, Argentina.  In this study, the sample trial 

                                                           
3
 For instance, Hotz, Imbens, Mortimer (2005) and Imbens (2010) set up a theoretical framework where the 

differences in treatment effects between locations arise from differences in the distributions of characteristics of the 

units in the locations. Adjusting for these differences in unit-level characteristics (by reweighting the units, for 

example) enables the researcher to compare the treatment effects in different locations. Bareinboim, Lee, Honavar 

and Pearl (2013) develop graphical methods to deal with external validity issues. 
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population is a random sample. Therefore, as Deaton and Cartwright (2017) points out, the sample 

average treatment effect is an unbiased estimation of the population average treatment effect.  

A second concern is related to the variance of the ATE estimator. It is generally accepted that a biased 

estimator that is typically closer to the truth will often be better than an unbiased estimator that is typically 

far from the truth. Thus, a non-RCT estimator, in spite of bias, might have a lower mean squared error 

(MSE), i.e. a measure of the distance of the estimate from the truth, or a lower value of a ―loss function‖ 

that defines the loss to the experimenter of missing the target.  

More formally, we can define the mean square error (MSE) as follows: 

       ̂       (  ̂     ̂ )
 
  ( ̂   )

 
    ( ̂)        ̂     (1) 

where   is the true average treatment effect, and  ̂ is its estimate from a particular trial. The expectation is 

taken over repeated randomizations of treatments and controls using the same study population. The 

variance can be traded off against bias, however, by ensuring zero bias, RCTs allows no trade-off. 

Therefore the advantage of an unbiased estimator usually comes at the cost of lowered precision and of 

difficulties in knowing how to use the result. 

Deaton and Cartwright (2017) are concerned with how to design experiments to maximize precision. 

Using their framework, we can analyze the role of RCT on precision with the following linear causal 

model: 

        ∑      

 

   
 

(2) 

where    is the outcome for unit i,    is a binary variable equal to 1 if i is treated and zero otherwise, and 

   is the individual treatment effect of the treatment on i. The  ‘s are the observed or unobserved other 

causes of the outcome. Because the heterogeneity of the individual treatment effects    is unrestricted, we 

allow the possibility that the treatment interacts with the  ‘s or other variables, so that the effects of   can 

depend on any other variables. An example is when the treatment is effective only in the presence of a 

particular value of one of the  ‘s, as happens in the field RCT conducted in Chapter 2 of this thesis.  

In an experiment, with or without randomization, when we subtract the average outcomes among the 

controls from the average outcomes among the treatments, we get: 

                (3) 
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where the subscript 1 represents the treatment group and the subscript 0 represents the control group. The 

first term on the right hand side is the average treatment effect and the second term is the error term, 

which is the sum of the net average balances of other causes across the two groups and will generally be 

non-zero, because of selection or other reasons. This term will be zero in the case of perfect balance, 

where the difference between the two means is exactly equal to the average of the treatment effect among 

the treated, at least in this lineal case. 

Precisely, randomization guarantees, by construction, that the term         is zero in expectation at 

baseline (although much can happen to disturb this beyond baseline) regardless whether or not the causes 

are observed. It is important to note that this is true in expectation, i.e. if the RCT is repeated many times 

on the same trial population, then the last term will be zero when averaged over an infinite number of 

trials (Deaton and Cartwright, 2017). This does not mean that it will be zero in any one trial, where the 

difference in means will be equal to the average treatment effect among those treated plus a term that 

reflects the imbalance in the net effects of the other causes. There is nothing in the randomization that 

limits the size of the error term; for instance there can be one (or more) important excluded cause(s) that is 

very unequally distributed between treatment and controls. Consequently, this imbalance will vary over 

replications of the trial, and its average size will ideally be captured by the standard error of the estimated 

ATE, which gives an approximation of how likely we are to be away from the truth. In view of that, it is 

crucial to differentiate between prefect control on the one hand (as in a laboratory experiment −see section 

2.1) and control in expectation, which is what RCTs do (Deaton and Cartwright, 2017).  

A third concern of RCTs is related to the fact that it is a valid method only when the means are used. That 

is, RCT does not allow estimating any percentile of the distribution of treatment effects. The reason for 

that is that the difference in two means is the mean of the individual differences, i.e. the treatment effects; 

however, this is not true for the median or other quantiles. That is, the quantile estimates of treatment 

effects are not the quantiles of the distribution of treatment effects, but the differences in the quantiles of 

the two marginal distributions of treatments and control
4
 (Deaton and Cartwright, 2017).  

This limitation is exacerbated when the means are used to make inference about causal effects in presence 

of excessive heterogeneity in response, and especially when the distribution of treatment effects is 

asymmetric. Since standard t–tests break down in distributions with large skewness, RCTs will not work 

well when the distribution of the individual treatment effects is strongly asymmetric, at least if the 

standard two-sample t–statistics heteroskedastic robust regression t–values are used. Thus, the price of the 

                                                           
4
 Note that these two measures coincide if the experiment has no effect on ranks, an assumption that would be 

convenient but is hard to justify (Deaton and Cartwright, 2017). 



 

11 

 

credibility in RCTs is that all we get are means. However, in the presence of outliers, means themselves 

do not provide the basis for reliable inference. Therefore, it may be appropriate to deal with outliers by 

trimming, which means eliminating observations that have large effects on the estimates. Nevertheless, if 

the experiment is a project evaluation designed to estimate the net benefits of a policy, the elimination of 

genuine outliers will vitiate the analysis (Deaton and Cartwright, 2017). 

In line with this, a fourth concern is related to the fact that randomized experiments rarely make use of the 

construction of exact test statistics, i.e. test statistics whose distribution does not depend upon asymptotic 

theorems or distributional assumptions and is known in each and every sample. Instead, they usually rely 

on conventional econometrics and its asymptotic theorems. Young (2016), in a recent paper, warns about 

this problem. He looks at 2003 regressions reported in 53 RCT papers in the American Economic 

Association journals and recalculates the significance of the estimates using Fisher‘s randomization 

inference applied to the authors‘ original data (see Imbens and Wooldridge 2009) for a description of 

Fisher‘s method). In 30 to 40 percent of the estimated treatment effects in individual equations with 

coefficients that are reported as significant, the null of no effect cannot be reject. Indeed, the fraction of 

spuriously significant results increases further when he simultaneously tests for all results in each paper. 

According to Young (2016), these spurious findings come from two factors mainly. The first factor is the 

fact that published papers fail to consider the multiplicity of tests implicit in the many treatment 

coefficients within regressions and the many regressions presented in each paper. In parallel, treatment 

coefficients across regressions tend to be highly correlated. Thus, the typical paper presents many 

independent tests that show no treatment effect and a small set of correlated tests that show a treatment 

effect. When combined, this information suggests that most experiments have no significant effects. The 

second factor is the use of statistical techniques that rely upon asymptotic theorems that are largely 

invalidated and rendered systematically biased in favor of rejection by their regression design. The most 

frequently used methods are the robust and clustered estimates of variance.  

The spurious findings of significance gets much worse when trial results are analyzed by regressing 

outcomes not only on the treatment dummy, but also on additional controls, some of which might interact 

with the treatment dummy. Again the problem concerns outliers in combination with the use of clustered 

or robust standard errors. This arises when maximal leverage is high. That is, when the design matrix is 

such that the maximal influence is large −so that for some observations, outcomes have large influence on 

their own predicted values−, there is a reduction in the effective degrees of freedom for the t-value(s) of 

the average treatment effect(s), leading to spurious results (Young, 2016). Therefore, authors‘ efforts to 

improve the precision with which treatment effects are estimated −or convince skeptical referees and 



 

12 

 

readers that their results are robust− ends up causing a high maximal leverage, which produces test 

statistics that are biased in favor of rejecting the null hypothesis of no treatment effect when it is true 

(Young, 2016). Using the randomization-based approach contributes to solve this problem since it avoids 

a dependence on asymptotic theorems that produce inaccurate and biased finite sample statistical inference 

and allows the simple calculation of omnibus tests that incorporate all of the regressions and tests run in 

an analysis. However, to date, it rarely appears in experimental papers, which generally rely upon 

traditional econometric methods.  

In sum, RCTs have become extremely popular in many economic fields. However, they present certain 

limits. One of them is external validity. Another one is the reported significance levels from RCT results 

in economics, which should be treated with considerable caution. Greater care about skewness and outliers 

would help, as would greater use of the Fisher method and of procedures that deal correctly with multiple 

hypothesis testing.  

2.1. Randomized Controlled Trials: Laboratory and field experiments 

In general terms, RCTs can be conducted in a laboratory or field environments.
5
 Lab experiments can 

provide a crucial first understanding of qualitative effects, suggest underlying mechanisms that might be at 

work when certain data patterns are observed, provide insights into what can happen, and evoke empirical 

puzzles. They have been widely used to identify behavioral parameters that theory does not reliably 

determine (Crawford, 2002). In particular, Game Theory has been one of the fields in economics where 

laboratory experiments have gained great popularity.  

Laboratory experiments aim to create a small-scale environment where adequate control can be 

maintained. Following List (2007) description, such environment consists of a set of agents (     ) and 

commodities (    ). Each agent is described by a utility function,   , a technology or knowledge 

endowment,   , and a commodity endowment,   . Each agent is therefore described by             , and 

the microeconomic environment is defined by the collection of agents,           . This environment is 

also characterized by an institutional setting,  , specified by the experiment. This setting includes the 

appropriate message space,  , the allocation rules,  , and other relevant characteristics of the specific 

institution of interest. The experimental system,        , thus consists of the microeconomic 

                                                           
5
 See Harrison and List (2004) for a wider taxonomy of experiments. They expand the definition of field experiments 

to include experiments conducted outside of the lab and with non-student participant pools. See also Charness et al. 

(2013), who propose that extra-lab experiments are different than field experiments, and offer some clear organizing 

principles that define extra-laboratory experiments as separate from both laboratory experiments and field 

experiments. 
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environment and the institution. Agents are supposed to possess consistent preferences and to make 

decisions so as to maximize their own well-being. They choose messages, and the institution determines 

allocations via the governing rules. 

The power of an ideal laboratory experiment is the convincing method of creating the counterfactual, 

since it directly constructs a control group via randomization. Such randomization acts as an instrumental 

variable and therefore allows the analyst to make strong causal statements within the domain of study. In 

other words, in laboratory experiments, where there is good background knowledge of the other causes, 

the experimenter has a good chance of controlling all of the other causes, aiming to ensure that the last 

term in equation (1) is close to zero. 

However, lab experiments are not exempt from critics. The most important concern relates again to 

external validity. We can formally address this issue using the framework developed by Levitt and List 

(2005). In their model, an utility-maximizing individual   faces a choice regarding a single action   

     . Focusing on the case in which utility is additively separable in the morality and wealth arguments, 

the Levitt and List (2005) utility function when an individual   takes action   is given by: 

                                      (5) 

where    and    represent morality and wealth arguments for individual  ,   represents stakes of the 

game,   represents social norms against an action, and   represents scrutiny, which includes lab effects 

and non-anonymity effects.  

This simple framework suggests that to conclude strongly that behavior in the lab is a good indicator of 

behavior in the field several assumptions must be made. For simplicity, assume that            is the 

treatment effect for individual  , where in this case this effect represents what some have argued is the 

degree of social preferences of agent  . Assume     is the mean of a hypothetical density of    in the 

population.    is equivalent to the average treatment effect; this is the treatment effect of interest if the 

analyst is pursuing an estimate of the average social preferences in this population.  

One important concern is that selection into the lab experiment is not random, but might occur with a 

probability related to  . In this case, a lack of recognition of selection causes the analyst to mis-measure 

the treatment effect for the population of interest (Levitt and List, 2005).  

Another concern is whether the density of    in the studied population exactly overlaps with the 

population of interest. Under the framework of equation (5), this is linked with the question of whether 
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population distributions have similar structures (that is,        for individuals   and  , for example). In 

order to address this question, one possibility is to run experiments with other representative agents and 

compare the results (List, 2007). 

Finally, Levitt and List (2005) suggest that the generality of lab experiments may also depend on the 

nature and extent to which one‘s actions are scrutinized by others as well as on the particular context and 

process by which a decision is embedded. These authors argue that experiments whose purpose is to 

estimate "physical constants", such as particular parameters of individuals' preferences, are the most 

worrisome in terms of generalizing their results. This is because, in part, individual‘s choices depend not 

just on financial implications but also on the factors recently mentioned.  

In view of that a recommendation is to combine laboratory analysis with a model of decision-making in 

order to expand the potential role of lab experiments. By anticipating the types of biases common to the 

lab, experiments can be designed to minimize such biases. Further, knowing the sign and plausible 

magnitude of any biases induced by the lab helps to extract useful information from a study, even if the 

results cannot be seamlessly extrapolated outside the lab (Levitt and List, 2005).  

Similar to laboratory experiments, field experiments use randomization to achieve identification. 

However, different from laboratory experiments, field experiments occur in the natural environment of the 

agent being observed and cannot be reasonably distinguished from the tasks the agent has entered the 

marketplace to complete.  They provide an empirical bridge between lab and naturally occurring data 

since they represent a mixture of control and realism usually not achieved in the lab or with uncontrolled 

data, permitting the analyst to address questions that heretofore were quite difficult to answer (List, 2007). 

The current generation of field experiments usually has ambitious theoretical goals; modern field 

experiments in many cases are designed to test economic theory, collect facts useful for constructing a 

theory, and organize data to make measurements of key parameters, assuming a theory is correct. Recent 

field experiments strive to carry out the randomization on naturally occurring populations in naturally 

occurring settings, often without the research subjects being aware that they are part of an experiment. 

Beyond that, field experiments can also be used to highlight that certain results from lab experiments 

should be defined more narrowly than first believed, or even might cause the initial insights from the lab 

to be reinterpreted. 

One of the advantages of field experiments is that participants are unaware that they are in an experiment, 

eliminating any added scrutiny from the experiment itself (though natural levels of scrutiny remain). 

Furthermore, the scenarios of laboratory experiments can be very abstract, as well as the range of actions 
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can be unrealistically small, and participants can take on unfamiliar roles. In contrast, field experiments 

develop in real settings, where participants behave in a realistic way and usually occupying their normal 

roles (Levitt and List, 2007). Nevertheless, ethics, legality, and cost are three of the factors that most 

frequently render field experiments infeasible. 

In sum, lab and field experiments help understanding human behavior as they increase our confidence in 

causal effects in regard to different economic problems. The debate about lab versus field experiments is 

far from settled. However, what economists do agree about is that when forging estimates of causal effects 

relating to human behavior, elements of the entire spectrum of empirical techniques operate as 

complementary sources of evidence (List and Al-Ubaydli, 2014).  

3. Big Data 

The quality and quantity of data on economic activity has been expanding rapidly (Einav and Levin, 

2013). Half a century ago, this type of data was relatively scarce. However, in just a short period of time, 

this has changed dramatically. Data is now available faster, has greater coverage and scope, and includes 

new types of observations and measurements that previously were not available. 

There is a consensus that certain aspects of Big Data −such as the granular, population-level data with 

multiple dimensions− allow economic researchers to both test theories of behavior and create new metrics 

for issues of economic interest that were previously in the realm of theory (Taylor, Schroeder and Meyer, 

2014). For instance, economists have adopted Big Data approaches to take on traditional economic 

questions such as labor market dynamics (Choi and Varian, 2012), the effect of early education on 

earnings (Chetty et al., 2011), stock market dynamics (Preis et al., 2013) and the workings of online 

markets (Einav et al., 2011), among others. 

Much of applied econometrics around Big Data is also concerned with summarizing, describing, and 

detecting relationships in large-scale databases (Varian, 2014). The most common tool used to summarize 

is (linear) regression analysis.  In particular, this approach is applied in the third chapter of this thesis to 

analyze citation patterns of economic research articles in a large dataset that combines information on 

more than 9,500 articles.  Although regression analysis often works well; there are issues unique to big 

datasets that may require different tools (Varian, 2014). For instance, the sheer size of the data involved 

may require more powerful data manipulation tools; there may be more potential predictors than 

appropriate for estimation, thus it is needed some kind of variable selection; and large datasets may allow 

for more flexible relationships than simple linear models. Machine Learning techniques, which can be 

thought of as flexible methods for analyzing data, offer a set of useful tools. 
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In addition to this, Big Data is gaining ground in the causality arena. Widely accessible, large datasets 

allow developing better estimates of the counterfactual, increasing external validity of RCTs, and 

improving the design of experiments.  

In the first place, as already mentioned, the ideal way to conduct a causal analysis is by running a RCT. In 

case this approach cannot be applied, an alternative way is to predict the counterfactual by using 

supervised Machine Learning techniques. These techniques involve a ―training dataset‖ with data on an 

outcome    and some covariates   , and the objective is to estimate a model for predicting outcomes in a 

new dataset (a ―test‖ dataset) as a function of   . The typical assumption in these methods is that the joint 

distribution of    and    is the same in the training and test data. Here, the most popular methods (e.g. 

regression trees, random forests, LASSO, support vector machines, etc.) entail building a model of the 

relationship between attributes and outcomes, with a penalty parameter that penalizes model complexity. 

To select the optimal level of complexity (the one that maximizes predictive power without over-fitting), 

the methods rely on cross-validation. The cross-validation approach compares a set of models with 

varying values of the complexity penalty, and selects the value of complexity parameter for which out-of-

sample predictions best match the data using a criterion such as mean squared error (MSE).  

In order to estimate the impact of an intervention using Machine Learning techniques, first, a model (such 

as the Bayesian Structural Time Series method) that predicts the outcome variable as a function of its past 

history, seasonal effects, persistence of treatment effect, and other possible predictors, can be built. Then, 

a forecast of the outcome variable in the absence of program can be made using the model developed in 

the first stage. Finally, comparing the actual outcome variable with the counterfactual outcome variable 

would give an estimate of the causal effect of the program. Note that this procedure does not use a control 

group in the conventional sense. Rather it may use a general time series model based on trend 

extrapolation, seasonal effects, and relevant covariates to forecast what would have happened without the 

program. Thus, even though a predictive model will not necessarily allow concluding anything about 

causality by itself, a good predictive model may help in estimating the causal impact of an intervention 

when it occurs. We can call this process the train-test-treat-compare (TTTC) process (Varian, 2016).
6
 This 

procedure has been gaining popularity in the empirical literature. Some examples are Athey and Imbens 

(2016), who develop a method that provides a data-driven approach to select subpopulations with different 

average treatment effects and to test hypotheses about the differences between the effects in different 

                                                           
6
 Note that the TTTC cycle is similar to the synthetic control method developed by Abadie et al. (2010), which uses a 

particular way to build a predictive model of to-be-treated subjects based on a convex combination of other subjects‘ 

outcomes. However, in principle, machine learning techniques may be more powerful methods to develop 

predictions of the counterfactual.  
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subpopulations. Another is Pham (2016), who develops a nonparametric framework using Machine 

Learning to estimate heterogeneous treatment regime effects from observational or experimental data and 

applies it to evaluate the effect of the honors program on students‘ performances over multiple years. 

In the second place, as mentioned in section 2, estimates of average treatment effects are usually based on 

experimental samples that are unrepresentative of populations of interest, which generates a problem of 

external validity. Big data has the advantage of providing sufficient sample size on small subpopulations 

or even individuals that helps researchers to target treatments to particular populations and subgroups. In 

other words, the TTTC process can be applied in large datasets avoiding the problem of conducting a RCT 

in small samples due to restricted budget, ethical considerations or bureaucratic procedures. For instance, 

a machine learning system based on accumulating data across a health system has advantages with respect 

to the representativeness of the sample and generalizations across time and space. First, there are no 

exclusions by potential participant or clinician choice that can make the sample non-representative of the 

population as a whole. Even though it is true that the selection is limited to people who have reached the 

point where their data become available (it cannot include people who did not seek care, for example), the 

problem of selection into the study is strongly mitigated (Lilford, 2017).  

Another issue around external validity is attrition, which in an ordinary RCT is a passive act –i.e. 

participants can simply fail to respond to surveys. With the power of Big Data, statistical issues around 

attrition can be reduced. This same lack of attrition of a short trial period can be extended further into the 

future, allowing the researcher to track the impact of, for example, education policy, over years. 

In the third place, large collections of data may improve how experiments are designed and analyzed.  

This is evident in at least two issues. The first one involves the use of matching methods and the 

characteristics of observations to make treatment and control units comparable (Ho et al. 2007; 

Rosenbaum and Rubin 1983). A challenge in matching methods is that there may be few units similar on a 

wide range of characteristics; therefore, there may be potential discrepancies on observable characteristics, 

let alone differences on unobserved traits. However, massive datasets may provide ideal settings for 

matching, wherein the multitude of units ensures that the matches are close or that the treatment and 

control units are similar (Monroe et al. 2015).  

The second one involves blocking observations in an experiment—that is, grouping together observations 

before random assignment to improve the precision of estimated effects. Machine Learning tools can 

contribute to develop blocking algorithms with guarantees about the similarity of observations assigned to 

the same block (see Higgins and Sekhon (2013) and Moore and Moore (2013) for more details on this 

issue).  



 

18 

 

In sum, in recent years there has been an increasing availability of large scale database which has been 

accompanied by substantial advances in flexible methods for analyzing data, framed in the Machine 

Learning literature. These methods have been gaining popularity in the economics literature, especially in 

the causality arena. Nevertheless, there still many challenges, which include developing appropriate data 

management and programming capabilities, as well as designing creative and scalable approaches to 

summarize, describe, and analyze large-scale and relatively unstructured data sets. 

4. Conclusion 

RCTs are powerful tools for testing theories and identifying specific economic parameters. They are 

perceived to yield more credible causal inferences and parameter estimates than other empirical methods 

that do not involve a random allocation mechanism. Although RCTs have become extremely popular in 

many economic fields, they present certain limits. The main concern is related to external validity. In 

addition to this, significance levels from RCT results in economics should be treated with considerable 

caution. Greater care about skewness and outliers is needed as well as greater use of the Fisher method 

and of procedures that deal correctly with multiple hypothesis testing. 

Big Data is gaining ground in the causality arena. Indeed, using Machine Learning techniques to make 

causal inferences is one of the fastest growing and most open fields in empirical economics. This involves 

a train-test-treat-compare (TTTC) process in which the counterfactual is estimated by developing a 

predictive model using Machine Learning tools, such as cross-validation to tune parameters. The process 

begins with the prediction of a model followed by a series of test sets to determine how well it performs. 

Then, the model can be applied during the treatment period to predict the counterfactual. Finally, the 

prediction of the model of what would have happened without the treatment can be compared to what 

actually happened to the treated. This process has the advantage of increasing external validity since it can 

be applied in large dataset that provide sufficient sample size on small subpopulations, which helps 

researchers to target treatments to particular populations and subgroups.  
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Chapter 1. Collective Action: Experimental Evidence7
 

Abstract. We conducted a laboratory experiment to test the comparative statics predictions of a new 

approach to collective action games based on the method of stability sets. We find robust support for the 

main theoretical predictions. As we increase the payoff of a successful collective action (accruing to all 

players and only to those who contribute), the share of cooperators increases. The experiment also points 

to new avenues for refining the theory. We find that, as the payoff of a successful collective action 

increases, subjects tend to upgrade their prior beliefs as to the expected share of cooperators. Although 

this does not have a qualitative effect on comparative static predictions, using the reported distribution of 

beliefs rather than an ad hoc uniform distribution reduces the gap between theoretical predictions and 

observed outcomes. This finding also allows us to decompose the mechanism that leads to more 

cooperation into a ―belief effect‖ and a ―range of cooperation effect‖. 

JEL classification codes: D72, C92, H41 

Key words: Collective action, multiple equilibria, laboratory experiment.  

 

1. Introduction 

The rational-choice theory of collective action comprises two main paradigms. Olson‘s model regards 

collective action as a prisoners‘ dilemma with only one equilibrium (Olson, 1965), while Schelling‘s 

model depicts it as a tipping game with multiple equilibria (Schelling, 1978). Medina (2007) develops a 

unifying framework that covers both paradigms and produces novel comparative statics predictions about 

the effects of the parameters of the game on the probability of a successful collective action. In this paper 

we use a simple laboratory experiment to test some of these implications. 

The unifying framework relies on the notion of stability sets to deal with multiple equilibria. The method 

of stability sets originally proposed by Harsanyi and Selten (1988) and further developed and applied to 

collective action problems by Medina (2007) is a very useful theoretical tool for studying large collective 

action games with multiple equilibria. The crucial advantage of the stability-sets method is that it provides 

an assessment of the likelihood of different equilibria as a function of the payoffs of the game and the 

distribution of prior beliefs. Thus, the method can be used to generate clear predictions on the comparative 

statics of the probability of a successful collective action with respect to any variable that affects the 

                                                           
7
 In joint work with Brian Feld (University of Illinois at Urbana-Champaign), Sebastian Galiani (University of 

Maryland) and Gustavo Torrens (Indiana University). Published in 2016 in Games and Economic Behavior, vol. 99, 

pp. 36-55. 
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payoffs of the collective action game. The focus of this paper is to test these comparative statics 

predictions using a controlled, randomized laboratory experiment. In particular, we concentrate on testing 

a key theoretical prediction of the new framework. The probability of a successful collective action should 

increase in line with the benefit accrued to all players involved, including those who do not contribute if 

the collective action is successful, as well as in line with the extra benefit obtained by those who do 

contribute. 

In order to test these predictions, we conducted a laboratory experiment at the Universidad de San Andrés 

and the Universidad Nacional de La Plata in the Province of Buenos Aires, Argentina. We recruited 

undergraduate and graduate students from any field of study and regardless of their knowledge of game 

theory and economics. We conducted 16 sessions (7 at the Universidad de San Andrés and 9 at the 

Universidad Nacional de La Plata) with 20 subjects each, totaling 320 participants. In each round of each 

session, subjects were randomly allocated into groups of 10 and asked to play a simple game. At the 

beginning, each subject has 1 point and must decide whether to invest it or not. The probability that the 

investment is successful depends on the share of subjects who contribute their point. If the investment is 

successful, all players obtain   points and those who contributed obtain   extra points. Depending on the 

values of   and  , the game has one Nash equilibrium in which nobody contributes, or three Nash 

equilibria, one in which nobody contributes, another in which all contribute and a third one in which each 

player contributes with positive probability (the same for all players). We consider 4 possible treatments. 

Treatment 1 is the baseline free-rider Olsonian model with one Nash equilibrium in which nobody 

contributes. In treatments 2 to 4, we gradually increase   and/or  , inducing multiple equilibria. 

Furthermore, the probability of a successful collective action predicted by the stability-sets method is 0 in 

treatment 1 and increases to 0.25, 0.50, and 0.75 in treatments 2, 3, and 4, respectively (assuming initial 

beliefs about the expected share of cooperators are uniformly distributed). 

In general, we find robust support for the main theoretical predictions of the stability-sets method applied 

to collective action. As   and/or   are increased, the share of cooperators and, hence, the probability of a 

successful collective action increases. Analogous results are obtained for the payoffs. The effects are 

statistically significant whether or not we include controls for individual characteristics, level of 

understanding of the game as measured by performance on a quiz before playing the rounds, fixed effects 

by session, whether or not subjects are asked to report their prior beliefs about the expected share of 

cooperators, whether or not the collective action was successful in the previous round, and the number of 

players in the same group who decided to invest in the previous round. 

We also find that, on average, there is more cooperation than predicted by the theory when theoretical 

predictions are obtained under different assumptions regarding the distribution of expected cooperators. 
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As a benchmark, we first assume that subjects‘ prior beliefs about the share of cooperators have a uniform 

distribution over the interval [   ] for all treatments. This can be considered to be a Laplacian assumption 

when no information on prior beliefs is available. Second, in some randomly selected sessions, before 

subjects started playing, we asked them to report their prior beliefs as to the share of cooperators in each 

treatment. We find that subjects‘ prior beliefs are not uniformly distributed and vary among treatments. 

Specifically, as the benefit of cooperation increases, subjects upgrade their assessments concerning the 

expected share of cooperators. Using reported prior beliefs to compute the theoretical prediction regarding 

the probability of successful collective action reduces the gap between the model predictions and observed 

behavior. Even so, the data point to the existence of more cooperation than expected. 

Finally, taking into account the fact that prior beliefs vary among treatments, we decompose the total 

effect on the probability of a successful collective action into two analytically different effects. In 

particular, as the benefit of cooperation increases, subjects upgrade their assessments of the expected share 

of cooperators. We illustrate how to compute the change in the probability of a successful collective action 

attributed to belief upgrading (belief effect) and to an increase in the range of prior beliefs that induce 

cooperation (range of cooperation effect). 

Experiments on Collective Action and Multiple Equilibria. There are three branches of experimental 

literature connected with this work. First, there is a vast body of literature on laboratory experiments with 

public good games. Second, a large number of experiments that employ games with multiple equilibria 

have been conducted to study equilibrium selection. Third, there is the literature on belief elicitation, 

which is directly related to our decomposition.
8
 

Experiments with Public Good Games.
9
 Many laboratory experiments have been conducted with public 

good games with only one Nash equilibrium (see, among others, Marwell and Ames, 1981; Isaac, Walker 

and Williams, 1994; Ostrom, 1998; Cherry et al., 2005; and Hichri, 2005). Most of these studies have 

concentrated on the dynamics of behavior in finitely repeated interactions and have found levels of 

cooperation that are significantly greater than those indicated by theoretical predictions.
10

 Although we 

also find more cooperation than predicted by the theory in most of our treatments and, in particular, in 

                                                           

8 In addition to laboratory experiments, field experiments with collective action games have also been 

conducted. See, for example, Schmitt (2000), Cardenas (2003) and Barr et al. (2012). However, none of them 

has tested the comparative statics predictions derived from the stability-set method. 

9 An extensive number of studies using variations of the design of public good experiments have been 
synthesized in Davis and Holt (1993), Ledyard (1995), Offerman (1997) and Chaudhuri (2011). 
10 Several mechanisms have been proposed to explain this phenomenon, including kindness, altruism, 
conditional cooperation, reciprocity and repetition (see, for example, Anderson, Goeree and Holt, 1998, and 
Fischbacher, Gätcher and Fehr, 2001). 
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treatment 1, which has only one Nash equilibrium, the focus of our work is on testing the comparative 

static predictions of the stability-set method in the context of multiple equilibria. 

Experiments with the probabilistic provision of public goods have a particular bearing on our work. In 

particular, Dickinson (1998) introduced uncertainty in the provision of a public good in a standard 

voluntary contribution mechanism. In his first treatment, there is an ex post and exogenous probability of 

provision while, in his second treatment, the probability of provision is endogenous and increasing in 

aggregate contribution levels. Likewise, in our experiment the success of the collective action is 

probabilistic and depends positively on the share of contributors. Beyond this similarity, the aim and 

approach of our work are very different, however. While Dickinson (1998) studies how uncertainty affects 

contributions, we explore how changes in the payoffs interact with prior beliefs to induce changes in the 

probability of a successful collective action. Another minor difference is that in our experiment the 

probability of a successful collective action reaches 1 when all players cooperate. The method of stability 

sets, however, can also be applied to a collective action model where unanimous cooperation does not 

imply a probability of successful collective action equal to 1. 

Our work is also related to the large body of literature on threshold public good games. In contrast to 

standard linear public good games, threshold public good games have multiple Nash equilibria. 

Furthermore, for a deterministic threshold, Pareto-efficient outcomes are sustainable as Nash equilibria 

(see, for example, Palfrey and Rosenthal, 1984; and Bagnoli and Lipman, 1989). Uncertain thresholds, on 

the other hand, can restore the free-riding incentives and lead to a Pareto-inefficient set of equilibria (see, 

for example, Nitzan and Romano, 1990; Suleiman, 1997; McBride, 2006; and Barrett, 2013). Our setting 

can also produce multiple Nash equilibria. Indeed, for treatments 2 to 4, the model has three Nash 

equilibria: a Pareto-efficient equilibrium in which all players cooperate and two Pareto-inefficient 

equilibria, one in which all players defect and another in which all defect with the same positive 

probability.   

Several authors have experimented with deterministic thresholds. Isaac et al. (1989) conducted an 

experiment with deterministic thresholds in an otherwise standard public good game. They found that a 

rise in the thresholds typically increases contribution levels and decreases the likelihood that the threshold 

will be reached. Cadsby and Maynes (1998) also experimented with different thresholds in a variety of 

scenarios and obtained similar results. Croson and Marks (2000) considered a public good game with a 

deterministic threshold. They proved that the game has a set of efficient Nash equilibria in which the 

threshold is exactly met and a set of inefficient Nash equilibria in which the public good is not provided. 
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They conducted an experiment and found that the higher the step return,
11

 the higher the aggregate 

contributions and the greater the probability that the public project will be successfully funded. In our 

model, there is no exogenous threshold that we can randomize, but a variation in the payoffs induces a 

change in the tipping point beyond which players cooperate. In particular, an increase in the benefit from a 

successful collective action lowers the tipping point, which induces a higher probability of cooperation. 

Since our experiment supports this theoretical prediction, our results are consistent with the findings of 

Isaac et al. (1989), Cadsby and Maynes (1998) and Croson and Marks (2000). 

Many researchers have also experimented with probabilistic thresholds. Wit and Wilke (1998) studied the 

effects of environmental uncertainty in the provision threshold on contributions in a public good game. 

They found lower contributions under high uncertainty. Gustafsson et al. (2000) compared voluntary 

contributions in public good games with the same expected provision threshold but with different 

variances. They found that the average contribution is smaller in the high-variance group. Au (2004) also 

compared voluntary contributions in a public good experiment with fixed and uncertain provision 

thresholds. He found that the provision rate for the public good was significantly higher when the 

provision point was known precisely.
12

 Overall, these experiments suggest that uncertainty in the 

provision threshold makes cooperation harder. In our model, it is possible to induce environmental 

uncertainty about the location of the tipping point, introducing uncertainty in the payoffs. Although we do 

not have treatments that deal with this situation, it is worth noting that the theoretical predictions of the 

model are consistent with the findings reported in the experimental literature on probabilistic thresholds. 

Up to this point, we have stressed the commonalities between our work and the literature on threshold 

public good games. There is, however, a fundamental difference between the stability-set approach and 

threshold public good games. While in threshold public good games the provision threshold is exogenous, 

the stability-sets approach produces an endogenous threshold or tipping point that separates the space of 

prior beliefs in two regions, the stability set of cooperation and the stability set of no cooperation. Then, 

the likelihood that prior beliefs belong to the cooperation region is the theoretical prediction of the 

probability of a successful collective action. Unlike threshold public good games, the tipping point in our 

                                                           

11 The concept of the Step Return (SR) is analogous to the concept of the Marginal Per-Capita Return adapted 

to threshold public goods games. The SR captures the private value of moving one unit of resources from an 

individual’s private consumption to the public good. Specifically, the SR is expressed as: 

   
                                          

                            
. 

12 While Wit and Wilke (1998) and Gustafsson et al. (2000) applied a simultaneous design, Au (2004) obtained 
similar results using a sequential decision-making protocol. 
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experiment depends on the payoff structure and, hence, changes in the payoffs lead to changes in the 

probability of cooperation. Our main focus is on testing those comparative static effects. 

Experiments with Multiple Equilibria, Selection and Learning. Our work is also related to a large 

body of literature on experiments with multiple equilibria games and equilibrium selection. For example, 

Van Huyck et al. (1990) experimented with coordination games; Van Huyck et al. (1991) with average 

opinion games; Battalio et al. (2001) and Golman and Page (2010) with stag-hunt games; Cason et al. 

(2004), Neugebauer et al. (2008) and Oprea et al. (2011) with hawk-dove games; and Haruvy and Stahl 

(2000) with symmetric normal-form games with multiple Nash equilibria. There is also a large body of 

literature on tests of equilibrium selection theories in multiple equilibrium games with repeated 

interactions. See, for example, Van Huyck et al. (1990, 1991) and Iwasaki et al. (2003). To the best of our 

knowledge, none of these authors has tested the predictions provided by the stability-sets method. Only 

Golman and Page (2010) use a related approach, but for a very different purpose, namely, to compare 

cultural learning with belief-based learning. They consider a class of generalized stag-hunt games in 

which agents can choose from among multiple potentially cooperative actions or can opt for a secure, self-

interested action. Though the set of stable equilibria is identical under the two learning rules, the basins of 

attraction for the efficient equilibria are much larger for cultural learning. Moreover, as the stakes grow 

arbitrarily, cultural learning always locates an efficient equilibrium while belief-based learning never 

does. In some sense, we are adopting and testing a different approach to multiple equilibria. Instead of 

focusing on identifying different criteria for equilibrium selection, we use the stability-sets method to 

obtain theoretical predictions of the probability of occurrence of each of the Nash equilibria of the 

collective action game. 

Many experimental efforts have found it useful to employ the notion of quantal-response equilibrium 

(QRE), which in many cases increases the accuracy of theoretical predictions (McKelvey and Palfrey, 

1995). The learning model that underlies the notion of QRE is one in which players take into account the 

possibility that they can make mistakes in their choices, that other players can also make mistakes and 

that, hence, they can be mistaken about their perceptions of other players. According to Medina (2013), 

the tracing procedure can be used to represent more general processes of belief formation, above and 

beyond the one implicitly stipulated by QRE. In particular, we can study how players react if they are 

highly confident or highly skeptical about other players‘ cooperation levels. Indeed, we find evidence that 

taking into account those prior beliefs is an important factor in narrowing the gap between the model 

predictions and observed behavior. 

Beliefs Elicitation. Our decomposition of the mechanism that leads to more cooperation owing to a belief 

effect and a range-of-cooperation effect is related to the experimental work on belief elicitation. Eliciting 
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beliefs has long been of interest to researchers because it contributes to an understanding of subjects‘ 

motives.
13

 In the context of public good games, Offerman (1997) and Offerman, Sonnemans and Schram 

(1996, 2001) elicited beliefs about the behavior of other agents in order to gain a deeper understanding of 

the observed results in step-level public good games. Fischbacher, Gächter and Fehr (2001) conducted a 

one-shot standard linear public good game experiment that directly elicited subjects‘ willingness to engage 

in conditional cooperation. In one treatment, subjects were asked to make a single decision as to how 

many tokens to invest in a common fund while, in a second treatment, they were asked to indicate, for 

each average contribution level of other group members, how much they wanted to contribute to the 

common fund. The researchers found that roughly 50% of the subjects showed conditional behavior, i.e., 

their own contribution increased in step with the other group members‘ average contribution.
14

 Croson 

(2007) experimented with finitely repeated, simultaneous linear public good games. Before each period, in 

some treatments subjects were asked to reveal their priors about the share of cooperators in their group. 

She found no significant difference in levels of contributions between situations in which participants 

revealed their priors or did not do so, but contributions were positively related to prior beliefs about others 

contributions. 

Our findings are consistent with these works. For example, we also find that, as subjects upgrade their 

assessments of the expected share of cooperators, they are more likely to cooperate. More importantly, a 

novel contribution of our study is that we propose a method for separating the individual contribution of 

changes in prior beliefs from the observed behavior. Thus, we show that higher benefits from a successful 

collective action lead to a higher probability of cooperation, not only because the tipping point for 

cooperation is lower, but also because subjects update their beliefs as to the share of cooperators. 

Advances in the Theory of Collective Action. Our work is also related to several advances in the formal 

theory of collective action. In particular, many authors have recently modeled collective action as a global 

game (see, among others, Edmond, 2008; Boix and Svolik, 2009; Egorov et al., 2009; Persson and 

Tabellini, 2009; and Egorov and Sonin, 2014). To the best of our knowledge, the precise relationships 

between the global game and stability-sets methods have not yet been plotted out. There are, however, 

many similarities between them. First, both approaches deal with multiple equilibria. Global games can be 

                                                           

13 See Schotter and Trevino (2014) for a recent survey on belief elicitation in laboratory experimental 

economics. 

14 In a similar vein, Neugebauer, Perote, Schmidt and Loos (2005) elicited beliefs regarding the reasons for the 
declining pattern of cooperation in finitely repeated games and Fischbacher and Gächter (2006) did so in 
order to measure how beliefs and contributions are correlated with public good games with random 
matching. 
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seen as a particular instance of equilibrium selection. While complete information games often have 

multiple equilibria, introducing a natural perturbation leads to a unique rationalizable action for each 

player. If players do not share common knowledge about the payoffs of the game, and instead rely upon 

privately observed signals with a small level of noise, the perturbation selects a unique equilibrium (for 

2x2 games, see Carlsson and van Damme, 1993; and, for various generalizations, see Morris and Shin, 

1998; Morris and Shin, 2001; Frankel, Morris, and Pauzner, 2003; and Morris, Shin and Yildiz, 2015). 

The problem of multiple equilibria is also at the core of the stability-sets method. This method partitions 

the space of prior belief profiles into regions assigned to each equilibrium and then employs the 

distribution of prior beliefs to produce an estimate of the probability of the occurrence of each 

equilibrium. 

Second, in applications of the global game approach to collective action, it is usually assumed that there 

are global strategic complementarities, i.e., a setting in which a player‘s incentive to cooperate (defect) 

increases with the likelihood that others cooperate (defect).
15

 These kinds of strategic complementarities 

are present in our model because cooperating is more attractive when the collective action is more likely 

to succeed, and the collective action is more likely to succeed when other players are more likely to 

cooperate. Finally, both approaches make it possible to perform comparative static analyses with respect 

to the underlying parameters of the model, which is the crucial challenge to be met by any useful 

collective action theory (see Medina, 2013). 

The rest of this paper is organized as follows: Section 2 presents the theoretical framework. Section 3 

describes the laboratory experiment. Section 4 explains how it was determined that subjects understood 

the game that they were playing and that the randomization was balanced. Section 5 presents descriptive 

statistics for the main variables. Section 6 presents the main results of the paper. Section 7 shows a 

decomposition of a change in the predicted share of cooperators in a ―belief effect‖ that captures the 

change in prior beliefs and a ―range of cooperation effect‖ that captures the change in the range of prior 

beliefs that induced cooperation. Finally, Section 8 concludes. 

2. Theoretical Framework 

In this section, we present a collective action model based on Medina (2007). Then, we adapt the model 

for use in a laboratory experiment. We focus on the comparative static results of the model under two 

different assumptions regarding the distribution of prior beliefs concerning the expected share of 

cooperators. First, we assume that the distribution of prior beliefs is fixed for the whole set of parameters 

of the collective action game. Second, we relax this assumption and assume that a change in parameters 

                                                           
15

 An exception is Shadmehr and Dan Bernhardt (2011).  
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that increases the set of beliefs that induce cooperation leads to a new distribution of prior beliefs that 

first-order stochastically dominates the prior one. 

2.1. A collective action model (based on Medina 2007). Consider a set of players    . For each 

player, the set of pure strategies is           , where       and       denote ―cooperate‖ and 

―defect‖, respectively. Let    indicate a generic element of   . The set of mixed strategies is      , and    

indicates a generic element of      , where            and               . Let       
   , and   

indicates a generic element of  . There are two possible outcomes: either the collective action is a success 

or it is a failure, indicated by   and  , respectively. The probability that the collective action is successful 

is a function   of the proportion of players who cooperate. Formally,        (    ), where      

 

 
          . Logically,                .   is assumed to be continuous, monotonically 

increasing (as the proportion of cooperators rises, the probability of success also increases) and       . 

The payoff for each player    depends only on the player‘s action and the outcome of the collective 

action. Thus,    can be fully described with just four numbers:          (the payoff when i cooperates 

and the collective action is successful),          (the payoff when i cooperates and the collective action 

does not prosper),          (the payoff when i defects and the collective actions is successful) and 

         (the payoff when i defects and the collective action does not prosper). Moreover, we will 

assume that, for all  , it is always the case that                                             

Medina (2007) studies this game when    , i.e., he focuses on a large game of collective action. We 

briefly summarize his results when all players have identical payoff functions. Any correlated equilibrium 

of a large game of collective action can be represented by an aggregate share   . Define   

                 

                                   
. If    , then there exists a unique equilibrium where nobody cooperates 

(    ). However, if      , the large game of collective action has three correlated equilibria: One 

equilibrium in which all players cooperate       , another in which nobody cooperates        and a 

third one in which there is an intermediate level of cooperation given by        . In order to deal with 

the multiplicity of equilibria, Medina (2007) extends the notion of stability sets originated by Harsanyi 

and Selten (1988). He uses a methodology known as the ―tracing procedure‖ to assign a set of initial belief 

conditions to each equilibrium. These conditions can be represented as a share of expected cooperators   . 

Then, the stability set of an equilibrium is defined as the set    assigned to it. The key result states that 

     belongs to the stability set of     , while      belongs to the stability set of     . As 

Medina (2007) emphasizes, the threshold value of    that separates the stability set of      from the set 

of      is associated with the mixed-strategy equilibrium implicitly given by        . In order to 
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see this more clearly, assume that       . Then, the stability set of      is the set of all shares of 

expected cooperators lower than the mixed-strategy equilibrium share of cooperators     , while the 

stability set of      is the set of all shares of expected cooperators higher than the mixed-strategy 

equilibrium share of cooperators     . 

Finally, Medina (2007) shows how to use stability sets to compute the probability of cooperation. In order 

to do so, assume that the initial belief conditions    are distributed with the CDF H. Then: 

              (    )       (    )          

This expression is very useful for deducing comparative static results. In particular, note that, as   

increases, the probability of cooperation decreases. 

Olson’s Model (single Nash equilibrium for large N): The standard Olson‘s public good model of 

collective action is a special case of the above model when the payoffs are given by: 

                                                   (1) 

where   0. For this model,    . Hence, when    , the unique equilibrium is     . More 

intuitively, in a large group (   ) there is a free rider problem (it is a dominant strategy for every 

player to defect) that impedes the members of the group from furthering their common interests. 

Schelling’s model (multiple Nash equilibria for large N): Consider a simple modification of Olson‘s 

model: 

                                                     (2) 

where      . For this model   
 

 
  . Hence, when    , there are three Nash equilibria    

 ,     , and    such that       
 

 
. The stability set of      is            , while the stability 

set of      is            . More intuitively, introducing an extra payoff     that is obtained 

only by those who cooperate when the collective action is successful transforms Olson‘s game into a 

coordination game with multiple equilibria. If everybody defect, the best strategy is to defect, but if 

everybody cooperates, the best strategy is to cooperate. Moreover, there is a threshold for the share of 

expected cooperators (  
 

 
) such that players cooperate if and only if they expect there to be more 

cooperators than this threshold value. Finally, if the expected share of cooperators    is distributed with 

the cumulative distribution function H, we have: 
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   (    )     ( 
 

 
 ) 

 

Hence, as   decreases and/or   increases, the probability of cooperation increases. In Schelling‘s model, 

according to the stability-sets method, as   decreases and/or   increases, it is more likely that players will 

coordinate in the efficient equilibrium. 

2.2. Laboratory adaptation. In order to test the predictions derived by Medina (2007) using a laboratory 

experiment, we need to make some adjustments to the model presented in the previous section. The most 

important change is that we must consider the case when N is finite. This implies that we need to compute 

a threshold for the number of players such that the game with finite N has the same set of equilibria as the 

large game. To do so, we focus on simple cases. In particular, we will assume        when studying 

the Olson and Schelling models. 

We begin by defining a Nash equilibrium for the game of collective action when N is finite. Let      

{  ∑      } and        {    ∑        }.      is the set of pure strategy profiles in which   

players cooperate, while        is the set of pure strategy profiles of all players except i in which k players 

cooperate. Given a strategy profile           , we can compute the probability that   players cooperate 

given that player i does not cooperate. This is given by        ∑ ∏  
 

        
    

               .  

Therefore, the payoff for player i associated with the strategy profile            is given by: 

 

             ∑ [(                 ) (
   

 
)          ]

   

   

       

         ∑ [(                 ) (
 

 
)          ]

   

   

        

 

Definition 1. A Nash equilibrium for the collective action game with finite N is a strategy profile α such 

that, for each I, one of the following conditions holds: 

 
                              

                              

                                  

 

The following proposition characterizes the set of Nash equilibria for the Olson and Schelling collective 

action games when N is finite and       . 

Proposition 1. Suppose that N is finite and       . Then: 
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1. Olson’s model: Assume that    is given by (1). Then, if   
 

 
, the unique Nash equilibrium is    for 

all i, while, if   
 

 
, the unique Nash equilibrium is    for all i. 

2. Schelling’s model: Assume that    is given by (2). Then, if   
   

 
, then    for all i is the unique Nash 

equilibrium, while, if   
   

 
, there are three Nash equilibria:     for all i,     for all i, and     ̂  

      

      
  for all i. Moreover, in the third Nash equilibrium, the expected share of cooperators is  *

 

 
+   ̂. 

Proof: See Online Appendix 1. ■ 

 

Summing up, when   
 

 
, the unique Nash equilibrium for Olson‘s model with finite N is     for all i, 

which coincides with the equilibrium for Olson‘s model when N→∞. Similarly, when   
   

 
, the set of 

Nash equilibria for Schelling‘s model with finite N is    for all i,    for all i, and     ̂  
      

      
 for all 

i, which is analogous to the set of Nash equilibria for Schelling‘s model when    . Note, in particular, 

that        ̂  
 

 
, which is the share of cooperators in the mixed strategy equilibrium in the large game. 

Suppose that, as in the large collective action game, we use the mixed strategy equilibrium for Schelling‘s 

model with finite N to compute the probability of occurrence of the two pure strategy equilibria. In 

particular, assume that the share of expected cooperators    is distributed according to the cumulative 

distribution function  . Then: 

                         ̂   

Changes in  ̂. The probability of cooperation increases with B and s and decreases with c. Formally: 

 
                   

  
      ̂ 

  ̂

  
   

  

                   

  
      ̂ 

  ̂

  
   

 

                   

  
      ̂ 

  ̂
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because 
  ̂

  
  , 

  ̂

  
  , and 

  ̂

  
  . For example, if H is the uniform distribution, then  we have 

                   
         

       
 and, hence, 

                   

  
 

 

      
   

                   

  
 

         

[      ] 
   

and 
                   

  
 

  

      
  . Intuitively, as B and/or s increases or c decreases, the threshold for the 

share of expected cooperators that makes players indifferent to the choice of cooperating or defecting 

decreases. Cooperation becomes more attractive and, hence, players require a lower share of expected 

cooperators in order to cooperate. Thus, given the distribution of the share of expected cooperators, the 

probability of cooperation increases. 

Changes in   induced by changes in  ̂. Suppose that   is not independent of  ̂. In particular, assume 

that we have a family of distributions indexed by  ̂. We write  (    ̂) to indicate the probability that the 

expected share of cooperators is less than or equal to    when     ̂  
      

      
  for all   is the mixed 

strategy Nash equilibrium of the collective action game. Furthermore, assume that  (    ̂
 )   (    ̂) 

for all    whenever  ̂   ̂, i.e.,      ̂   first-order stochastically dominates      ̂  when  ̂  is lower 

than  ̂. Then, we have: 

 
                   

  
  [     ̂  ̂       ̂  ̂ ]

  ̂

  
   

 

                   

  
  [     ̂  ̂       ̂  ̂ ]

  ̂

  
   

                   

  
  [     ̂  ̂       ̂   ̂  ]

  ̂

  
   

 

 

   (  ) is the partial derivative with respect to the first (second) argument,      , because      ̂   

first-order stochastically dominates      ̂  whenever  ̂   ̂, 
  ̂

  
  , 

  ̂

  
  , and 

  ̂

  
  . Note that if 

     ̂   first-order stochastically dominates      ̂  whenever  ̂   ̂, then the dependence of   on  ̂ 

magnifies all the comparative statics derivatives without affecting their signs. Intuitively, as B and/or s 

increases or c decreases, the probability of cooperation increases for two reasons. First, the threshold for 

the share of expected cooperators that makes players indifferent to the choice of cooperating or defecting 

decreases. Second, initial beliefs about the expected share of cooperators are updated in the sense that the 

new distribution gives at least as high a probability of an initial belief being at least    as the prior 

distribution does. 
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3. The Laboratory Experiment 

In this section we describe our laboratory experiment. First, we provide a general description of the 

experiment, including its monetary payoffs, number of sessions and rounds, matching procedure and the 

instructions received by the subjects. Second, we give a detailed description of the game that the subjects 

played. Finally, we summarize the treatments and compute the corresponding theoretically predicted 

outcomes. 

3.1. General description of the experiment. The experiment was conducted in May - October 2014 at 

the Universidad de San Andrés and the Universidad Nacional de La Plata, both of which are located in the 

Province of Buenos Aires, Argentina. We recruited undergraduate and graduate students from any field of 

study and regardless of how familiar they were with game theory and economic theory. We conducted 16 

sessions with 20 subjects each, totaling 320 participants. Subjects were allowed to participate in only one 

session. Every session included four treatments, which made it possible to avoid any treatment selection 

problem. In each treatment, subjects were asked to play a collective action game. The experiment was 

programmed and conducted using z-Tree software (Fischbacher, 2007). Each session lasted approximately 

50 minutes. The experiment proceeded as follows: 

Allocation to computer terminals. Before each session began, subjects were randomly assigned to 

computer terminals. 

Instructions. After subjects were at their terminals, they received the instructions, which were also 

explained by the organizers. Subjects then had time to read the instructions on their own and ask 

questions. Online Appendix 2.1 contains an English translation (from Spanish) of the script that we 

employed to provide instructions while Online Appendix 2.2 contains the printed version of the 

instructions. This was the last opportunity that subjects had to ask questions. 

Prior beliefs. At the beginning of randomly selected sessions, subjects were asked to report their 

assessments of how the game would unfold.
16

 In particular, for each treatment, we asked each subject how 

many subjects from a group of 10 they thought would contribute their point. This allowed us to obtain an 

empirical distribution of individuals‘ prior beliefs regarding the expected share of cooperators for each 

treatment. The questions we asked can be found in Online Appendix 2.3. 

Quiz. In order to check whether participants understood the rules of the game, we asked them to take a 

five-question quiz. The quiz was administered after we had given the instructions, but before the rounds 

                                                           
16 For each session, all participants were asked to report their prior beliefs with probability 1/2. Thus, on 
average, subjects reported their prior beliefs in half of the sessions.  



 

37 

 

began. Subjects were paid approximately US$ 0.25 per correct answer, but we never informed them which 

ones they had answered correctly. The quiz questions can be found in Online Appendix 2.4. 

Rounds. After the subjects had finished the quiz, they began playing rounds, during which they interacted 

solely through a computer network using z-Tree software. Subjects played 16 rounds of the collective 

action game. The first 4 rounds were for practice, and the last 12 rounds were for pay. At the end of each 

round, subjects received a summary of the decisions taken by both themselves and their partners, 

including payoffs per round, their own accumulated payoffs for paid rounds and nature‘s decision. Online 

Appendix 2.5 provides some samples of the screens that the subjects saw. 

Matching. In odd-numbered rounds, 10 players were randomly matched and played treatment 1 (  ), 

while the other 10 players played treatment 3 (  ). In even-numbered rounds, 10 players were randomly 

matched and played treatment 2 (  ), while the other 10 players played treatment 1 (  ). See below for a 

detailed explanation of the treatments. 

Questionnaire. Finally, just before leaving the laboratory, all the subjects were asked to complete a 

questionnaire which was designed to enable us to test the balance across experimental groups and to 

control for their characteristics in the econometric analysis. This questionnaire is presented in Online 

Appendix 2.6. 

Payments. All subjects were paid privately, in cash. After the experiment was completed, a password 

appeared on each subject‘s screen. The subjects then had to present this password to the person who was 

running the experiment in order to receive their payoffs. Subjects earned, on average, US$ 11.80, which 

included a US$ 2 show-up fee, US$ 0.25 per correct answer on the quiz and US$ 0.25 for each point they 

received during the paid rounds of the experiment. All payments were made in Argentine currency; at the 

time, US$ 1 was equivalent to AR$ 8.
17

 

3.2. Treatments and predicted outcomes. Once they had finished the quiz, subjects directed their 

attention to their computers and proceeded to play the first round of the session. In each round, subjects 

were randomly assigned to one of two groups, each consisting of 10 participants. At the beginning of the 

round they received one point and then decided whether to keep it for themselves or to invest it in a 

common fund. The probability that the investment in the common fund would be successful equals the 

share of subjects who contribute their point out of the group of 10. If the investment was successful, all 

players obtained   points and those who contributed obtained   extra points. 

                                                           
17 Since Argentina’s rate of inflation was very high, we adjusted the conversion rate in order to maintain the 
purchasing power of the payments. Thus, from May to July, the conversion rate was 2 pesos per point, while, 
from August to October, it was 2.4 pesos per point. 
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The experiment consisted of four different treatments. The first treatment represents a scenario of no 

cooperation opportunities (       and    ); in other words, this is the free-rider Olsonian model 

with one Nash equilibrium, in which nobody contributes. In treatments 2 to 4, we gradually increased   

and/or  , inducing multiple equilibria. Specifically, the second treatment represents a scenario of low 

cooperation opportunities (       and       ); the third treatment is associated with a scenario of 

high (but not full) cooperation opportunities (    and       ); and the fourth, a scenario where the 

incentives to cooperate are the highest (    and       ). 

Table 1 summarizes the relevant parameters for each treatment and indicates the predicted share of 

contributors and the predicted profit if there are 10 players in each group and assuming that prior beliefs 

are uniformly distributed in the interval [    ]  

Table 1: Treatments and Predicted Share of Cooperators with a Uniform Prior Belief Distribution 

Treatment N B C s 

Predicted share  

of cooperators  

(Priors uniformly 

distributed) 

                   

Predicted payoff 

(Priors uniformly 

distributed) 

 
(1) (2) (3) (4) (5) (6) 

   10 1.25 1 0.00       1.000 

   10 1.25 1 1.25           0 

   10 3.00 1 1.25     0       

   10 3.00 1 1.75             

 

4. Understanding of the Game and Randomization Balance 

In this section we show that subjects understood the game and that the randomization was balanced. Table 

2 shows that, on average, subjects understood the rules of the game. Indeed, 81% of them answered 

question 1 correctly, 95% answered question 2 correctly, 78% answered question 3 correctly and 89% 

answered question 4 correctly. It seems that subjects found question 5 to be more difficult, since only 70% 

of them answered it correctly. 

Table 3 shows the randomization balance across treatments. Note that the same group of 20 subjects was 

randomly matched to play    or    in odd-numbered rounds and    or    in even-numbered rounds. This 

enabled us to determine whether subjects with given characteristics were more frequently allocated to one 

treatment over another. In the comparisons among the four treatments, all characteristics and levels of 
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understanding of the game were perfectly balanced between    and    and between    and   . In some 

cases, there were slight imbalances in terms of undergraduate/graduate students and nationality, mostly at 

a 5% significance level. Nevertheless, we had to reject the null hypothesis at the 10% and 5% levels of 

statistical significance in less than 10% of the tests. Moreover, the imbalances in nationality and 

undergraduate/graduate students were due to the fact that there were very few foreigners (95% of the 

subjects were Argentines) and very few graduates in the sample (94% of the subjects were 

undergraduates). 

Table 2: Balance across Treatments (I) 

  All subjects T1 T2 T3 T4 

  

Number 

of 

subjects Mean S.d. Mean S.d. Mean S.d. Mean S.d. Mean S.d. 

  (1) (2) (3) (4) (5) (6) (7) (8) (9) (10) (11) 

Subject characteristics                       

Age 320 21.76 3.34 21.62 3.27 21.78 3.36 21.91 3.41 21.74 3.32 

Nationality (Argentine=1) 320 0.95 0.21 0.95 0.22 0.96 0.19 0.96 0.20 0.94 0.23 

Studied game theory (=1) 320 0.47 0.50 0.45 0.50 0.47 0.50 0.50 0.50 0.48 0.50 

Gender (male=1) 320 0.51 0.50 0.51 0.50 0.51 0.50 0.51 0.50 0.51 0.50 

Graduate studies (=1) 320 0.06 0.23 0.05 0.21 0.07 0.25 0.07 0.25 0.04 0.20 

Spanish language (=1) 320 0.97 0.16 0.97 0.16 0.98 0.14 0.98 0.15 0.97 0.17 

Understanding the experiment                     

Answered correctly: question 1 320 0.81 0.39 0.82 0.39 0.82 0.39 0.80 0.40 0.80 0.40 

Answered correctly: question 2 320 0.95 0.22 0.95 0.22 0.95 0.22 0.95 0.22 0.95 0.22 

Answered correctly: question 3 320 0.78 0.42 0.77 0.42 0.77 0.42 0.78 0.41 0.78 0.41 

Answered correctly: question 4 320 0.89 0.31 0.89 0.31 0.88 0.32 0.89 0.31 0.90 0.30 

Answered correctly: question 5 320 0.70 0.46 0.71 0.46 0.71 0.46 0.69 0.46 0.70 0.46 

Note: The mean is the sample mean and S.d. is the standard deviation for the corresponding variable in each line. Entries 

in columns (1)-(3) indicate the values for the complete sample; those in columns (4)-(5) represent the subjects who 

played treatment 1; columns (6)-(7) show those who played treatment 2; columns (8)-(9) show those who played 

treatment 3; and those who played treatment 4 are recorded in columns (10)-(11).  

 

Table 3: Balance across Treatments (II)  
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     (1)  (2)  (3)  (4)  (5)  (6) 

Characteristics of subjects               

Age   -0.164 -0.287* -0.123 -0.123 0.041 0.164 

Nationality (Argentine=1)   -0.017* -0.012 0.004 0.005 0.021** 0.016* 

Studied game theory (=1)   -0.021 -0.054** -0.033 -0.033 -0.012 0.021 

Gender (male=1)   0.004 0.003 -0.001 -0.001 -0.005 -0.004 

Graduate studies (=1)   -0.023** -0.021** 0.002 0.002 0.025** 0.023** 

Spanish language (=1)   -0.007 -0.006 0.001 0.001 0.008 0.007 

                

Understanding of the experiment 
     

Answered correctly: question 

1   0.001 0.017 0.016 0.016 0.015 -0.001 

Answered correctly: question 

2   0.002 0.002 0.000 0.000 -0.002 -0.002 

Answered correctly: question 

3   -0.002 -0.014 -0.012 -0.012 -0.010 0.002 

Answered correctly: question 

4   0.008 0.002 -0.005 -0.006 -0.013 -0.007 

Answered correctly: question 

5   0.002 0.014 0.012 0.012 0.010 -0.002 

Note: Each entry indicates the mean difference between the two treatments in the column for the 

corresponding variable in each line. * indicates that the difference of means test is significant at 10%; ** 

significant at 5%; *** significant at 1%. 

5. Descriptive Analysis 

In this section we first present descriptive statistics for the decisions taken by the subjects (share of 

cooperators and payoffs by treatment). Then, we study the distribution of the subjects‘ prior beliefs 

regarding the share of expected cooperators. Finally, we show that the average share of cooperators and 

average payoffs do not differ between the sessions at which subjects were asked to report their prior 

beliefs and those in which they were not asked to do so.  

5.1. Cooperation decision. Table 4 provides descriptive statistics on the share of cooperators for all 

subjects (first panel), the subset of subjects who were asked to report their prior beliefs (second panel) and 
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the subset of subjects who were not asked to report their prior beliefs (third panel). For each treatment, 

Table 4 indicates the total number of observations, sample means and standard deviations for the share of 

cooperators, computed as the proportion of players out of the 10 participants who decided to invest their 

point in each round, treatment and session. In order to facilitate comparisons with theoretical predictions, 

we also report the model prediction for the share of cooperators, assuming that the expected share of 

cooperators is uniformly distributed and assuming the model prediction for the share of cooperators when 

the empirical distribution of the expected share of cooperators is employed. As predicted by the model, the 

average share of cooperators increases from    to      for        . However, for all treatments, it 

exceeds the share predicted by the model either when prior beliefs are assumed to be uniformly distributed 

or when the empirical distribution of prior beliefs is employed. Note, however, that in the former case, the 

gap between the observed average share of cooperators and theoretical predictions significantly decreases 

for   ,   , and    (by definition, the distribution of prior beliefs does not affect theoretical predictions for 

  ). 

Table 4: Share of Cooperators (Descriptive Statistics) 

  

Number of 

observations 

Model 

prediction 

(Prior beliefs 

uniformly 

distributed) 

Model 

prediction 

(Prior beliefs 

empirically 

distributed) 

Mean S.d. 

All subjects           

   96 0.000 0.000 0.072 0.085 

   96 0.333 0.340 0.590 0.238 

   96 0.490 0.599 0.811 0.181 

   96 0.667 0.910 0.927 0.103 

Subjects who reported priors       

   48 0.000 0.000 0.058 0.084 

   48 0.333 0.340 0.604 0.273 

   48 0.490 0.599 0.806 0.184 

   48 0.667 0.910 0.925 0.101 

Subjects who did not report priors       

   48 0.000 0.000 0.085 0.084 

   48 0.333 0.340 0.575 0.197 

   48 0.490 0.599 0.817 0.179 

   48 0.667 0.910 0.929 0.104 

Note: For each treatment, there are 6 observations per session of the share of cooperators. 

Because we conducted 16 sessions, the total number of observations per treatment is 96. 
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5.2. Payoffs. Table 5 shows the sample mean and standard deviation of payoffs per treatment. As 

predicted by the model, the payoff is, on average, higher in      than in    for         (4.327 points 

in    , 3.294 points in   , 1.710 points in    and 1.019 points in   ), but in all treatments the average 

payoff exceeds the one predicted by the model when prior beliefs are assumed to be uniformly distributed. 

Specifically, all players earned, on average, 1.9% more than what the model predicted in   , 14% more in 

  , 25.5% more in    and 23.6% more in   . The average payoff is very close to theoretical predictions 

when the empirical distribution of prior beliefs is employed. Specifically, all players earned, on average, 

1.9% more than what the model predicted in   , 13.3% more in   , 11.7% more in    and 2% less than 

predicted by the model in   . 

Table 5: Payoffs (Descriptive Statistics)  

 

Number of 

observations 

Model 

prediction 

(Prior 

beliefs 

uniformly 

distributed) 

Model 

prediction 

(Prior 

beliefs 

empirically 

distributed) 

Mean S.d. 

All subjects 
     

   960 1.000 1.000 1.019 0.396 

   960 1.500 1.509 1.710 0.966 

   960 2.625 2.948 3.294 1.663 

   960 3.500 4.414 4.327 1.266 

Subjects who reported priors 
   

   480 1.000 1.000 1.046 0.401 

   480 1.500 1.509 1.888 0.879 

   480 2.625 2.948 3.342 1.625 

   480 3.500 4.414 4.426 1.095 

Subjects who did not report priors 
   

   480 1.000 1.000 0.993 0.390 

   480 1.500 1.509 1.532 1.017 

   480 2.625 2.948 3.246 1.701 

   480 3.500 4.414 4.228 1.410 

Note: For the payoffs in each treatment, there are 60 observations per session. Because we 

conducted 16 sessions, the total number of observations per treatment is 960.  
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5.3. Prior beliefs. For each treatment, Table 6 gives descriptive statistics for the subjects‘ prior beliefs 

regarding the expected share of cooperators.
18

 Note that prior beliefs differ across treatments.
19

 In 

particular, the expected share of cooperators is higher in      than in    for        .  

Table 6: Prior Belief (Descriptive Statistics) 

 
Mean Median S.d. Min Max 

Prior beliefs for    1.325 0 2.423 0 10 

Prior beliefs for    5.713 5 3.000 0 10 

Prior beliefs for    6.056 7 3.200 0 10 

Prior beliefs for    7.863 9 2.517 0 10 

 

Figure 1 shows the cumulative distribution function of prior beliefs regarding the expected share of 

cooperators across treatments. The horizontal axis measures how many participants out of a group of 10 

subjects believed would contribute their point in each treatment. Let    denote the cumulative distribution 

function of prior beliefs for treatment          . Note that    first order stochastically dominates    

and    and that    and     first-order stochastically dominate   . 

In order to formally compare the distribution functions of prior beliefs, we conduct the nonparametric 

Wilcoxon matched-pair sing-rank test. The null hypothesis of this test is that the distribution of the prior 

belief for    (denoted as     is equal to the distribution of the prior belief for    (denoted as     and the 

alternative hypothesis is that    is shifted to the left of   . Table 7 shows the results of this test. Note that 

in all cases except    vs   , the null hypothesis of equal distributions can be rejected at 0.17% of 

significance.
20

 Therefore, there is evidence that the distribution of prior beliefs for    is shifted to the left 

of   ,      , while the distribution of prior beliefs for    is shifted to the left of    and the distribution of 

prior beliefs for    is shifted to the left of   . 

 

                                                           

18 The reader will recall that, in randomly selected sessions, subjects were asked to estimate the expected 

number of cooperators before they started playing. 

19 In line with this finding, Palfrey and Rosenthal (1991) show that subjects’ prior beliefs of the probability 
that a subject contributes is biased up with respect to an unbiased Bayes-Nash equilibrium. In the same vein, 
Orbell and Dawes (1991) argue that cooperators expect significantly more cooperation than do defectors. 

20 We use the Bonferroni correction to counteract the problem of   multiple simultaneous comparisons. The 

Bonferroni correction tests each individual hypothesis at a significance level of    . Therefore, if we test six 

hypotheses with an intended         , then the Bonferroni correction would test each individual hypothesis 

with                    . 

http://en.wikipedia.org/wiki/Multiple_comparisons
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Figure 1: Cumulative Distribution Function of Prior Beliefs 

 

Table 7: Comparison of Distribution of Priors Beliefs 

 

Statistic         

    
     385.0 0.000 

    
     239.5 0.000 

    
     173.5 0.000 

    
     3247.0 0.098 

    
     1447.5 0.000 

    
     648.0 0.000 

 

5.4. Reporting prior beliefs. The first panel (second panel) in Table 8 shows the results of the difference 

in means test of the share of cooperators (payoffs) between the sample composed by participants who 

reported their prior beliefs and those who did not report them. Standard errors are clustered by session. 

Note that it is not possible to reject the null hypothesis of equal means for the share of cooperators 

(payoff) in all treatments.  
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Table 8: Difference in Means Test (Share of Cooperators and Payoffs) 

          

       

       

Share of cooperators 

All subjects -0.06 0.950 

   -1.08 0.299 

   0.29 0.778 

   -0.13 0.896 

   -0.1 0.921 

Payoff 

All subjects 0.80 0.436 

   1.19 0.251 

   1.48 0.159 

   0.20 0.848 

   0.53 0.604 

Summing up, the descriptive analysis shows that: (i) The average share of cooperators increases from    to 

     for        ; (ii) The average share of cooperators in all treatments exceeds the share predicted by 

the model, but the gap is smaller once we compute theoretical predictions using reported prior beliefs 

rather than the uniform distribution; (iii) Payoffs are, on average, higher in      than in    for        ; 

(iv) Average payoffs exceed model predictions when prior beliefs are assumed to be uniformly distributed, 

but they are closer to theoretical predictions when the empirical distribution of prior beliefs is employed; 

(v) Prior beliefs differ across treatments. The average expected share of cooperators is higher in      than 

in    for        .    first-order stochastically dominates    and     and    and    first-order 

stochastically dominate   ; (vi) The average share of cooperators and the average payoffs are not 

statistically different for the sessions in which subjects were asked to report their prior beliefs than they 

are for the sessions in which they were not asked to do so. 

6. Results 

In this section we formally test the main comparative static results using regression analysis. Note that in 

the context of perfect experimental data, where no controls are needed for identification of the causal 

effects of interest, the analysis is completely nonparametric, as all that it entails is a comparison of the 

mean outcome differences across treatment groups, and the inference can also be made nonparametric. In 

all cases, robust and clustered standard errors are computed by session.  
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6.1. Cooperation decision. In order to formally test the hypothesis that the probability of a successful 

collective action increases with   and    we use the following regression model: 

                      ∑     

  

   

      

where   indexes subjects,              indexes experimental rounds, and              indexes 

experimental sessions.         is the dependent variable and indicates whether player   decided to invest 

his/her point in each session, round and treatment (          if s/he contributes and           if 

s/he does not). The explanatory variable of interest is   , a dummy variable indicating treatment status (   

for        ). In some specifications, we also include control variables. We control for individual 

characteristics      (gender, age, nationality, university, whether or not the subjects have ever taken a 

course in game theory, whether the subjects are undergraduate or graduate students and the subjects‘ level 

of understanding of the game as measured by their answers to the quiz questions) and for fixed effects by 

session (   ). According to our theoretical predictions, we should expect  ̂  to be positive when 

comparing      with    for        . 

Columns (1), (3) and (5) in Table 9 summarize the results of regressing         in each of the treatments 

separately without controls for all the subjects in the sample, those subjects who reported their beliefs and 

those who did not report them, respectively. Robust standard errors are reported in parentheses and 

standard errors clustered by session are shown in square brackets. In keeping with the model‘s prediction, 

the probability of cooperators in each treatment is significantly different (at a confidence level of 99% in 

most cases), and the coefficient associated with each treatment is positive in all cases. Indeed, note that 

when we compare the probability of cooperation in    vs.   , the associated coefficient is the highest.
21

 

Thus, as predicted by the model, a higher value of   and/or   leads to a larger share of cooperators and, 

hence, to a higher probability of cooperation. Columns (2), (4) and (6) in Table 9 report the results once 

the entire set of controls is included. As the table shows, the results do not change in any meaningful way. 

 

 

 

 

                                                           
21 The reader will recall that    represents a scenario of no cooperation opportunities (       and    ); 
in other words, this is the free-rider Olsonian model with one Nash equilibrium in which nobody contributes. 
   represents a scenario where the incentives to cooperate are the highest (    and       ). 
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Table 9: Cooperation Decision (Regression Analysis) 

  

All subjects 
Subjects who 

reported prior beliefs 

Subjects who did 

not report prior 

beliefs 

  (1) (2) (3) (4) (5) (6) 

     vs      
 

      

 ̂  0.518*** 0.518*** 0.546*** 0.548*** 0.490*** 0.489*** 

 

(0.018) (0.018) (0.025) (0.024) (0.026) (0.026) 

 

[0.044] [0.044] [0.080] [0.079] [0.040] [0.042] 

R-squared 0.303 0.315 0.336 0.362 0.271 0.287 

     vs                  

 ̂  
 

0.740*** 0.742*** 0.748*** 0.743*** 0.731*** 0.736*** 

 

(0.015) (0.015) (0.021) (0.021) (0.022) (0.021) 

 

[0.039] [0.039] [0.053] [0.052] [0.061] [0.063] 

R-squared 0.555 0.562 0.570 0.596 0.540 0.557 

 

     vs      

            

 ̂  
 

0.855*** 0.855*** 0.867*** 0.864*** 0.844*** 0.846*** 

 

(0.012) (0.012) (0.016) (0.016) (0.017) (0.017) 

 

[0.025] [0.025] [0.037] [0.037] [0.037] [0.037] 

R-squared 0.731 0.734 0.751 0.762 0.712 0.715 

     vs      
 

            

 ̂  0.222*** 0.221*** 0.202** 0.197** 0.242*** 0.243*** 

 

(0.020) (0.020) (0.029) (0.028) (0.029) (0.028) 

 

[0.045] [0.046] [0.065] [0.064] [0.065] [0.066] 

R-squared 0.059 0.076 0.049 0.115 0.069 0.099 

     vs      
 

            

 ̂  0.338*** 0.336*** 0.321*** 0.321*** 0.354*** 0.351*** 

 

(0.018) (0.018) (0.025) (0.025) (0.025) (0.025) 

 

[0.050] [0.050] [0.087] [0.084] [0.054] [0.053] 

R-squared 0.155 0.168 0.143 0.193 0.168 0.181 

     vs      
 

            

 ̂  0.116*** 0.115*** 0.119** 0.124** 0.112** 0.111** 

 

(0.015) (0.015) (0.022) (0.021) (0.021) (0.021) 

 

[0.025] [0.025] [0.034] [0.037] [0.037] [0.036] 

R-squared 0.029 0.043 0.030 0.108 0.029 0.093 

Controls No Yes No Yes No Yes 

Number of observations 1920 1920 960 960 960 960 

Note: * significant at 10%; ** significant at 5%; *** significant at 1% (using standard errors 

clustered by session). Robust standard errors are shown in parentheses and standard errors 

clustered by session are shown in square brackets. Controls: (i) Individual characteristics     : 

gender, age, nationality, university, whether the subjects have ever taken a course in game theory 



 

48 

 

and whether they are undergraduate or graduate students; (ii) Level of understanding of the game 

measured by the subjects‘ correct answers to the quiz questions; and (iii) Fixed effects by session 

   . 

 

6.2. Payoffs. In order to formally test the hypothesis that the average payoff of a player increases with   

and/or    we use the following regression model: 

                        ∑     

  

   

      

The dependent variable           is the payoff denominated in points obtained by subject   in round   

and session  . The regressors are the same as in the model for the share of cooperators. The explanatory 

variable of interest is   , a dummy variable indicating treatment status (   for        ). According to 

our theoretical predictions, we should expect  ̂  to be positive when comparing      with    for        . 

Table 10 summarizes the results. The corresponding clustered standard errors are shown in square 

brackets. As predicted by our model, the payoff in each treatment is significantly different, and the 

coefficient associated with each treatment is positive. Hence, operating under the parameters in      rather 

than in    for         induces a positive and statistically significant effect on the payoff. 

As a robustness check, we repeated the estimations in Tables 9 and 10 while introducing two new 

explanatory variables, namely    and  .    is a dummy variable that indicates whether the collective 

action in the previous round was successful or not, and   is the number of players in the same group who 

decided to invest in the previous round. These variables capture the possibility that subjects decide to 

cooperate in a treatment just because either the collective action was successful in the previous round or 

the number of investors was relatively high. The results do not change in any meaningful way. The 

coefficients associated with each treatment are still significantly different and positive.  
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Table 10: Payoffs (Regression Analysis) 

 
All subjects 

Subjects who 

reported prior 

beliefs 

Subjects who did not 

report 

prior beliefs 

   (1)  (2)   (3)         (4) (5) (6) 

     vs      
 

            

 ̂  0.691*** 0.691*** 0.842*** 0.847*** 0.539** 0.539** 

 

(0.034) (0.033) (0.044) (0.044) (0.050) (0.049) 

 

[0.120] [0.120] [0.155] [0.153] [0.177] [0.176] 

R-squared 0.180 0.206 0.276 0.297 0.109 0.163 

     vs      
 

            

 ̂  2.275*** 2.267*** 2.296*** 2.282*** 2.253*** 2.245*** 

 

(0.055) (0.055) (0.076) (0.074) (0.080) (0.080) 

 

[0.251] [0.255] [0.419] [0.422] [0.306] [0.315] 

R-squared 0.470 0.482 0.485 0.534 0.455 0.475 

     vs                  

 ̂  
 

3.308*** 3.307*** 3.380*** 3.379*** 3.235*** 3.238*** 

 

(0.043) (0.042) (0.053) (0.051) (0.067) (0.065) 

 

[0.187] [0.187] [0.303] [0.304] [0.237] [0.236] 

R-squared 0.757 0.771 0.808 0.826 0.710 0.727 

     vs                  

 ̂  
 

1.584*** 1.581*** 1.454*** 1.445*** 1.714*** 1.713*** 

 

(0.062) (0.061) (0.084) (0.080) (0.090) (0.091) 

 

[0.240] [0.241] [0.345] [0.348] [0.352] [0.351] 

R-squared 0.253 0.284 0.237 0.333 0.273 0.286 

     vs                  

 ̂  2.617*** 2.616*** 2.538*** 2.542*** 2.696*** 2.706*** 

 

(0.051) (0.050) (0.064) (0.060) (0.079) (0.080) 

 

[0.204] [0.204] [0.271] [0.264] [0.322] [0.323] 

R-squared 0.575 0.607 0.621 0.674 0.546 0.557 

     vs                  

 ̂  
 

1.033*** 1.036*** 1.084*** 1.099*** 0.982** 0.979** 

 

(0.067) (0.066) (0.089) (0.081) (0.101) (0.099) 

 

[0.203] [0.207] [0.257] [0.257] [0.331] [0.332] 

R-squared 0.109 0.174 0.133 0.307 0.090 0.147 

Controls No Yes No Yes No Yes 

Number of Observations 1920 1920 960 960 960 960 

Note: * significant at 10%; ** significant at 5%; *** significant at 1% (using standard errors clustered 

by session). Robust standard errors are shown in parentheses and standard errors clustered by sessions 

are shown in square brackets. Controls: see the note for Table 9.  
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6.3. Prior beliefs. In order to determine if asking subjects to reveal their prior beliefs biased their 

decisions during the game, we performed a test of equality of the regression coefficients. Panel 1 of Table 

11 summarizes the results of a test whose null hypothesis is that the effects of each treatment on the share 

of cooperators are the same for the subjects who reported their prior beliefs (  ) and those who did not 

report them (  
 ). Standard errors are clustered by sessions. In all cases the null hypothesis of equal 

coefficients cannot be rejected. Analogously, Panel 2 of Table 11 summarizes the results of a test whose 

null hypothesis is that the effects of each treatment on the payoffs are identical for subjects who reported 

their prior beliefs (  ) and subjects who did not report them (  
 ). Standard errors are clustered by sessions. 

In all cases the null hypothesis of equal coefficients cannot be rejected
22

. Thus, it is possible to confirm 

that asking subjects to reveal their prior beliefs before the game started did not introduce any bias in their 

decisions during the game.  

Table 11: Reporting Versus Not Reporting Prior Beliefs  

(Difference in Average Treatment Effects)  

               

Share of cooperators (        
 ) 

     vs       1.99 0.201 

     vs       0.08 0.791 

     vs       0.39 0.551 

     vs       0.36 0.568 

     vs       0.38 0.558 

     vs       0.03 0.871 

Profit (        
 ) 

     vs      2.92 0.131 

     vs      0.02 0.892 

     vs      0.37 0.56 

     vs      0.55 0.484 

     vs      0.24 0.639 

     vs      0.09 0.767 

Note:        indicates the   statistic with 1 degree of freedom in the 

numerator and 7 degrees of freedom in the denominator.      

indicates the significance level of each test. 

Summing up, the regression analysis produces robust support for the main theoretical comparative statics 

predictions. Increases in   and/or   have a significant positive effect on the share of cooperators and, 

                                                           
22 The results of the tests hold when we add controls in the regression of the share of cooperators (and 
payoffs) in each of the treatments. We do not report the corresponding   statistics for the sake of simplicity.  
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hence, on the probability of a successful collective action, as well as on the players‘ payoffs.
23

 The effects 

are statistically significant whether or not we include controls for individual characteristics, level of 

understanding of the game or fixed effects by session. Asking subjects to report their prior beliefs before 

the game started did not have any significant effect on their decisions. Introducing control variables for 

whether the collective action in the previous round was successful or not and for the number of players in 

the same group who decided to invest in the previous round does not change the results in any meaningful 

way either.  

7. Exploring a Decomposition of Changes in  ̂ 

In this section we decompose a change in  ̂ in a ‗belief effect‘ and a ‗range of cooperation effect‘. The 

idea is to learn about the mechanism that induce more cooperation when  ̂ decreases. 

Table 12 shows the average share of cooperators as well as the predicted share of cooperators for each 

treatment, both using a uniform distribution for all treatments, and the empirical distribution of prior 

beliefs for each treatment. 

Table 12: Model Prediction of the Share of Cooperators 

  

Empirical 

probability of 

cooperation 

Model 

prediction 

(Prior beliefs, 

uniformly 

distributed) 

Model 

prediction 

(Prior beliefs 

empirically, 

distributed for 

T1) 

Model 

prediction 

(Prior beliefs, 

empirically 

distributed for 

T2) 

Model 

prediction 

(Prior beliefs, 

empirically 

distributed for 

T3) 

Model 

prediction 

(Prior beliefs, 

empirically 

distributed for 

T4) 

   0.072 0.000 0.000 0.000 0.000 0.000 

   0.590 0.333 0.054 0.340 0.448 0.687 

   0.811 0.490 0.079 0.424 0.599 0.819 

   0.927 0.667 0.121 0.742 0.717 0.910 

 

As discussed in section 5.3., the distribution of prior beliefs is not the same in every treatment. As the 

benefit of cooperation increases, subjects tend to raise their assessments of the share of cooperators. The 

effect of these changes in theoretical predictions can be observed in Table 12. Except for   , for which 

theoretical predictions do not change with the distribution of prior beliefs, the predicted share of 

cooperators increases for all of the rest of the treatments, as we employ the prior beliefs associated with a 

                                                           

23 More cooperative prior beliefs with the same   and/or   (i.e., within a treatment) do not, however, induce 

more cooperation. 
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treatment with a lower  ̂.24 For example, for   , if we use the priors of     the predicted share of 

cooperators is 0.054, while it is 0.340 with the priors of   , 0.448 with the priors of    and 0.687 with the 

priors of   . This suggests that we can decompose a change in the predicted share of cooperators into two 

analytically different effects: a ‖belief effect‖ that captures the change in prior beliefs, and a ‖range of 

cooperation effect‖ that captures the change in the range of prior beliefs that induced greater cooperation. 

More technically, the distribution of the expected share of cooperators   is not independent of  ̂. 

Although this does not affect the sign of the comparative statics of the model, it is interesting to explore 

what fraction of the change in the predicted share of cooperators can be attributed to a change in prior 

beliefs and what fraction can be attributed to a change in the range of prior beliefs that induce greater 

cooperation. Thus, we are now interested in detecting the mechanism by which a decrease in  ̂ leads to a 

higher probability of a successful collective action. 

Let    denote the cumulative distribution function of the expected share of cooperators for treatment     

and     the probability of a successful collective action in treatment   . Then: 

  (  )             ̂     ( ̂ )  [    ̂       ̂  ]  [    ̂     ( ̂ )] 

Define   (     )  
    ̂       ̂  

    ̂     ( ̂ )
.   (     ) as the proportion of the change attributed to a change 

in the distribution of expected cooperators. Naturally,     (     ) is the proportion of the change in 

the probability of a successful collective action due to a change in the range of prior beliefs that induce 

greater cooperation. Table 13 shows the decomposition of a change in the predicted share of cooperators 

into the belief and range of cooperation effects. 

Table 13: Decomposition of Changes in  ̂: I 

 
    ̂     ( ̂ )   (     )     (     ) 

      0.340 0.00 1.00 

      0.599 0.00 1.00 

      0.910 0.00 1.00 

      0.259 0.42 0.58 

      0.570 0.61 0.49 

      0.311 0.71 0.29 

 

                                                           
24 The reader will recall from section 2.2 that a lower  ̂ is associated with a higher   and/or  ; in other words: 
  ̂

  
  , 

  ̂

  
  . 
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To some extent, this decomposition is arbitrary, in the sense that we can first vary   and then  ̂ or the 

other way around. Formally, we can also decompose   (  )         as follows: 

  (  )             ̂     ( ̂ )  [    ̂     ( ̂ )]  [  ( ̂ )    ( ̂ )] 

and define the proportion of the change attributed to a change in the distribution of expected cooperators 

by    (     )  
  ( ̂ )   ( ̂ )

    ̂     ( ̂ )
. Table 13 shows this decomposition. 

Table 14: Decomposition of Changes in  ̂: II 

 
    ̂     ( ̂ )    (     )      (     ) 

      0.340 0.159 0.841 

      0.599 0.132 0.868 

      0.910 0.133 0.867 

      0.259 0.324 0.676 

      0.570 0.705 0.295 

      0.311 0.379 0.621 

Except when we move from    to     both decompositions assign similar proportions to both effects. 

When the starting point is     both decompositions assign a very high proportion of the change to the 

range of cooperation effect (at least 84%). When the starting point is    and we move to    (  ), the first 

and second decompositions attribute 42% and 32.4% (61% and 70%) of the change to a switch in beliefs, 

respectively.  

A potential concern about these decompositions is that they rely on the empirical distribution of prior 

beliefs that were reported by the subjects before the rounds began. It is possible that these prior beliefs 

evolve as the experiment proceeds and that subjects learn from previous rounds. However, we do not 

observe any temporal pattern in the data. For example, Figure 2 shows the mean share of cooperators per 

round across treatments for all the subjects in the sample (first panel), the subjects who reported their 

beliefs (second panel) and the subjects who were not required to report their beliefs (third panel). The 

mean share of cooperators fluctuates without forming any clear pattern.
25

  

                                                           

25 Temporal patterns have been observed in public good games even in a stranger situation, i.e., when subjects 

face different group members in each repetition of the game. Usually, these patterns are interpreted as 

evidence of the existence of conditional cooperators (see, for example, Keser and van Winden 2000). In 

treatment 1, which has only one Nash equilibrium, the existence of a proportion of conditional cooperators 

would imply a decay in the share of cooperators in later rounds. However, as Figure 2 shows, we do not 

observe such behavior. In treatments 2 to 4, which have multiple Nash equilibria, it is not clear the temporal 

pattern implied by conditional cooperators. Indeed, in these treatments, players face a coordination problem, 
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Figure 2: Share of Cooperators 

All subjects 

 

 

 

 

 

 

 

 

 

 

                                                                                                                                                                                            
which mean that the best response function is to cooperate only if the share of cooperators is above some 

tipping point. It might be the case that initially conditional cooperators cooperate even when the expected 

share of cooperators is below the tipping point. This would induce higher cooperation than predicted by the 

model and no temporal pattern. Indeed, as Table 4 shows, there is a higher share of cooperators than 

predicted by the model (especially when we use a uniform distribution for prior beliefs). As Figure 2 indicates, 

for treatments 2 to 4, there is no temporal patterns in the mean share of cooperators.  
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Subjects who reported prior beliefs 

 

Subjects who did not report prior beliefs 
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Note: Red diamonds denote the average values of the variable per treatment/round 

within treatment. Blue bars indicate one standard deviation from the mean, calculated in 

standard form. 

Summing up, there are two mechanisms operating simultaneously that induce a higher predicted share of 

cooperators. First, as  ̂ decreases, subjects raise their assessments of the expected share of cooperators 

(the belief effect). Second, given any distribution of the assessments, a lower  ̂ raises the assessments that 

induce subjects to contribute (the range of cooperation effect). Except when we move from    to   , both 

decompositions lead to similar results. 

8. Conclusions 

We have conducted a laboratory experiment in order to test the main implications of the stability-sets 

methods as applied to collective action games. We have found strong support for the key comparative 

static predictions of the theory. As we increase the payoff of a successful collective action accruing to all 

players ( ) and only to those who contribute ( ), the share of cooperators and payoffs both increase. As in 

many other laboratory experiments, we found that subjects behave more cooperatively than is predicted by 

the theory. But we have also shown that the gap between theoretical predictions and observed behavior 

narrows significantly when we refine the theory by allowing for a distribution of prior beliefs that varies 

with the parameters of the model. Overall, the experiment indicates that the stability-sets method could be 

a very useful tool for studying games with multiple equilibria. 

The experiment also suggests a refinement of the theory. We found that, as the range of cooperation 

increases, subjects upgrade their prior beliefs relating to the expected share of cooperators. We have 

shown that if the new distribution of prior beliefs first-order stochastically dominates the preceding one, 

then the signs of the comparative static derivatives are not affected, but all effects are magnified. For 

practical purposes, this refinement improves the power of the theory to predict the observed behavior. 

Analytically, it allows us to decompose the mechanism that produces cooperation into a ‖belief effect‖ 

and a ‖range of cooperation effect‖. Using our experiment, we have computed these decompositions and 

have found evidence of the presence of both effects. This may have interesting political economy 

implications. For example, a policy change that affects the payoffs of a collective action game can 

produce a bigger change in the likelihood of cooperation than what we would expect if we did not take the 

fact that agents update the distribution of prior beliefs into account.  

Understanding the logic of collective action is crucial in terms of political economy. Explicitly or 

implicitly, collective action is a core component of many models of political influence, political 

representation and coalition formation. A new approach to collective action can produce significant 

impacts in terms of the way that we approach those topics. To illustrate this point, consider the following 
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examples. In the standard common agency model of lobbying (Dixit, Grossman and Helpman, 1997 and 

Grossman and Helpman, 2000), it is assumed that groups are either organized (meaning that the group has 

solved the collective action problem and can lobby to advance its members‘ common interests) or 

unorganized. The stability-sets approach can serve as the basis for an assessment of the likelihood that a 

group is organized as a function of structural parameters that characterize the collective action problem of 

group organization. Thus, by combining the common agency model of lobbying with the stability-sets 

approach to collective action, we can build a more accurate theory of political influence. Another 

interesting example is provided by Acemoglu‘s and Robinson‘s model of political regime determination 

(Acemoglu and Robinson, 2006). This is a dynamic model in which, with some exogenous probability, in 

every period a group with no de jure political power can organize and obtain de facto political power. 

Again, combining this model with the stability-sets approach to collective action can help us to refine the 

theory of political transitions. 
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Appendix 1: Proposition 1 

In this appendix we present the proof for proposition 1. 

Olson’s model: The expected payoff for players i is given by: 
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The second term does not depend on   . When 
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, the unique Nash equilibrium is    for all i, while, if   
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unique Nash equilibrium is    for all i.   

Schelling’s model: A Nash equilibrium is a profile   such that, for all        , one of the following 

conditions must hold: 
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Lemma 1: If      and     , then                . Proof: Since players‘ strategies are not 

correlated, the probability that     players cooperate when we exclude   is equal to the probability that 

  players cooperate when we exclude   and   times the probability that i cooperates plus the probability 

that     players cooperate excluding   and   times the probability that i does not cooperate. Formally, 
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The third line uses     . Again, since strategies are not correlated, the probability that k players 

cooperate when we exclude i and h is equal to the probability that     players cooperate when we 

exclude i times the probability that h cooperates plus the probability that k players cooperate excluding i 

and h times the probability that h does not cooperate. This justifies the fourth line. Finally, the last line is 

due to     .   

Lemma 2: If       and    , then              . Moreover, if there exist     players different 

from     for which     , then              . Proof: Using the same argument we employed in 

Lemma 1 we have:  
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The second line uses the fact that    (∑          )     (∑            )[         

        ]. By assumption              (∑            )   , and                

      . Moreover, if there exist     players different from     for which     , then 

    ∑                and, hence,              .   

Case 1 (all cooperate): Suppose that      for        . Then,          if and only if       

and, hence, the Nash conditions become:  

[
    

 
  ]           

Since      these conditions always hold. Therefore,      for         is always a Nash 

equilibrium. 

Case 2 (nobody cooperates): Suppose that       for        . Then,          if and only if 

    and, hence, the Nash conditions become:  
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  ]         

These conditions hold if and only if   
   

 
. Thus, if   

   

 
,      for all i is a Nash equilibrium. 

Case 3 (some cooperate, some do not cooperate and some play a mixed strategy): Suppose that there 

is a Nash equilibrium in which    players are cooperating,    are playing a complete mixed strategy, and 

        are not cooperating. Without loss of generality, assume that      for 

                     for              and      for           . Then, for         , we 

have          if and only if            . Thus, the Nash conditions become: 
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For              we have          if and only if          . Thus, the Nash conditions 
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. Note that the argument does 

not depend on the existence of a group of players who are playing a complete mixed strategy. In other 

words, if      , the same argument holds. Hence, there cannot be a Nash equilibrium in which some 

players cooperate with probability 1 and other players do not cooperate at all. 

Case 4 (all play a mixed strategy): Suppose that            for        . Then          for all  . 

Thus, the Nash conditions become: 
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Arbitrarily select   and   and, without loss of generality, assume that      . Then, from Lemma 2, it 

must be the case that               for all    . But this leads to a contradiction, because 
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equilibrium in which all players are playing a complete mixed strategy, it must be the case that    
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Case 5 (some cooperate and some play a mixed strategy): Suppose that there is a Nash equilibrium in 
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Using the same argument that we employed to prove that if, in a Nash equilibrium, all players are playing 

a mixed strategy, they must play the same strategy, we can prove that in a Nash equilibrium     ̃ for all 
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This implies that: 
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Case 6 (some do not cooperate and some play a mixed strategy): Suppose that there is a Nash 

equilibrium in which    are playing a complete mixed strategy and      are not cooperating. Without 

loss of generality assume            for         , and      for           . Then, for   
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Arbitrarily select      and     . Then, from Lemma 2, we have               for all    , 

which implies ∑         
    
   

      

 
. However, this leads to a contradiction because 
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 cannot hold simultaneously.   

 

Appendix 2. Description of the Experiment 

In this appendix we present the script for the general instructions, the instructions given to the participants, 

the quiz and the questionnaire. 

 

Appendix 2.1. Script for General Instructions 

We would like to welcome everyone to this experiment. This is an experiment in decision-making, and 

you will be paid for your participation, in cash, at the end of the experiment. Different subjects may earn 

different amounts. What you earn depends partly on your decisions, partly on the decisions of others and 

partly on chance. 

The entire experiment will be conducted through computer terminals, and all interaction between 

participants will take place through the computers. It is very important for you not to talk or to try to 

communicate with other subjects during the experiment in any way. 

At your workstation, you will find a pencil, a paper with instructions and scratch paper. During the 

experiment you can use the scratch paper to make calculations.  

We will now start with a brief instruction period. During this period, you will be given a complete 

description of the experiment. If you have any questions during the instruction period, please raise your 

hand and your question will be answered so that everyone can hear the response. If any difficulties arise 

after the experiment has begun, raise your hand, and one of the persons conducting the experiment will 

come to assist you.  

You are one of 20 students who have been asked to participate in this experiment. In each round you will 

be randomly assigned to one of two groups, consisting of 10 persons each. Then, you will play a computer 

game, which will appear on the screen, with the other members of that same group. At the beginning of 

each round, the parameters of the game will appear on the screen, as will the timing. At the end of the 

round, you will be informed of the result of the game, the points you have earned and the points that you 

have accumulated so far. In the next round, all players will again be randomly assigned to one of the two 

new groups of 10 people each. 
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The experiment you are participating in is broken down into four unpaid practice rounds and twelve 

separate paid rounds. At the end of the last round, you will be paid the total amount you have accumulated 

during the course of the last twelve rounds. Your profit is denominated in POINTS. Your PESO profit is 

determined by multiplying your earnings in points by a conversion rate. In this experiment, the conversion 

rate is 2 pesos to 1 point.
26

 Everyone will be paid in private and you are under no obligation to tell others 

how much you earned. 

Please read the instructions that you will find on your desktop carefully. You have 10 minutes. Please, 

remember that if you have any questions, you should ask them aloud. 

 

Appendix 2.2. Instructions 

1. In each round you receive ONE point. You can keep it for yourself or invest it in a common fund. You 

have 90 seconds to make your decision. When you select an option, please press the "Next" button. If, 

after 90 seconds, you have not selected an option, the computer will randomly do it for you. 

2. Once all players have taken a decision, the outcome of the game will appear on the screen: If the 

investment is successful, each of the ten players will receive   points, and those who have decided to 

invest their point will receive   additional points. If the investment fails, nobody gets a profit, and those 

who have decided to invest their point will lose the point that they initially invested.  

Therefore:  

 If you have decided to invest your point in the common fund and the investment is successful, you 

will accumulate     points; 

 If you have decided to keep your point for yourself and the investment is successful, you will 

accumulate     points;  

 If you have decided to invest your point in the common fund and the investment fails, you will 

earn 0 points;  

 If you have decided to keep your point for yourself and the investment fails, you will earn 1 point. 

3. The probability of success of the investment depends on the proportion of players in your group who 

have decided to invest:  

                                  
                                             

  
 

                                                           
26 The conversion rate was adjusted by inflation (20% since August). Hence, starting in August, the rate was 
adjusted to 2.4 pesos for 1 point. At that stage, 2 and 2.4 Argentine pesos were equivalent to approximately 
0.25 and 0.28 dollars, respectively. 
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Thus, the greater the number of players who have decided to invest their point, the greater is the 

probability that the investment will be successful. 

For example, if 6 out of 10 participants choose to invest their point in the common fund, the chances of 

success are 60%. If the investment is successful, those six participants will get      , and the remaining 

four will obtain      . However, if the investment fails, the six participants who decided to invest their 

point get 0 units, while the remaining four get 1 point.  

Let us suppose that, in another case, only 2 out of 10 players decide to invest their points in the common 

fund. Therefore, the chances of success are 20%. If the investment is successful, those two participants 

will get      , and the remaining eight will obtain      . However, if the investment fails, the two 

participants who decided to invest their point will get 0 units, while the remaining eight will get 1 point. 

At the end of each round, you will be told how many players have decided to invest their point in the 

common fund, whether the investment was successful or not, the gain in the round, and the total amount of 

points accumulated from the fifth round onward. To end the round, you will need to press the "Next" 

button.  

At the beginning of the next round, you will be randomly assigned to a new group. Pay attention because 

the parameters of the game may have changed. That is, in each round,   and / or   may vary.  

After the sixteenth, round you will be asked to answer a few questions about you. Finally, when you click 

"Finish", the screen will display a WORD. It is IMPORTANT to remember this word because you have to 

present this password to the person who was running the experiment in order to receive your payoff. 

 

Appendix 2.3. Belief Questions 

The following script provides a sample of the questions that subjects were asked about their beliefs before 

starting the game. 

Screen: Before you begin to play, we would like to ask you some questions about the experiment. These 

questions are for information purposes only, and there is no right or wrong answer. You will not be paid 

for answering them. 

1. Suppose that          and      : How many players out of a group of 10 persons do you think will 

invest their point in the common fund? [11 options]. 

2. Suppose that          and         : How many players out of a group of 10 persons do you think 

will invest their point in the common fund? [11 options]. 
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3. Suppose that       and         : How many players out of a group of 10 persons do you think will 

invest their point in the common fund? [11 options]. 

4. Suppose that       and         : How many players out of a group of 10 persons do you think will 

invest their point in the common fund? [11 options]. 

 

Appendix 2.4. The Quiz 

After a general explanation of the rules of the game, subjects took the following quiz:  

1. Suppose the following parameters of the game:       and      . If all players, including you, decide 

NOT to invest their point in the common fund and the investment fails, how many points do you obtain at 

the end of this round? [5 options] 

2. Suppose the following parameters of the game:      and      . If all players, including you, decide 

to invest their point in the common fund and the investment is successful, how many points do you get at 

the end of this round? [5 options] 

3. Consider the following two possible games:  

 First game:       and      ; 

 Second game:       and     ; 

If you decide NOT to invest your point and the investment fails, in which of the two games do you 

accumulate more points? [3 options] 

4. If there are 10 players and 8 of them decide to invest their point, what is your best option if the 

parameters of the game are:         and      ? [3 options] 

5. If there are 10 players and 4 of them decide to invest their point, what is your best option if the 

parameters of the game are        and      ? [3 options]  

 

Appendix 2.5. Sample Screen 

At the end of each round, subjects were shown a summary of the decisions taken in the round and were 

told whether the investment was successful or not, what the payoff obtained in that round was and what 

their own accumulated payoffs for paid rounds was. 

 Screen:  

You have decided (not) to invest your point. 
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(1, 2, 3, 4, 5, 6, 7, 8, 9 or all) subjects in your group have decided to invest their point. 

The investment was (not) successful. 

Your earning in this round was ____ points. 

You have accumulated ____ points since the start of the game. 

 

Appendix 2.6. The Questionnaire 

Thank you for participating in this experiment! Please complete the following questionnaire before 

leaving. 

Question 1: Gender (male/female) 

Question 2: Age (in years) 

Question 3: Nationality 

Question 4: Whether or not you are fluent in English (Yes/No) 

Question 5: Whether you have ever taken a course in game theory (Yes/No) 

Question 6: Current studies (Graduate/Undergraduate) 

Question 7: Degree in: (a) Economics; (b) Business Administration or Accountancy; (c) Finance; (d) 

Political Science, International Affairs, Humanities or Law; (e) Marketing or Human Resources; (f) Other 

(please specify). 

Question 8: Number of courses out of the total courses in your degree program that you have completed 

successfully. 
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Chapter 2: Training to teach science: experimental evidence from 

Argentina27 

Abstract 

This paper uses a RCT implemented in state schools in Argentina to estimate the learning impact and 

cost-effectiveness of different teacher training methods: structured curricula and coaching. Our 

findings suggest that there is a substantial gain in terms of learning for students with teachers being 

trained using structured curricula and coaching (between 55% and 64% of a standard deviation more 

than those students in the control group). Coaching teachers does not appear as a cost-effective 

intervention since the unit cost per 0.1 standard deviation is more than twice the cost of using a 

structured curriculum only. However, additional coaching is particularly relevant for relatively 

inexperienced teachers. A structured curriculum and coaching also affect perceptions: teachers 

enjoyed more teaching Science, they taught more hours of Science and students learned more and 

developed more skills. 

 

JEL Classification: C93, I21, I28. 

Keywords: Science education; Teacher training; Experimental study 

 

1. Introduction 

Teacher training programs are ubiquitous across educational systems and constitute an essential tool to 

improve student learning and, thus, promote economic growth and development. Surprisingly, however, 

current approaches to teacher training are mainly uninformed by high quality evidence of their impact 

(Yoon, Duncan, Lee, Scarloss and Shapley, 2007). This is a serious issue especially because the different 

way a program can be designed and implemented involves substantial variation in costs. In Latin-

American countries, for example, total investments in teacher training represent the major element of non-

salary public spending in education, but there are no rigorous evaluations of their impact on learning 

(Bruns and Luque, 2015), let alone an evaluation of the cost-effectiveness of different designs to 

implement them. Thus, how to design cost-effective teacher training programs becomes one of the central 

questions of education policy. This paper provides experimental evidence on the impact and cost-

effectiveness of different teacher professional development interventions on student Science learning from 

                                                           
27

 In joint work with Facundo Albornoz (University of Nottingham and CONICET); Melina Furman (Universida de 

San Andres and CONICET); Mariana Luzuriaga (Universida de San Andres); María Eugenia Podestá (Universida de 

San Andres); Inés Taylor (Universida de San Andres). Accepted and soon to be published in the World Bank 

Economic Review. 
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a specifically designed large scale study, implemented in state primary schools in the city of Buenos 

Aires, Argentina. While the experiment is specific to the instruction of Science in Argentina, our results 

may have broad relevance for other curricula and other contexts.  

A typical training program consists of a short training session (Darling-Hammond, Wei, Andree, 

Richardson, and Orphanos, 2009). In our field experiment, we assess the marginal gain of complementing 

this basic training with two distinct teacher training models which provide different degrees of 

scaffolding. The first treatment is the provision of a structured curriculum unit (SC henceforth), which 

guides teachers in the organization, content and pedagogy of their lessons. The second treatment is 

supplementing the first two treatments (short training sessions plus SC unit) with weekly coaching. This 

allows us to study a comparison of a basic teacher training with no follow-ups with two distinct models 

with different degrees of support and associated costs.  

More specifically, we report the main findings and associated policy lessons of a randomized controlled 

experiment designed to assess the effect of different working modalities with in-service teachers on 

student learning in Science. As primary education is considered of key importance to lay the foundations 

of scientific literacy (Näslund-Hadley and Bando, 2016; Novak, 2005), we focus on 7th grade ‒the last 

level of primary school in CABA. The study involves 70 schools that constitute a representative sample of 

CABA state primary schools. Although seeking to provide experimental evidence of teacher training in 

general, our focus in Science has interest in its own right. Over the last decades, many governments and 

international organizations have advocated Science, Technology, Engineering and Maths (STEM) subjects 

and degrees to promote economic growth in a context of highly technological and rapidly changing 

societies and jobs. The promotion of scientific literacy has also been emphasized by standardized 

international student assessment programs such as the Programme for International Student Assessment ‒

PISA (OECD, 2016).  

The interest in our specific educational setting is easy to explain. Argentina, like the rest of Latin-

American countries, is a perfect setting to study the effect of different strategies to train teachers in 

Science. Despite several government initiatives aimed at encouraging Science education (see e.g. Serra, 

2001; Argentine Ministry of Education, 2007), the performance of Argentinian students in standardized 

assessments is still poor (UNESCO, 2016; Vegas, Ganimian and Bos, 2014). Even in CABA, the best 

performing Argentinian district, 41% percent of students only achieved the minimum level in Science, 

placing them as one of the lowest performing groups in the world (Martin et al., 2016; OECD, 2016). 

The participating schools were randomly assigned to three groups. Teachers in the three groups received a 

short-term training. Besides being widely used in other countries, this approach to teacher professional 
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development is also the most common one in Argentina (Argentine National Institute of Teacher Training, 

2016). Teachers that only received this short-term training form the control group. However, the literature 

indicates that gains in student achievement are weak and they can only be observed in longer training 

interventions with ongoing support (Yoon, Duncan, Lee, Scarloss and Shapley, 2007).
28

  In a recent 

review, Arancibia, Popova, and Evans (2016) conclude that only a few characteristics of teacher training 

programs, such as the inclusion of supplemental materials, follow-up visits, and focus on a specific 

subject, are positively associated with student test score gains. Our treatments include such characteristics. 

In our second group (Sequence Group henceforth), teachers received the same short-term training but 

complemented with on-going support through the use of a structured curriculum unit, which guided 

teachers in the organization, content and pedagogy of a given topic. Research shows that well-designed 

structured curriculum units can enhance training sessions by providing concrete ways of taking the 

approaches learnt in training directly to the classroom and serving as catalysts for local customization 

(Brown, 2009). Developing curriculum units is a key strategy followed by the Argentinian education 

authorities as part of their efforts to improve teaching (Argentine Ministry of Education, 2017; Educ.ar, 

2005). However, the literature also highlights challenges associated with the use of structured curriculum 

units. In some cases teachers adapt these units, making the lessons easier and more aligned to their regular 

practice, which lowers in turn their cognitive load (Davis, Janssen and Van Driel, 2016). Additionally, 

many factors may influence how and why teachers choose to adapt curriculum units, such as their 

previous teaching experience, knowledge, beliefs about science and education, among others (Arias, 

Davis, Marino, Kademian, and Palincsar, 2016; Forbes and Davis, 2010). 

One way to bridge the gap between structured curriculum units and the classroom and to help teachers 

truly understand the rationale behind each activity proposed in structured curriculum units is by providing 

teachers with pedagogical support (Kraft and Blazar, 2016). Thus, in the third group of our study (Coaches 

Group henceforth), teachers received the same short-term training complemented with on-going support 

through the use of the same structured curriculum unit than the Sequence Group plus the tutoring of 

pedagogical coaches. Coaches worked with teachers on a weekly basis  to promote that the full nature of 

the activities proposed in the curriculum unit was understood, and provided extra support, explanations 

and feedback depending on each particular teachers´ needs. The literature shows that coaches seem to 

increase the fidelity of implementation and improve teacher and student performance (Kretlow and 

Bartholomew, 2010) Kraft, Blazar and Hogan (2016) estimate that coaching raised student performance 

                                                           

28
 Some studies even show that a minimum of 50 or even 80 hours of training and continuous post-training support 

are required to observe any result (Gulamhussein, 2013). 
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on standardized tests by 0.15 standard deviations and improved instructional practice by 0.58 standard 

deviations based on effect sizes reported in 44 studies that used experimental or quasi-experimental 

designs. This effect compares favorably when contrasted with the larger body of literature on teacher 

training (Yoon, Duncan, Lee, Scarloss and Shapley, 2007; Garet, Wayne, Stancavage, Taylor, Eaton, 

Walters, Song, Brown, Hurlburt, Zhu, Sepanik, and Doolittle, 2011). 

Comparing these two treatment groups with the control group allows us to confidently establish the 

marginal effect of complementing training sessions with either just a structured curriculum unit or with 

additional coaching effort. Our first set of results clearly suggests that there is a gain in terms of learning. 

Specifically, students in the Sequence and Coaches Group learned between 55% and 64% of a standard 

deviation more than those students in the control group, respectively. This is equivalent to an average 

increase in student achievement from the 50th to the 66th (70th) percentile, approximately, for a student 

moved from the control condition to the structured curriculum condition (coaches condition). The 

marginal costs of doing so are also relative low compared to the benefits. Complementing training 

sessions with a structured curriculum unit costs (per student) 0.84 dollars per 0.1 standard deviations; in 

other words it costs 0.84 dollars to move a child from the 50th to the 53th percentile approximately, while 

complementing it with additional coaching effort costs (per student) 2.28 dollars per 0.1 standard 

deviations. 

Establishing empirically the additional effect of coaching with respect to a structured curriculum unit is 

also relevant in terms of policy. Although, in general terms, coaches seem to increase the impact of 

teacher professional development public policies, hiring, training and providing coaches is an expensive 

and human-resource intensive approach.
29

 According to our results, there is no general additional benefit 

in terms of student learning between the structured curriculum unit with and without on-going coaching. 

However, qualifying this result is another contribution of our paper. We find that additional coaching does 

make a difference for relatively inexperienced teachers. Specifically, student in the Coaches Group 

learned 82% of a standard deviation more than students in the Sequence Group when we consider the least 

experienced teachers. Therefore, tutors add a value for those teachers who are relatively inexperienced in 

teaching science and this is particularly true when we consider higher-order skills, which require more 

intensive teaching. This suggests that improving teaching in Science is not a matter of choosing the best 

strategy but the one that suits best the different types of teachers and learning goals.  

                                                           
29

 In Argentina, exact figures and numbers are not publicly available, but many in-service teacher professional 

development programs – in particular those which provide support for rural or non-central provinces – include and 

finance the training and deployment of coaches. For instance, a recent national initiative involved the hiring of 

coaches to support the work of 800.000 teachers (Argentine Ministry of Education, 2015). 
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Finally, a potential long-lasting effect of teacher training requires that the targeted teachers adopt the 

structured sequence and change their way of teaching. Thus, the obvious follow-up question is whether 

teachers under our treatment groups continued using the sequence a year after the training, when they had 

to teach the same topic. To answer this question, we contacted the participant teachers in the Sequence and 

Couches groups after the intervention to inquire about whether they continued using the sequence 

provided the prior year, even when this time their students were not going to be assessed. We find that 

almost every ―treated‖ 7
th
 grade Science teacher that remained in the same school continued using the 

sequence (100% in Sequence group and 89% in Coaches group). This is an encouraging finding as it 

suggests that the training produced persisting effects on teaching practices.  

The effect of teaching training on the learning experience goes beyond scores. Their impact on other 

dimensions of the learning process is of independent interest, but our study allows us to shed light on how 

the effective adoption of evidence-based Science teaching techniques affects the perceptions of students 

and teachers. We find that the structured curriculum unit seems to be an effective instrument to enhance 

curiosity and interest among students. In particular, using an index that captures these aspects, we find that 

pupils in the Sequence Group present a scale 20% of a standard deviation higher than those in the control 

group.  Results also show that both treatments favorably change teacher perceptions of their practices and 

their expectations of student learning. Compared to the Control Group, teachers in the Sequence Group 

and Coaches Group present a scale between 63% and 100% higher in their perception that their teaching 

practices meaningfully changed, that they enjoyed more teaching Science, that they taught more hours of 

Science and that students learned more and developed more skills. 

There is a growing body of the literature in economics devoted to evaluate the impact of different policy 

interventions at the school level. Most of this effort has gone into identifying the causal effects of two 

broad categories of interventions: (a) improving school inputs, such as textbooks or classroom libraries 

(Abeberese, Kumler, and Linden, 2014
30

; Glewwe, Kremer, and Moulin, 2009; He, Linden and Margaret, 

2009
31

), remedial education and/or assistant teachers (Banerjee, Cole, Duo, and Linden, 2007; Jacob and 

Lefgren 2004a), computers and computer-aided instruction (Linden 2008, Barrera and Linden, 2009; 

Cristia, Ibarraran, Cueto, and Severin, 2012; Mo, Zhang, Luo, Qu, Huang, Wang, Qiao, Boswell, 

                                                           
30 The main component of the program evaluated by these authors was providing schools with a set of age-

appropriate books. This component was completed with training teachers to incorporate Reading in the curriculum, 

and with a 31 day ―read-a-thon‖ to encourage children to read and supporting teachers as they incorporate Reading 

into their classes. 

31
 He, Linden and Margaret (2009) assessed a program that consisted of two main components: the child library and 

the activities carried out in class, which included using story books, flash cards for word and letter recognition, and 

charts to instruct children. 

http://www.tandfonline.com/author/Qiao%2C+Yajie
http://www.tandfonline.com/author/Boswell%2C+Matthew
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and Rozelle 2014; Muralidharan, Singh and Ganimian, 2016; Berlinski and Busso, 2017), and other 

instructional technology, like flashcards (He, Linden, and MacLeod, 2008) or flipcharts (Glewwe, 

Kremer, Moulin, and Zitzewitz, 2004); and (b) providing additional educational resources and their 

management, including the effect of voucher programs (Angrist, Bettinger, Bloom, King and Kremer, 

2002) or lumps sum grants to schools (Das, Dercon, Habyarimana, Krishnan, Muralidharan, and 

Sundararaman, 2013), as well as organizational changes like, for example, curricular design (Harris, 

Penuel, DeBarger, D‘Angelo and Gallagher, 2014; De Philippis, 2016), reducing class size (Angrist and 

Lavy, 1999; Urquiola, 2006; Krueger and Whitmore, 2002; Fredriksson, Ockert, and Oosterbeek, 2012), 

group tracking (Duflo, Dupas, and Kremer, 2011), enhancing teacher incentives (Duflo, Hanna, and Ryan, 

2012; Glewwe, Ilias and Kremer, 2010), and providing large-scale assessments to inform improvements in 

school management and classroom instruction (de Hoyos, Ganimian, Holland, 2017). We see our paper as 

a contribution to both literatures insofar as training teachers has a direct effect on school inputs and we are 

able to identify and evaluate alternative ways to organize and deliver this training.  

The identification of the causal effect of on-the-job or in-service teacher training has received far less 

attention.
32

 Most of this research in education economics uses regression discontinuity strategies to 

estimate the effect of different training programs. For example, Jacob and Lefgren (2004b) find no 

evidence on student achievement of an in-service training program targeting teachers of math and Reading 

in elementary schools located in, relatively poor areas, in the United States. Angrist and Lavy (2001) 

estimate the effect of in-service teacher training on achievement in Jerusalem elementary schools. In this 

case, results are more encouraging. They find that the training program improved test scores by 0.2 to 0.4 

standard deviations in secular schools but that seemed to have no effect in religious schools (which were 

poorly organized).  

More closely related to our paper, there is an emerging literature on teaching training based on 

experimental evidence. Bassi, Meghir, and Reynoso (2016) use a randomized controlled trial to estimate 

the effectiveness of guided instruction methods in under-performing schools in Chile. Teachers in treated 

schools received detailed classroom guides and scripted material to follow in their lectures. They find that 

only the most advantaged students within treated schools (students from higher income families within our 

lower income population) benefit from the program, improving test scores by almost 0.2 of a standard 

                                                           
32

 There are a number of papers in the education literature studying the effect of on-the-job or in service teacher 

training programs. This literature has been recently reviewed by McEwen (2015), who concludes that most of these 

studies do not identify the pure effect of training as it usually overlaps with other type of treatments, such as class 

size reductions or other institutional treatments. Also these papers are based on small scale studies. An example of a 

RCT study on the effect of teacher training in Science is Sloan (1993), which involved a sample of 173 students and 

whose results on the positive effects of the intervention were later discarded by Yoon, Duncan, Lee, Scarloss and 

Shapley (2007) for not addressing clustering and multiple outcomes.  

http://www.tandfonline.com/author/Rozelle%2C+Scott
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deviation. Finally, Cilliers and Taylor (2017) conduct a randomized evaluation of two interventions in 

South Africa aimed at improving early grade Reading. As in our analysis, both interventions involved a 

short training session but one of the groups received additional coaching sessions.  They find that only the 

intervention complemented with coaching had an impact in reading proficiency (about 0.25 standard 

deviations relative to the control group).  

The remainder of the paper is organized as follows: Section 2 presents the research context and Section 3 

explains the design of the experiment, describes the components of the intervention and explains the data 

collection process. Section 4 presents the research sample. Section 5 presents descriptive statistics for the 

main variables. Section 6 discusses our identification strategy and Section 7 shows the main results of the 

paper. Finally, Section 8 concludes and reflects on the implications in educational policy. 

2. Research Context 

In Argentina, education from primary school through high school education is compulsory and free of 

charge. The country has one of the highest rates of literacy (98%) and school-life expectancy (16 years) in 

the world (World Bank, 2014). Although attendance and completion at the secondary school level remains 

an issue, primary education is considered to be universal.  

According to official statistics, Argentina has 11 million students enrolled in four education levels: pre-

school (ages 3-5, 15.6%); primary (ages 6-11, 41%); secondary (ages 12-17, 35.5%) and tertiary (ages 18-

22, 7.9%). The majority of these students (71%) attend public schools (DINIECE, 2015)
33

.  

Between 2003 and 2013 student numbers increased by approximately 10%, while the number of teachers 

increased by more than 20% over roughly the same period (DINIECE, 2004; DINIECE, 2015). This 

allowed Argentina to reach a pupil-teacher ratio of 11, the lowest in Latin America after Cuba (OECD, 

2016), although it is worth noting that this ratio varies considerably across provinces.  

Although there have been large successes in terms of increasing coverage, the Argentinean education 

system fails to provide high quality education (at least as measured by standardized test scores). While 

other countries in the region improved learning outcomes since 2000 - measured by the OECD‘s Program 

for International Student Assessment (PISA) - Argentina‘s scores show no progress (at best) in Science, or 

even experienced a marginal decline between 2000 and 2012.
34

 According to the 2012
35

 study, Argentina 

                                                           

33
 These figures do not include special and adult education. 

34
 According to De Hoyos, Holland and Troiano (2015), there is a gradual increase in Argentina‘s Science scores 

between 2006 and 2012, but it is not statistically significant at conventional levels (95%). 
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ranked amongst the lowest of the participating countries (59 out of a possible 65) (OECD, 2014).
 36

  

CABA, being the wealthiest jurisdiction in Argentina, exhibits some specific features; namely a lower 

share of students attending public schools (49%) and higher levels of student achievement (DINIECE, 

2015). Despite this, international assessments show that the level of achievement of CABA students in 

Science is still well below the OECD average (OECD, 2016). Problems with teaching and learning 

Science in CABA were also highlighted by the last wave of the Trends in International Mathematics and 

Science Study (TIMSS), according to which CABA students (4th- and 8th-graders) place at the bottom of 

the world ranking, just above Egypt and South Africa (Martin, Mullis, Foy and Hooper, 2016). These 

results are not surprising given the reality of science education in Argentina, where lessons are mostly 

teacher-centered and focused on the transmission of encyclopedic content, far from competency-based 

international learning standards, such as those assessed by TIMMS and PISA (Argentine Ministry of 

Education, 2007). Countries with high levels of scientific literacy tend to implement inquiry-based 

approaches which position students as active knowledge producers in a classroom community of practice, 

placing importance on the development of specific science skills and deep understandings (OECD, 2016).  

3. Experimental design 

We carried out a randomized controlled experiment to assess the effect of different teacher professional 

development approaches on student learning in Science. The intervention focused on a compulsory unit of 

the seventh grade Science national curriculum: the Human Body.  

The intervention consisted of a random allocation of 70 CABA state primary schools to one of three 

experimental groups (Appendix 1 describes the intervention‘s timeline). Thus, the unit of randomization 

was the school.
37

 All teachers involved received one in-service 4-hour training session for all 7th grade 

Science teachers, and were then asked to teach the Human Body Science unit, according to national 

curriculum guidelines, over the following 12 weeks. During the training session, teachers discussed and 

took part in inquiry-based activities related to the teaching of the Human Body topic.
38

 This session was 

                                                                                                                                                                                            
35

 Argentina participated in PISA 2015, but its results were excluded from the main report due to problems with 

sample design. However, CABA participated as an adjudicated region and was included in the results.  
36

 In a similar vein, results of the UNESCO Second Regional Comparative and Explanatory Study (SERCE), applied 

to students of 3rd and 6th graders, show that only 11.4% of students of 6th grader were able to explain everyday 

situations based on scientific evidence, use models to explain natural phenomena or draw conclusions based on data 

(UNESCO, 2009).  
37

 The randomization was at the school level and not at the classroom level because 46% of the schools in our sample 

shared the same science teacher for at least one of their classrooms. Therefore, assigning classrooms to different 

treatments was operationally impossible. 
38

 Details on the specific activities carried out during this session are available upon request. 
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designed and run by specialists in Science education at the School of Education, University of San Andrés 

(Argentina). Those teachers receiving only this training form the control group.  

In the first treatment group (Sequence Group), teachers received the same 4-hour training session and a 

structured curriculum unit that outlined how to teach the Human Body using an inquiry-based approach.
39

 

The structured curriculum unit focused not only on Human Body content, but also on the development of 

Science competencies, as defined by the ability to explain phenomena scientifically, evaluate and design 

scientific inquiry and interpret data and evidence scientifically (OECD, 2016). This document included 

experiential learning activities, which are a departure from more common and traditional teaching 

methods
40

, along with questions, approaches and worksheets for students. The structured curriculum unit 

was designed by Science Education specialists with a group of seventh grade teachers who were not part 

of the schools selected for the study. Teachers were expected to adapt and implement these activities over 

the following 12 weeks.  

In the second treatment group (Coaches Group), teachers also received the same 4-hour training session 

and structured curriculum unit, but their training was complemented with weekly sessions with a 

pedagogical coach. The coaches  met with  teachers at their schools during planning periods of 60 minute 

sessions over 12 weeks with the aim to guide and support teachers on how to implement the structured 

curriculum unit, as well as to enhance teacher reflection on their practice. The pedagogical coaches were 

recruited by the School of Education, University of San Andrés. They were selected based on their 

knowledge and prior experience in Science education, as well as their potential to create a positive 

working relationship with participating teachers. They all held at least a bachelor's degree in Science 

and/or pedagogical certification (Table A2.1 of Appendix 2 reports their main demographic 

characteristics). In addition, coaches received regular training sessions every fortnight throughout the 

intervention (a total of eight 3-hour meetings) and they were given access to an extensive library of 

guiding documents and resources to support their work  

3.1. Design of the assessment instrument 

A central part of the design of any experiment is to determine the outcome measure, which in this case is 

student achievement in Science. Together with university specialists in Science education, an assessment 

                                                           
39

 Given that inquiry-based pedagogies have been shown to promote Science competencies (Minner, Levy and 

Century, 2009), this approach was chosen for this unit with a particular emphasis on active learning. 
40

 Examples of these activities include investigating changes in heart rate, measuring lung capacity, dissecting organs 

and evaluating historical experiments. The structured curriculum unit designed for this study is available upon 

request. 
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instrument (hereafter referred to as the ―Science test‖) was developed to measure learning and to 

potentially distinguish the gains from the different working modalities with teachers.  

First, following an in-depth analysis of the unit of Human Body, the topics included in the Science test 

were determined. In addition to this, three levels of skills were outlined: (i) basic skills, which required 

students to recall scientific content (such as identifying organs) and read simple tables and graphs; (ii) 

medium-order skills, which required students to explain scientific phenomena and develop conclusions 

based on simple experimental data; and (iii) higher-order skills, which required students to describe how 

different body systems work together, identify researchable questions, design experiments to address 

hypothesis, explain scientific phenomena and draw conclusions based on more complex experimental data 

(Appendix 3 details the differences between these skills).  

We developed the Science test using the following procedure: (1) we created a pool of items for basic, 

medium- and higher-order content areas following the structure of PISA and TIMMS Science questions; 

(2) experts reviewed the items; (3) we piloted the test in two 7th grade classrooms at schools not 

participating in the project, and performed think-aloud exercises with students to better understand their 

answers and make adjustments; and (4) a panel of experts reviewed the final assessment instrument.  

The outcome of this process was an 11-items Science test of approximately one hour of duration. It 

consisted of both multiple- choice and open-ended questions. This combination allowed us to capture a 

wider range of student responses, including stronger evidence of critical thinking skills, than is typically 

associated with only multiple-choice tests (Stanger-Hall, 2012).The test was administered at the end of the 

intervention at each school by external observers to guarantee the fidelity of its implementation under 

strict exam conditions. The test had sound psychometric properties. The scale reliability coefficient 

(Cronbach‘s alpha) is 0.79 in the full sample data and 0.76 in the Control Group. The test also shows a 

statistically significant correlation of 0.37 across schools with the Language score in the local end-of-

primary exam of 7th grade (FEPBA, for its Spanish acronym). 41 

The Science test questions were weighted according to difficulty, with higher-order questions scoring 3 

points, medium-order questions scoring 2 points and basic-skills questions scoring 1 point. Answers were 

classified as either ―Correct‖, for which they achieved full marks; ―Partially correct‖, for which they 

achieved half of the maximum marks for the given question; ―Incorrect‖, for which no marks were given; 

and ―Omitted‖, when no answer was given and for which no marks were given. Tests were corrected by 

                                                           
41

 The FEPBA test was prepared and administered to 7
th

 grade students of both private and public schools in CABA 

by the Ministry of Education of CABA in 2014. 
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specialists using a common rubric, which was shared and discussed during a half-day training session. 

Answers being challenging to classify were then discussed and determined by multiple assessors.  

3.2. Experimental Data  

We collected data on all students, teachers and schools. After the intervention, we conducted a student 

survey to collect socio-demographic data in order to check whether the randomly created groups of 

schools were comparable.
42

 We also administered the Science test after schools had completed their 12 

week intervention, followed by a student questionnaire designed to measure fidelity of implementation, 

students‘ perceptions on the teaching they had experienced and their attitudes towards Science. These 

questions were later used to build an index that measured if learning was interesting and relevant as well 

as if teaching practices inspired curiosity (See Appendix 4 for a detailed description of the index).
43

 These 

questions were based on a validated instrument, the Tripod Survey for Students (Bill and Melinda Gates 

Foundation, 2012).  

Before and after the intervention took place, we obtained additional information about the teachers. As a 

baseline, we gathered background characteristics of teachers and general information about their Science 

class. In the post-intervention survey, teachers responded a set of questions to assess the fidelity of 

implementation of the intervention, as well as perceived changes in class dynamics and teaching practices. 

Finally, we collected administrative information at the school level. This information included data on 

school and seventh grade enrollment, number of classrooms and teachers, repetition rate, promotion rate, 

over-aged rate, location of the schools and the Language score in the local end-of-primary exam of 7th 

grade (FEPBA). 

4. The sample 

Our sample consisted of 70 state primary schools from 6 (out of 21) school districts within CABA, giving 

a representative sample of state primary schools in the jurisdiction.
44

 These 70 schools involved about 

3,000 students, grouped into 136 seventh grade classes, and 99 Science teachers (Table 1). Participating 

schools were randomized into a Control Group of 24 schools and two treatment groups, each of them 

composed of 23 schools. 
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 The student survey was collected in the classroom and contained information on students‘ characteristics, their 

family and socioeconomic background. 
43

 See, for example, the Measures of Effective Teaching (MET) project where results show that student surveys 

produce more consistent results than classroom observations or achievement gain measures (Bill and Melinda Gates 

Foundation, 2012).  
44

 Currently, there are 455 state primary schools in CABA. Thus, the share of schools included in our sample is 15%. 
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Table 1. Background characteristics of the sample 

  
All 

sample 

Control 

Group 

Sequence 

Group 

Coaches 

Group 

Number of schools 70 24 23 23 

Average students per school 301 316 289 297 

Number of class divisions in 7th grade 136 50 44 42 

Number of students in 7th grade  2965 1086 917 962 

Number of Science teachers in 7th grade 99 36 32 31 

On average, schools in the experiment were comparable to the rest of primary state schools throughout 

CABA. Table A5.1 of Appendix 5 compares the average characteristics of the 70 participating schools 

with the characteristics of the non-participating primary state schools in CABA. As shown, there are no 

significant statistical differences between participating and non-participating schools in their size, seventh 

grade size, and seventh grade classrooms, as well as in student‘s promotion rate, over-aged rate and drop-

out rate per school.
45

 We find only one statistically significant difference, at 90% of confidence, in 

student‘s repetition rate per school, which is slightly higher for the schools included in the experiment. 

However, we do not find any statistically difference in the FEPBA results. This is also reflected in Figure 

A4.1 of Appendix 4 that shows that the distributions of study participants and non-study participants‘ 

scores share a substantial common support. Finally, there are no statistically significant differences in the 

Social Vulnerability Index at the school district level, which ranks houses in each school district according 

to their degree of vulnerability in terms of material and non-material assets.
46

 Based on these results, we 

can confidently state that the participating schools constitute a representative sample of the CABA 

primary state schools. 

5. Randomization and Descriptive Statistics  

Table 2 presents pre-treatment main sample means and standard deviations for the full sample and 

experimental groups. Half of the students in the research sample are female and on average they are 

approximately 12 years old. The majority were born in Argentina (86%). In relation to their 

socioeconomic background, approximately 70% of the students have parents with secondary education. In 

addition to this, 90% of the students have access to Internet in their homes; and 59% and 64% of them also 
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 Over-aged students are those who are older than the normal age for a grade level, as defined by law. 
46

 The Social Vulnerability Index (SVI) is a weighted index, calculated by the Ministry of Education of CABA, 

which assigns a value to each household according to its characteristics with respect to the material and non-material 

assets. In this way, households are ranked according to their degree of vulnerability. Households that have the 

highest vulnerability assume the value of 1 in the index while those that have the lowest vulnerability assume the 

value of 0 in the index. 
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owning at least one air conditioning and one car in their homes, respectively.. Finally, about 65% of 

students missed, at most, one class per month since the beginning of this investigation (see Appendix 6 for 

more details on other variables) .In terms of participating teachers, Table 2 shows that 88% of them are 

female with an average age of 42 years. Near 45% of teachers have a post-graduate certificate and, on 

average, they have gained about 12 years of teaching experience and 6.5 years of teacher experience in 

Science. Almost all of them participated in some form of teacher training in the last two years and half of 

them have ever used a structured curriculum unit. 

Table 2 shows that schools enroll an average of 301 students and 42 students in 7
th
 grade, which are, most 

commonly, divided in two classrooms. Repetition rate in 7
th
 grade is 3% on average, and school over-aged 

and promotion rate are on average 15% and 97%, respectively.  

We also report the FEPBA score in Language, which presents an average of 448.
47

 We do not discuss here 

the meaning of this score, but use this variable with the sole intention of comparing student academic 

performance across our groups of CABA schools. 

Are the experimental groups similar with each other and representative? Table 3 displays the differences 

in the means along with p-values from two-tailed t-tests of equality of means across experimental groups. 

As we can see, the treatment and Control groups do not differ significantly in any observable dimension. 

The only variable with a statistical difference at the 95% level of confidence is student age, where Control 

Group students are slightly younger than those in the Sequence Group. However, this difference is very 

small and vanishes when considering 7
th
 grade repetition rate, which is balanced across the three 

experimental groups (see Appendix 6 for further differences in the means of other variables).   

                                                           
47

 It is important to note that there is no school-specific measure of Science knowledge of 6
th

 or 7
th

 grade student 

available in Argentina or CABA. Therefore, to the best of our knowledge, FEPBA score in Language is the best 

approximation, based on administrative data, which we can make. 
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Table 2. Pre-treatment characteristics 

  All simple Control Group Sequence Group Coaches Group 

  N Mean Sd Mean Sd Mean Sd Mean Sd 

Student-level variables          

Percent female 2359 0.49 0.50 0.51 0.50 0.48 0.50 0.49 0.50 

Age 2346 12.19 0.52 12.17 0.49 12.22 0.55 12.18 0.52 

Percent of Argentines 2341 0.86 0.34 0.86 0.35 0.87 0.34 0.86 0.35 

Mother or father education (secondary) 1858 0.71 0.46 0.72 0.45 0.71 0.45 0.69 0.46 

Have internet in their home 2279 0.90 0.31 0.91 0.29 0.89 0.32 0.89 0.31 

Have air conditioning in their home 2130 0.59 0.49 0.60 0.49 0.60 0.49 0.58 0.49 

Have at least one car in their home 2162 0.64 0.48 0.64 0.48 0.66 0.48 0.62 0.49 

At most, missed one class per month 2288 0.65 0.48 0.66 0.48 0.64 0.48 0.64 0.48 

Teacher-level variables          

Percent female 91 0.88 0.33 0.85 0.36 0.89 0.32 0.90 0.31 

Age 90 41.52 8.75 39.59 8.69 42.64 9.46 42.75 7.94 

Percent with Post-Graduate Certificate 91 0.43 0.50 10.42 6.67 12.68 6.49 12.26 8.36 

Percent with University degree 91 0.10 0.30 5.81 5.58 7.04 5.62 6.75 7.79 

Seniority in teaching (in years) 91 11.70 7.19 3.52 3.28 4.09 3.49 3.23 4.29 

Seniority in teaching Science  (in years) 88 6.48 6.33 0.35 0.49 0.50 0.51 0.45 0.51 

Percent of teachers that participated in trainings 91 0.90 0.30 0.91 0.29 0.96 0.19 0.83 0.38 

Percent of teachers that used a teaching sequence 91 0.55 0.50 0.62 0.49 0.46 0.51 0.55 0.51 

School-level variables          

Students per school 70 301.20 132.10 316.50 139.60 289.60 127.70 296.80 132.80 

Students of 7th grade 70 42.36 19.42 45.25 22.16 39.87 16.85 41.83 19.21 

School promotion rate (%) 70 0.97 0.02 0.98 0.03 0.97 0.02 0.97 0.02 

School drop-out rate (%) 70 0.00 0.01 0.00 0.00 0.00 0.01 0.00 0.00 

School over-aged rate (%) 70 0.15 0.07 0.15 0.08 0.16 0.08 0.14 0.06 

FEPBA score in Language  70 488.16 18.05 487.03 18.17 487.86 20.02 489.66 16.49 

Note: N means number of observation in the full sample and Sd means standard deviation. 
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Table 3: Balance across Treatments 

 Sequence vs. 

Control 

Coaches vs. 

Control 

Coaches vs. 

Sequence 

Student-level variables    

Percent female -0.03 -0.02 0.01 

Age 0.06** 0.01 -0.04 

Percent of Argentines 0.01 0.00 -0.01 

Mother or father education (secondary) -0.01 -0.04 -0.03 

Have internet in their home -0.03 -0.02 0.00 

Have air conditioning in their home 0.00 -0.02 -0.02 

Have at least one car in their home 0.02 -0.02 -0.04 

At most, missed one class per month -0.02 -0.02 -0.01 

Teacher-level variables    

Percent female 0.04 0.04 0.00 

Age 3.06 3.16 0.11 

Percent with Post-Graduate Certificate 0.15 0.10 -0.05 

Percent with University degree 0.13 0.11 0.10 

Seniority in teaching (in years) 2.26 1.84 -0.42 

Seniority in teaching Science  (in years) 1.23 0.94 -0.29 

Percent of teachers that participated in 

trainings 

0.05 0.08 -0.14* 

Percent of teachers that used a teaching 

sequence 

0.15 0.07 0.09 

School-level variables    

Students per school -26.98 -19.72 7.26 

Students of 7th grade -5.38 -3.42 1.96 

School promotion rate (%) -0.01 0.00 0.01 

School drop-out rate (%) 0.00 0.00 0.00 

School over-aged rate (%) 0.01 0.00 -0.01 

7th student‘s repetition rate (%) 0.02 0.00 -0.02 

FEPBA score in Language 0.83 2.63 1.80 

Note: Each entry indicates the mean difference between the two experimental groups in the column 

for the corresponding variable in each line. * indicates that the difference of means test is 

significant at 10%; ** significant at 5%; *** significant at 1%.  
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Only 14.5%, 15.3% and 17% of students in the Control, Sequence and Coaches group, respectively, 

did not complete the Human Body test. These are relatively low non-response rates and, as it is 

shown in Table 4, there is no statistically significant difference in the number of students who 

missed or omitted the test across the experimental groups. Finally, only 7 out of the 136 classrooms 

failed to teach lessons on the Human Body unit, which implies an attrition rate of 5%. Appendix 7 

shows that excluding classrooms not completing the Human Body unit carries no effect on the 

balance across the experimental groups (see Table A7.1).  

Table 4. Differences in the non-Response Rates 

 

Sequence 

vs. Control 

(1) 

Coaches 

vs. Control 

(2) 

Coaches vs 

Sequence  

 (3) 

Missing (or omitting) student test 0.008 0.025 0.017 

Note: Each entry indicates the mean difference between the two experimental groups in the 

column for the students who missed or did not complete the student test. * indicates that the 

difference of means test is significant at 10%; ** significant at 5%; *** significant at 1%.  

6. Identification Strategy 

Our goal is to understand how using a structured curriculum or receiving, as a complement, weekly 

coaching meetings can influence learning outcomes in a randomized controlled experimental 

setting. In this setting, the Control Group estimates what would have happened to the treated groups 

in the absence of the intervention. The validity of the Control Group is evaluated by examining the 

exogeneity of treatment status with respect to the potential outcomes, and by testing whether pre-

intervention characteristics of the treatment and Control Groups are reasonably similar. As 

discussed in Section 5, we find a strong similarity across the three experimental groups. The 

similarity across pre-treatment characteristics is consistent with the exogeneity in the allocation of 

schools in each treatment. 

When the treatment status is exogenous, estimating the average treatment effects is straightforward. 

The random assignment of schools to treatment/control groups allows us to identify the average 

treatment effect by simply comparing the means of each of the two treatment groups with respect to 

the Control Group. Operationally, we estimate by Ordinary Least Squares a set of models of the 

following form: 



 

91 

 

 

                                                           (1) 

where   indexes students and   indexes schools.     is the outcome of interest (e.g., student 

performance in the Human Body test) of student   in school  .     is a dummy variable indicating 

treatment status. We also include control variables ( ). Specifically, we control for students 

characteristics (gender, age, nationality, parent‘s education, if the student missed at most one class 

per month, if the student has internet in his home), teacher characteristics (gender, age, years of 

experience in teaching, if she/he has post-graduate certificates) and school characteristics (school 

size, 7
th
 size, 7

th
 repetition rate, FEPBA score in Language, school district –or location). The 

parameter of interest   is the average treatment effect (e.g., the average effect on student 

performance in the Human Body test of being in the treatment group versus the status quo). Finally, 

    is the error term.  

The specifications of the model stated in equation (1) take into account the potential correlation 

between students‘ and teachers‘ performance and behavior by clustering the standard errors at the 

school level (i.e. the unit of randomization). However, the standard error estimates are typically not 

sensitive to the level of clustering. 

For expositional reasons, we estimate equation (1) for each treatment separately. The results hold if 

we included both treatments in the same regression.48 

7. Results 

In section 7.1 we discuss our main results regarding the effect of the treatments on student learning. 

As their effects may depend on how teachers respond to the intervention, section 7.2 explores the 

average treatment effect conditioned to teacher experiences. Finally, section 7.3 extends our 

analysis beyond the test results and explores how the different interventions affected students‘ and 

teachers‘ perceptions about learning and teaching Science.  

7.1. Student Learning 

Table 5 shows the mean and standard deviation of the standardized score in the Science test, which 

was calculated using the mean and standard deviation of the Control Group, the score according to 
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 The results of this estimation are available upon request. 
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different levels of skills (Basic, Medium and High-order skills) as well as the percentage of correct, 

incorrect and omitted answers across experimental groups. We can see that the average score for the 

Sequence Group is 0.36 standard deviations higher than the average score for the Control Group, 

whereas the average score of the Coaches Group is 0.53 standard deviations higher that of the 

Control Group. It seems that both treatments were more effective in promoting middle and higher 

order skill development in students than basic skills. In addition to this, the percentage of correct 

answers increased in both treatments, while the percentage of incorrect and omitted answers 

decreased. 

Table 5. Mean and Standard deviation of learning outcomes 

Variable 
Control Group Sequence Group Coaches Group 

N Mean Sd N Mean Sd N Mean Sd 

Science score 790 0 1 771 0.506  1.119 801 0.681 1.156 

Science score (Basic skills)  790 0 1 771 0.185 0.998 801 0.292 0.966 

Science score (Medium skills) 790 0 1 771 0.554 1.088 801 0.583 1.102 

Science score (Higher-order 

skills) 
790 0 1 771 0.386 1.134 801 0.654 1.195 

Percent of correct answers 790 0.326 0.202 771 0.409 0.24 801 0.436 0.243 

Percent of incorrect answers 790 0.217 0.16 771 0.166 0.158 801 0.161 0.153 

Percent of omitted answers 790 0.203 0.203 771 0.145 0.171 801 0.113 0.166 

Note: N means number of observation and Sd means standard deviation 

Table 6 presents the results on student learning. The dependent variable is the standardized score in 

the Science test, which was calculated using the mean and standard deviation of the Control Group. 

This allows interpreting the coefficient as the treatment effects in terms of the standard deviation. 

Columns (1) and (2) of panel A show the effect of the structured curriculum unit (Sequence Group) 

and the coaches (Coaches Group) in comparison with the Control Group. The estimated coefficients 

are all statistically significant and present a positive sign. The average treatment effect of the 

structured curriculum is an increase of 55% of a standard deviation in Science scores and the 

average treatment effect of the coaches is an increase of 64% of a standard deviation in Science 

scores. Thus, students in the Sequence and Coaches Group learned between 55% and 64% of a 

standard deviation more than those students in the Control Group. This is equivalent to an average 

increase in student achievement from the 50th to the 66th percentile in the case of the Sequence 

Group whereas, if they were treated in the Coaches Group, the improvement goes from the 50th to 

the 70th percentile approximately. These effects are considered to be rather large for interventions 
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with similar characteristics (see for example Allen et al (2011); Campbell and Malkus (2011); 

Sailors and Price (2010 and 2015); Matsumura, Garnier, Correnti, Junker, and DiPrima Bickel 

(2010); Bassi, Meghir, and Reynoso (2016)).  

Although the estimated coefficient of the Coaches Group (column 2) is higher than that of the 

Sequence Group (column 1), we find its marginal effect is not statistically significant. This is shown 

in column 3 that presents the result of the Wald test, which evaluates the difference in the 

coefficient between column 1 and 2. This finding is relevant in terms of policy as it would suggest 

that just the implementation of a structured curriculum would be sufficient to improve average 

results in learning outcomes in Science in the short term.  

Panel B of Table 6 reports the same analysis but splitting the score according to different levels of 

skills (Basic, Medium and High-order skills). The findings are similar: although both treatments 

improve learning, we do not find a significant difference in their effects. Interestingly, the average 

treatment effect of the Coaches Group increases as the content evaluated (or items) becomes more 

complex (see column 2). This implies that the Coach treatment was more effective in promoting 

higher order skill development in students than either the 4-hour training session or the provision of 

the structured curriculum unit.  

The mechanism through which both the Sequence and Coaches treatments appear to increase 

Science test-scores involves an increase in the percentage of correct answers. Students in the 

Sequence and Coaches Group exhibit 10% more correct answers than students in the Control Group 

(panel C). But we also observe that the treatments reduce the number of omitted and incorrect 

answers. This suggests that the interventions did not only increase Science learning (which is shown 

in both the increase of correct answers and the reduction of incorrect ones), but also motivated 

students to answer more questions.49  
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 The results of estimating equation (1) without controls are consistent with those reported in Table 6 and 

available upon request. 
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Table 6. Results on Science learning 

Dependent variable 

Sequence vs. 

Control 

(1) 

Coaches vs. 

Control 

(2) 

Wald Test 

(3) 

Panel A 

Science score 0.550*** 0.647*** 0.45 

  (0.125) (0.137) [0.502) 

Observations 1,105 1,110  

Panel B 

Science score (Basic skills)  0.276*** 0.282*** 0.01 

  (0.081) (0.081) [0.951] 

Observations 1,105 1,110  

Science score (Medium skills) 0.571*** 0.534*** 0.07 

  (0.130) (0.130) [0.791] 

Observations 1,105 1,110  

Science score (Higher-order skills) 0.416*** 0.638*** 2.39 

  (0.124) (0.139) [0.122] 

Observations 1,105 1,110  

Panel C 

Percent of correct answers 0.103*** 0.110*** 0.06 

  (0.023) (0.026) [0.800] 

Observations 1,105 1,110  

Percent of incorrect answers -0.057*** -0.050*** 0.17 

  (0.014) (0.015) [0.680] 

Observations 1,105 1,110  

Percent of omitted answers -0.053** -0.079*** 1.62 

 (0.020) (0.020) [0.203] 

Observations 1,105 1,110  

Note: ** significant at 5%; *** significant at 1%. Robust standard errors in parentheses clustered 

at school level. P-values are in brackets in the third column. Controls: (i) students characteristics 

(gender, age, nationality, parent‘s education, if the student missed, at most, one class per month, if 

the student has internet in his home), (ii) teacher characteristics (gender, age, years of experience, 

if she/he has post-graduate certificates) and (iii) school characteristics (school size, 7
th
 size, 7

th
 

repetition rate, FEPBA score in Language, school district –or location). All the regressions exclude 

the classrooms where the Human Body Unit was not taught. 

Our findings are especially important given the big difference in treatments‘ costs. Whilst the cost 

per student for the Control Group was 1.4 dollars, for the Sequence Group the cost per student was 

4.6 dollars and for the Coaches Group it was 14.7 dollars
50

. This includes the costs of hiring and 
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 Our calculations correspond to 2016 US dollar. 
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training the tutors, teacher seminar materials as well as curriculum unit design and printing. The 

estimates of Table 7 allow us calculating the cost-effectiveness of the program. Providing teachers 

with a short-term training complemented with a structured curriculum costs (per student) 0.84 

dollars per 0.1 standard deviations. Whereas, providing teachers with the same short-term training 

complemented with on-going coaching through the use of the same structured curriculum costs (per 

student) 2.28 dollars per 0.1 standard deviations. In other words, it costs 0.84 dollars to move a 

child from the 50th to the 53th percentile, approximately, in the first intervention, and 2.28 dollars 

in the second intervention. Therefore, providing teachers with a structured curriculum is 2.7 times 

more cost-effective for the total score than complementing it with on-going coaching. Even though 

cost effectiveness calculations might not be perfectly comparable across program, in general terms, 

our calculations are in line with other interventions based on teacher training programs (see for 

example Banerjee, Cole, Duflo and Linden (2007)).  

In order to deepen our analysis, we investigated whether any group of students experienced more 

gains in test-score results. Table A8.1 in Appendix 8 displays separate estimates for students below 

(first panel, ―high performance‖) and above (second panel, ―low performance‖) the mean test-score 

for each group. We can see that, in general, both the use of the structured curriculum unit and the 

coaches seem to benefit more high performing than low performing students: in both treatment 

groups, high performing students obtained a significantly higher percentage of correct answers and 

lower percentage of incorrect and omitted ones. In particular, the gain of high performing students 

in the Coaches Group is almost twice the gain of low performing students in the same group, while 

the gain of high performing students in the Sequence Group is 19% higher than the gain of low 

performing students in the same group.  However, although the Coaches Group has a slightly higher 

impact in increasing test-scores than the Sequence Group for the high performing students, we still 

observe no statistically significant difference between these two treatments (see column 3).  

Another factor of interest is to analyze whether learning results differ according student gender. 

Table A8.2 in Appendix 8 reports separate estimates of the average treatment effects for female and 

male students. As it can be observed in column (1), there is no difference in the average treatment 

effect within the Sequence Group between girls and boys. However, column (2) shows that the 

average treatment effect of the coaches is higher for girls than boys. In particular, test-scores for 

girls in this group are almost 33% higher than for boys, while the percentage of correct answers and 

omitted answers are near 25% higher and 39% lower for girls than boys respectively. Nevertheless, 
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we still find no difference in the average treatment effect of the coaches in comparison with the 

Sequence Group either for males or females (see column 3).   

7.2. The role of teachers’ experience 

An important message conveyed in our previous results is that there is no statistical difference 

between supporting teacher training with a structured curriculum unit with or without pedagogical 

coaches, which suggests that the additional learning gain from coaching in Science is weak. We 

explore in this section whether this result is conditional on teaching experience. To do so with 

estimate the following model using OLS: 

                                                          (2) 

where, as in equation (1),   indexes students and   indexes schools.     is the outcome of interest, i.e. 

student scores in the Human Body test.     is a dummy variable indicating treatment status.     

represents a set of control variables (students characteristics: gender, age, nationality, parent‘s 

education, if the student missed at most one class per month, if he has internet in his home; teacher 

characteristics: gender, age, general teaching experience (in years), if she/he has post-graduate 

certificates; and school characteristics: school size, 7
th
 size, 7

th
 repetition rate, FEPBA score in 

Language, school district –or location).        represents an interaction term between treatment 

status (  ) and a dichotomous variable ( ) that equals to 1 if the teacher has less than two years of 

experience in teaching Science (first quartile in our sample) and zero otherwise, we call this 

variable ―low experience‖. Now, our parameters of interest are   (the average treatment effect) and 

  (the marginal effect of teaching experience). Finally,     is the error term.  

The following table shows that the average treatment effect of the Coaches Group versus the 

Sequence Group is conditioned by teacher experience in Science. Specifically, the average 

treatment effect of the coaches is an increase of 82% of a standard deviation in Science scores in 

comparison with the teaching sequence when we considered the least experienced teachers (column 

3). This increase in test-scores is considerable; therefore, coaches add value for the teachers who 

were relatively inexperienced in teaching Science. Notice that the specific effect of each treatment 

is not conditional on the level of experience when compared to the control group. Notice as well 

that comparing the coefficients associated with the Coaches Group in Tables 6 and 7, we observe 

that the effect of Coaches is lower when controlling for experience. The fact that the effect of 
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Coaches is conditional on experience, whereas the effect of Sequence is not, is consistent with 

finding that the effect of Coaches is more relevant for low-experienced teachers. 

Table 7. Results on Science learning according to teacher experience 

 Independent variable  (1)  (2) (3) 

Sequence vs. Control 0.574***   

 (0.131)   

Low experience -0.301 -0.113 -0.752*** 

 (0.208) (0.256) (0.199) 

(Sequence vs. Control)*Low experience -0.333   

 (0.282)   

Coaches vs. Control  0.570***  

  (0.147)  

(Coaches vs. Control)*Low experience  0.288  

  (0.335)  

Coaches vs. Sequence   -0.175 

   (0.141) 

(Coaches vs. Sequence)*Low experience   0.824** 

   (0.333) 

Observations 1,042 1,072 1,102 

Note: ** significant at 5%; *** significant at 1%. Robust standard errors in parentheses clustered at 

school level. Controls: (i) students characteristics (gender, age, nationality, parent‘s education, if the 

student missed, at most, one class per month, if the student has internet in his home), (ii) teacher 

characteristics (gender, age, general teaching experience (in years), if she/he has post-graduate 

certificates) and (iii) school characteristics (school size, 7
th
 size, 7

th
 repetition rate, FEPBA score in 

Language, school district –or location). Low experience represents a dummy variable equals to 1 if 

the teacher has less than two years of experience in teaching Science and zero otherwise. An 

interaction term between treatment status and the dichotomous variable of low experience is 

included. All the regressions exclude the classrooms where the Human Body Unit was not taught. 

Furthermore, we explore if Science teaching experience conditions the average treatment effect for 

the higher-order skills that we expect students to develop. This is particularly relevant as they 

underlie the development of both complex reasoning and scientific competencies that could be more 

challenging for teachers to enhance in students. Table 8 shows the results of estimating equation (2) 

on the test-scores for higher-order skills. We confirm the finding that coaches add value in 

comparison with the teaching sequence for the least experienced teachers, and this is true when we 

considered the higher-order skills, which often require more intensive teaching (column 3). 
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Table 8. Results on Science test-scores in higher-order items according to teacher experience 

Independent variable (1) (2) (3) 

Sequence vs. Control 0.434***   

 (0.130)   

Low experience -0.240 -0.034 -0.618*** 

 (0.188) (0.223) (0.155) 

(Sequence vs. Control)* Low experience -0.253   

 (0.253)   

Coaches vs. Control  0.537***  

  (0.167)  

(Coaches vs. Control)* Low experience  0.317  

  (0.299)  

Coaches vs. Sequence   -0.051 

   (0.142) 

(Coaches vs. Sequence)* Low experience   0.752** 

      (0.301) 

Observations 1042 1072 1102 

Note: ** significant at 5%; *** significant at 1%. Robust standard errors in parentheses 

clustered at school level. Controls: (i) students characteristics (gender, age, nationality, 

parent‘s education, if the student missed, at most, one class per month, if the student has 

internet in his home), (ii) teacher characteristics (gender, age, general teaching experience 

(in years), if she/he has post-graduate certificates) and (iii) school characteristics (school 

size, 7
th
 size, 7

th
 repetition rate, FEPBA score in Language, school district –or location). 

Low experience represents a dummy variable equals to 1 if the teacher has less than two 

years of experience in teaching Science and zero otherwise. An interaction term between 

treatment status and the dichotomous variable of low experience is included. All the 

regressions exclude the classrooms where the Human Body Unit was not taught. 

7.3. Effects on Perceptions 

Beyond student performance, we explore whether the different treatments have any effects on 

students and teachers´ perceptions on Science teaching and learning. This is an important issue 

since research has shown that both teacher and student motivation and perceptions are associated 

with learning outcomes (Christophel, 1990; Bill and Melinda Gates Foundation, 2012). The next 

subsections explore these issues from the perspectives of the students (Section 7.3.1) and teachers 

(Section 7.3.2). 

7.3.1 Student Perceptions 

Students can be a primary source of information on the quality of teaching and the learning 
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environment in individual classrooms (Bill and Melinda Gates Foundation, 2012). To explore 

whether our treatments affect student perceptions about learning Science, we constructed an index 

of captivate to evaluate whether teaching practices inspired curiosity and interest, and whether 

teachers were able to hold the student‘s attention in class and provide the basis for continuing 

interest. The construction of this index is explained in Appendix 4. 

Figure 1. Science scores and Captivate Index 

 

Note: Controls include: (i) students characteristics (gender, age, nationality, parent‘s education, if 

the student missed, at most, one class per month, if the student has internet in his home), (ii) teacher 

characteristics (gender, age, years of experience, if she/he has post-graduate certificates), and (iii) 

school characteristics (school size, 7
th
 size, 7

th
 repetition rate, FEPBA score in Language, school 

district –or location). Both the captivate index and the Science cores are standardized in terms of the 

Control Group. The captivate index is combined scale, whose construction is described in Appendix 

4.  

Figure 1 relates the captivate index (which ranges between -6 to 2)
51

 to the Science test-scores (both 

                                                           

51
 The value of -6 indicates that the student strongly disagrees in all the questions included in the index (see 

Appendix 4). This means that, for that student, teacher practices do not inspire curiosity and interest at all, or 

fails to keep his attention in class. In contrast, the value of 2 indicates that the student strongly agrees in all 



 

100 

 

 

variables are standardized in term of the Control Group). The figure shows that classrooms in which 

students rated their teachers higher on the captivate index tended also to produce greater average 

achievement gains. The black line, which shows the statistically significant partial correlation (0.08) 

of the scores and the captivate index controlling for students, teachers and schools‘ characteristics, 

confirms this relation.  

Table 9. Effect on students’ perception 

 

Sequence 

vs. Control 

(1) 

Coaches 

vs. Control 

(2) 

Wald Test 

(3) 

Captivate index (A+B+C+D) 0.197** 0.051 1.91 

 (0.094) (0.117) [0.166] 

 974 964  

A. This class (of Science) keeps my attention 0.100** 0.118** 0.13 

 (0.044) (0.046) [0.722] 

 1016 1015  

B. My teacher (of Science) makes learning enjoyable 0.064 -0.049 2.82 

 (0.063) (0.067) [0.093] 

 1016 1038  

C. My teacher (of Science) makes lessons interesting 0.118 -0.012 3.10 

 (0.073) (0.078) [0.078] 

 1021 1043  

D. I like the way we learn in this class (of Science) 0.127*** 0.062 1.27 

 (0.043) (0.064) [0.260] 

 1002 991  

E. I like the class of Science 0.153*** 0.151** 0.00 

 (0.055) (0.070) [0.970] 

 1007 999  

Note: ** significant at 5%; *** significant at 1%. Robust standard errors in parentheses clustered at 

school level. P-values are in brackets in the third column. Controls: (i) students characteristics 

(gender, age, nationality, parent‘s education, if the student missed, at most, one class per month, if 

the student has internet in his home and if he has a car), (ii) teacher characteristics (gender, age, 

years of experience, if she/he has post-graduate certificates), and (iii) school characteristics (school 

size, 7
th
 size, 7

th
 repetition rate, FEPBA score in Language, school district –or location). The 

dependent variable in A-E represents a 4-point-scale, where 1 means strongly disagree, 2 disagree, 

3 agree and 4 strongly agree. The captivate index is combined scale, which construction is 

described in Appendix 4. All the regressions exclude the classrooms where the Human Body Unit 

was not taught. 

                                                                                                                                                                                 
the questions that make up the index suggesting that, for that student, teacher practices do inspire curiosity 

and interest or are successful in keeping his full attention in class. 
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Columns (1) and (2) of Table 9 reports the results of estimating equation (1) on the captivate index 

as well as on each separate question (with a 4-point scale) that conforms it, while column (3) shows 

the results of the Wald test, which evaluates the difference between the average treatment effect of 

the Sequence and Coaches Group . The results suggest that the sequence treatment seemed to be an 

effective instrument to enhance curiosity and interest among students. 

Picking up on the gender perspective previously considered, we explore if girls experienced more 

gains in the captivate index than boys. Table A9.1 in Appendix 9 presents the estimation of the 

equation (1) using as dependent variable the captivate index for female and male students. Results 

show that female students from the Sequence Group were more interested over their male 

classmates in comparison with the Control Group. Indeed, the captivate index for female students is 

35% of a standard deviation higher than that of the Control Group. In contrast, the Coaches 

treatment seems to reduce the captivate index for females in comparison with the Sequence Group, 

which does not happen when we restrict the sample to male students.  

7.3.2 Teacher Perceptions 

Finally, this subsection explores the effect of the intervention on how teachers perceived their 

experience and the effects they observed on their students. For that, we constructed a 4-point-scale
52

 

to measure to what extent did teachers agree with the following statements: A. I feel that the way I 

teach Science changed a lot; B. I liked or enjoyed more teaching Science than previous years; C. I 

feel that by implementing the ideas of this training my students learned more in comparison with 

other groups and/or subjects; D. I feel my students developed more skills than in previous years; 

and E. I taught more hours of Science classes.  

Column (1) and (2) of Table 10 displays the results of estimating the effect of the treatments on 

these variables, controlling for teacher characteristics. Our findings suggest that both the sequence 

and coaches treatments favorably changed teacher perceptions on their practices and their 

expectations of student learning. Compared to the Control Group, teachers in the Sequence Group 

(Coaches Group) present a scale 86% (95%) higher in their perception than their teaching practices 

meaningfully changed. In a similar vein, teachers in the Sequence Group (Coaches Group) present a 

scale 72% (97%) higher in their perception that they enjoyed more teaching Science in comparison 

with teachers of the Control Group. Furthermore, teachers in the Sequence Group (Coaches Group) 

                                                           
52

 In the 4-point-scale, 1 represents ―strongly disagree‖, 2 ―disagree‖, 3 ―agree‖ and 4 ―strongly agree‖. 
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present a scale between 63% and 67% (77% and 88%) higher in their perception that students 

learned more and developed more skills than teachers in the Control Group. Finally, according to 

column (3), which shows the results of a test that evaluates the difference between the coefficients 

in columns (1) and (2), teachers in the Coaches Group expressed that they taught more hours of 

Science than teachers in the Control and Sequence groups. This is important since evidence shows 

that more hours of class are associated with more learning (OECD, 2016). All these differences are 

statistically significant.  

Table 10. Teacher perceptions 

Dependent variable 

Sequence 

vs. 

Control 

(1) 

Coaches 

vs. 

Control 

(2) 

Wald test 

(3) 

A. I feel it the way I teach Science changes a lot 0.864*** 0.953*** 0.14 

 (0.312) (0.247) [0.708] 

B. I like and/or enjoy more teaching Science than in 

previous years 
0.717** 0.974*** 0.93 

 (0.345) (0.307) [0.334] 

C. I feel that by implementing the ideas of this training, 

my students learned more in comparison with other 

groups and/or subjects 

0.632 0.769** 0.30 

 (0.333) (0.324) [0.586] 

D. I feel my students develop more skills than in previous 

years 
0.672** 0.876*** 0.86 

 (0.293) (0.306) [0.354] 

E. I taught more hours of Science classes 0.260 1.107*** 18.33 

 (0.247) (0.275) [0.000] 

Note: ** significant at 5%; *** significant at 1%. Robust standard errors in parentheses clustered at 

school level. P-values are in brackets in the third column. Controls: teacher characteristics (gender, 

age, years of experience, if she/he has post-graduate certificates). The dependent variables are 4-

point-scale, where 1 means strongly disagree, 2 disagree, 3 agree and 4 strongly agree. 

7.4 Follow-up 

Is there a longer-run impact of the different training interventions evaluated in this paper? We show 

above that a structured sequence using an inquiry-based approach has a positive effect on how 

students learn a specific pedagogical content. Although learning of a particular topic is likely to 

have a limited aggregate impact over time for a typical student, what is clearly required for a 

potential long-lasting effect of teacher training is that the targeted teachers adopt the structured 
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sequence and change their way of teaching. Thus, the obvious follow-up question is whether 

teachers under our treatment groups continued using the sequence a year after the training, when 

they had to teach the same topic. To answer this question, we contacted the participant teachers in 

the Sequence and Couches groups after the intervention to inquire about whether they continued 

using the sequence provided the prior year, even when this time their students were not going to be 

assessed.  

Firstly, as reported in Table 11, almost every ―treated‖ 7
th
 grade Science teacher that remained in 

the same school continued using the sequence (100% in Sequence group and 89% in Coaches 

group). This is an encouraging finding as it provides evidence suggesting a persistent change in 

teaching practices.  

Secondly, we observe that between 67% and 73% of the participant teachers were reassigned to 

either other grades or schools. That means that teaching turnover may dissipate part of the effect of 

the training. This is an issue that goes beyond the scope of our paper but should be very relevant at 

the moment of assessing the long-run impact of training initiatives.  

Table 11. Use of sequences one year later 

  

Sequence 

group 

(1) 

Coaches 

group 

(2) 

A. Teachers that continue teaching 7
th
 grade Science at 

the same school one year after the training. 
27%  33% 

B. 7th grade Science Teachers in the same school that 

continue using the sequence after the training 
 100%  89% 

 8. Conclusion 

This study used a randomized controlled trial to assess the impact of different CPD approaches on 

student Science learning. We randomly assigned the 70 participating schools to one of three 

conditions: (1) short-term teacher training (Control Group), (2) short-term teacher training 

complemented with a structured curriculum unit (Sequence Group), and (3) short-term teacher 

training complemented with both a structured curriculum unit and tutoring of pedagogical coaches 

(Coaches Group). The study included 2965 students and 99 teachers in the seventh grade of public 

schools in CABA, Argentina. The experiment was internally valid and performed on a 

representative sample of schools of CABA. 
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We find that providing teachers with a structured curriculum unit increased student performance by 

55% of a standard deviation compared to a short-term training session. This finding is consistent 

with the literature that shows that developing high quality structured curriculum units are valid 

instruments for assisting teachers and promoting more effective teaching and learning (Brown, 

2009). The structured curriculum unit also sparked interest and curiosity amongst students. Using 

an index that measures if learning was interesting and relevant as well as if teaching practices 

inspired curiosity, we find that students in the Sequence Group presented a scale 20% of a standard 

deviation higher than those in the Control Group. This finding is in line with research that shows 

that motivation is an essential factor to generate and sustain student learning (Ercan, Ural and Ates, 

2016). 

We also find that student in the Coaches Group learned significantly more than those in the Control 

Group. Specifically, students whose teachers had a coach learned about 64% of a standard deviation 

more than those in the Control Group. However, according to our results, there is no general 

additional benefit in terms of student learning between the structured curriculum unit with and 

without on-going coaching. Nevertheless, we find that the marginal effect of coaches is statistically 

significant for relatively inexperienced teachers in Science education. Specifically, student in the 

Coaches Group learned 82% of a standard deviation more than students in the Sequence Group 

when we consider the least experienced teachers. And this is particularly true when we focus on 

higher-order skills, which may require more specific teaching. This points that coaches should be 

targeted to teachers who have little prior experience in teaching science and focus their support on 

getting teachers to master the teaching of cognitively demanding activities, rather than simply 

implement basic active learning strategies (which teachers seem to be able to pick up alone by just 

working with a structured curriculum unit). 

Additionally, our results show that the average treatment effect of the coaches is higher for girls 

than boys. This is an encouraging finding as not only girls´ participation and achievement in school 

science (Liben and Coyle, 2014) but also the choice of careers related to Science shows a noticeable 

gender gap (Beede, Julian, Langdon, McKittrick, Khan and Doms, 2011). This result may indicate 

that coaches help teachers create more gender inclusive Science lessons, supporting them in 

strategies that better cater to active participation of girls. In this sense, one important value of 

working with coaches would be promoting more female engagement in Science. 
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Both the structured curriculum unit and the pedagogical coaching favorably change teacher 

satisfaction with their practice and their perceptions of student learning. Compared to the Control 

Group, teachers in the Sequence Group and Coaches Group present a scale between 63% and 100% 

higher in their perception that their teaching practices meaningfully changed and that students 

learned more and developed more skills, that they enjoyed more teaching Science and that they 

taught more hours of Science.  

The first policy advice that emerges from our study is that a short-term teacher training 

complemented with a structured curriculum is a cost-effective CPD intervention to increase student 

learning on Science. Specifically, complementing training sessions with a structured curriculum 

unit costs (per student) 0.84 dollars per 0.1 standard deviations, this means that it costs 0.84 dollars 

to move a child from the 50th to the 53th percentile approximately. 

The second policy advice is that additional coaching does make a difference in student scores, but 

only for relatively inexperienced teachers in Science. This finding suggests that experienced 

teachers already have the pedagogical toolkit that enables them to confidently implement the 

lessons outlined in the curriculum unit, at least up to a basic level. For less experienced teachers, 

coaching can bridge the gap between structured lesson plans and the complex world of the actual 

science classroom.  

This suggests that improving teachers‘ practice in Science is not a matter of choosing the best (―one 

size fits all‖) CPD strategy, but selecting the strategy that suits best the specific population of 

teachers and student learning goals being targeted. These are relevant contributions for public 

policies focused on CPD interventions since hiring, training and providing coaches is an expensive 

and human-resource intensive approach. Our study shows that providing teachers with a structured 

curriculum is 2.7 times more cost-effective for the total score than complementing it with on-going 

coaching). 

In all, our study speaks to the need to tailor CPD interventions in order to maximize their effects 

based on evidence of what works better and taking into account the cost-effectiveness of each 

strategy. We believe that evidence of this nature is urgent and necessary for the development of 

effective public policies aimed at promoting students scientific literacy and thus effective 

participation in the global knowledge economy.  
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Appendixes 

Appendix 1: Timeline 

We started the school selection process in October 2015 (see Figure A3.1). We selected 75 primary 

state schools from six school districts of CABA. We notified the Ministry of Education of Ciudad 

de Buenos Aires of the lottery results the first days of November, and then the Ministry 

communicated the results to the schools. We invited those schools to participate in the experiment 

during November 2015; 70 schools agreed to participate and were effectively included in the 

experiment. We organized meetings with the schools supervisors to inform them how the 

experiment would be implemented in December 2015. During these meeting, supervisors received a 

letter with the following information: description of the project, main objectives, grade and topic to 

be covered, teacher training, a calendar for the experiment implementation, and contact details. 

Pedagogical Coaches were recruited by the Education School of Universidad de San Andrés to 

carry out weekly sessions with teachers from Group C. The main aim of these sessions was to guide 

and coach them on how to implement the structured curriculum as well as reflect on their practice at 

the end of each week. They received an initial training session during February 2016 where key 

aspects of Science inquiry were discussed and revising the curriculum unit. Throughout the 

intervention they also attended regular training sessions every fortnight and had access to an 

extensive library of guiding documents and videos.  

The intervention started at the end of February 2016 when all the teachers of the sample received an 

initial 4 hour CPD session. During this session, teachers in the Sequence and Coaches Group 

received the structured curriculum unit. Meanwhile, Coaches coordinated with teachers the meeting 

agenda. Coaches visited the teachers at their school during free periods over 12 weeks. The first 

Coaches meeting was carried out in mid-March and the last in mid-June. 

The data collection process was carried out in two stages. First, at the beginning of the intervention 

(late February) we collected information about schools and teachers. Then, at the end of the 

intervention (late June) we evaluated students as well as collected information about students, 

teachers and schools.  
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Figure A3.1 Intervention timeline 

 

Appendix 2: Descriptive Statistics of Coaches 

Table A2.1 Descriptive Statistics of Coaches 

 Age 
Maximum educational 

level 
Field 

Seniority 

(in years) 

Coach 1 45 - 49 Graduate Degree Science Education 20 

Coach 2 40 - 44 B.A. 
Biology and Chemistry 

Education 
14 

Coach 3 40 - 44 Ph.D. Biology 10 

Coach 4 30 - 34 B.A. Health Science 7 

Coach 5 30 - 34 M.A. Science Education 7 

Coach 6 35 - 39 M.A. Science Education 8 

Coach 7 30 - 34 M.A Science Education 6 

Coach 8 25 - 29 B.Sc. Biology 5 

Coach 9 25 - 29 M.A. Science Education 3 

Coach 10 25 - 29 B.A. Education 4 

Data collection: students exams and 
questionnaires 
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Appendix 3: Tests Items 

Table A3.1 Description of the levels of skills addressed in the Science Test 

Basic skills Medium skills Higher-order skills 

Recall of scientific knowledge 

 

Read information from tables.   

 

Describe scientific phenomena.  

 

Interpret conclusions from 

Science experiments.  

 

Identify research questions.  

 

Design Science experiments to 

test hypothesis. 

 

Explain more complex Science 

phenomena (such as the 

integration of the systems in 

the Human Body). 

 

Appendix 4. Student Perception: Captivate Index 

Throughout the student questionnaire we asked students a series of questions about specific teachers 

and their practices in order to construct an index that aims to measure if teaching practices inspire 

curiosity and interest and whether teachers are able to hold the student‘s attention in class and 

provide the basis for continuing interest. The questions were based on the Student Tripod Survey, a 

pre-specified well-known questionnaire validated by the Measures of Effective Teaching (MET) 

project sponsored by the Bill and Melinda Gates Foundation.
53

  

Column (1) of Table A4.1 lists the questions used to build this index, which we named Captivate 

Index. These questions were randomly mixed in the student survey instrument. Students gave 

categorical answers of the type ―strongly agree‖, ―agree‖, ―disagree‖ and ―strongly disagree‖. We 

                                                           

53
 Tripod survey is the US‘s leading provider of classroom-level survey assessments for K-12 education. 

Tripod surveys are in their 18th generation, refined over more than a decade of field experience and in 

response to valuable feedback from educators.  For further information see http://tripoded.com. 

http://www.metproject.org/
http://www.metproject.org/
http://tripoded.com/
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aggregated these answers into an index using a maximum likelihood principal components 

estimator. According to our estimation, only one factor is retained because it has an eigenvalue over 

one. Specifically, the Eigenvalue is 2.327 and the Cronbach‘s alpha reliability coefficient for our 

sample is 0.759. Column (2) shows the loading associated with each variable.  

After the prediction was computed to produce the index, we standardized it using the mean and 

standard deviation of the Control Group. The index ranges between -6 to 2, where -6 indicates that 

the student strongly disagrees in all the questions included in the index. This means that, for that 

student, teacher practices do not inspire curiosity and interest or fails to keep his attention in class. 

In contrast 2 indicates that the student strongly agrees in all the questions that make up the index 

suggesting that, for that student, teacher practices do inspire curiosity and interest or are successful 

in keeping his full attention in class. 

Table A4.1 Captivate Index 

Question 
Factor 

Loadings 

A. I feel it the way I teach Science changes a lot. 0.666 

B. I like and/or enjoy more teaching Science than in previous years. 0.793 

C. I feel that by implementing the ideas of this training, my students learned 

more in comparison with other groups and/or subjects. 0.802 

D. I feel my students develop more skills than in previous years. 0.782 

Appendix 5: Sample representativeness  

The following table compares the average characteristics of the 70 participating schools with the 

characteristics of the non-participating primary state schools in CABA. Then, Figure A5.1 shows 

the distribution of study participants and non-study participants‘ scores in the FEBPA test. 

Table A5.1 Mean test between non-participating and participating schools 

Variable 

Non-participating 

schools 

Participating  

schools Difference 

N Average N Average 

School enrollment 385 321.51 70 298.50  

7th grade enrollment 385 45.30 70 40.67  

Number of 7th classrooms 385 2.12 70 1.97  

School promotion rate (%) 385 97.56 70 97.32  

School drop-out rate (%) 385 0.17 70 0.17  

School repetition rate (%) 385 2.06 70 2.47 * 

School over-aged rate (%) 385 14.28 70 15.02  

7th grade score in language 

FEBPA test 
341 487.45 70 488.74  



 

117 

 

 

Social Vulnerability Index 371 0.18 70 0.17   

Note: N indicates the number of schools. * indicates that the difference of means test is significant 

at 10%. 

Figure A4.1 Distribution of FEBPA scores 
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Appendix 6: Balance across experimental groups 

Table A1.6. Pre-treatment characteristics (continuation) 

  All simple 
Control 

Group 

Sequence 

Group 

Coaches 

Group 

  N Mean Sd Mean Sd Mean Sd Mean Sd 

Student-level variables                   

Took holidays in the last two 

years 
2297 0.8 0.4 0.78 0.41 0.81 0.4 0.8 0.4 

Scored "Very Good" in 

Language 
2249 0.45 0.5 0.46 0.5 0.45 0.5 0.43 0.5 

Scored "Very Good" in 

Mathematics 
2243 0.44 0.5 0.46 0.5 0.44 0.5 0.43 0.5 

Teacher-level variables                   

Seniority in teaching 7th grade  

(in years) 
88 4.39 5.1 4.57 5.11 4.35 3.36 4.23 6.48 

Seniority in teaching at the 

current school  (in years) 
87 3.6 3.65 0.06 0.24 0.07 0.26 0.17 0.38 

School-level variables                   

Percent of schools with double 

school day 
70 0.39 0.49 0.46 0.51 0.35 0.49 0.35 0.49 

Classrooms of 7th grade 70 1.99 0.81 2.08 0.93 1.96 0.71 1.91 0.79 

Percent of schools in school-

district: 
                  

2 70 0.17 0.38 0.21 0.42 0.09 0.29 0.22 0.42 

3 70 0.19 0.39 0.21 0.42 0.17 0.39 0.17 0.39 

4 70 0.16 0.37 0.21 0.42 0.13 0.34 0.13 0.34 

5 70 0.14 0.35 0.08 0.28 0.17 0.39 0.17 0.39 

7 70 0.17 0.38 0.13 0.34 0.3 0.47 0.09 0.29 

8 70 0.17 0.38 0.17 0.38 0.13 0.34 0.22 0.42 

Note: N means number of observation in the full sample and Sd means standard deviation 
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Table A6.2. Balance across Treatments (continuation) 

 

Sequence 

vs. Control 

Coaches 

vs. Control 

Coaches 

vs. 

Sequence 

Student-level variables    

Took holidays in the last two years 0.03 0.02 0.00 

Scored "Very Good" in Language -0.01 -0.02 -0.01 

Scored "Very Good" in Mathematics -0.02 -0.03 -0.01 

Teacher-level variables    

Seniority in teaching 7th grade  (in years) -0.22 -0.34 -0.12 

Seniority in teaching at the current school  (in years) 0.58 -0.29 -0.87 

School-level variables    

Percent of schools with double school day -0.11 -0.11 0.00 

Classrooms of 7th grade -0.13 -0.17 -0.04 

Percent of schools of district:    

2 -0.12 0.01 0.13 

3 -0.03 -0.03 0.00 

4 -0.08 -0.08 0.00 

5 0.09 0.09 0.00 

7 0.18 -0.04 -0.22* 

8 -0.04 0.05 0.09 

Note: Each entry indicates the mean difference between the two experimental groups in the column 

for the corresponding variable in each line. * indicates that the difference of means test is 

significant at 10%; ** significant at 5%; *** significant at 1%.  

Appendix 7: Attrition 

This Appendix explores the attrition of the sample. If individuals move in or out of the sample 

randomly, then the design would have a change in power, but there is no need to make further 

adjustments besides documenting. One way to check whether individuals move in or out of the 

sample randomly is to test if individuals who move out of the sample are different from those that 

did not migrate (Card, Ibarraran and Villa, 2011).  

As mentioned in Section 5, the attrition rate is 5% of classrooms that belonged only to the Control 

Group. In what follows we inspect the differences in the basic characteristics between students, 

teachers and schools that remained in the sample and those who left. The first column of Table A7.1 

shows the differences between those who left the sample in the Control Group and those who 

remained, while the second and third columns show the differences within treatment and controls in 

terms of the realized sample (i.e. the sample that includes the 67 schools, or the 129 classrooms of 

7
th
 grade, which taught the Human Body unit). Regarding the first column, we can see that there are 

no practically differences, at 95% of confidence, between those who left the sample in the Control 

Group and those who remained. The only significant difference is observed in student nationality, at 
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99% of confidence. However, this difference vanishes when we compare the control with the 

treatment groups –both the Sequence and Coaches Group ‒suggesting that the balance between 

groups remains the same (columns 2 and 3). Although there are some small statistical differences 

(at 90% of confidence), they are substantially very small, therefore, the balance is maintained 

overall.  

As in Table 3, the realized sample of treatments and Control Groups do not differ significantly in 

any observable dimension except in age. This is the only variable with a statistical difference at the 

99% level of confidence for the control and Sequence Groups (students in the former group are 

slightly younger than those in the latter). Nevertheless, this difference is very small and vanishes 

when we consider 7
th
 grade repetition rates, which are balanced across the three experimental 

groups.  
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Table A7.1.  Mean differences 

 

Left the sample   vs. 

 Control Group  
Realized Sample 

 
Sequence vs. 

Control 

Coaches   vs. 

Control 

Student-level variables    

Percent female -0.001 0.026 0.021 

Age 0.081* -0.07*** -0.023 

Percent of Argentines -0.141*** 0.015 0.022 

Mother or father education (secondary) -0.082* 0.024 0.051* 

Have internet in their home -0.02 0.028* 0.025 

Have air conditioning in their home -0.03 0.007 0.023 

Have at least one car in their home -0.025 -0.015 0.02 

Took holidays in the last two years -0.016 -0.024 -0.02 

At most, missed one class per month -0.01 0.018 0.024 

Scored "Very Good" in Language -0.015 0.015 0.027 

Scored "Very Good" in Mathematics 0.023 0.017 0.024 

Teacher-level variables    

Percent female 0.172 0.061 0.069 

Age -3.503 2.304 2.647 

Percent with Post-Graduate Certificate -0.179 0.14 0.069 

Percent with Universitary degree -1.572 1.604 1.607 

Seniority in teaching (in years) 0.166 0.003 0.138* 

Seniority in teaching 7th grade  (in years) -2.222 -0.424 -0.676 

Seniority in teaching Science  (in years) 1.27 1.656 1.137 

Seniority in teaching at the current school  (in 

years) 
0.434 0.416 -0.224 

Percent of teachers that used a teaching 

sequence 
-0.021 -0.14 -0.069 

School-level variables    

Students per school 19.202 -27.387 -20.126 

Students of 7th grade -0.119 -5.511 -3.555 

Classrooms of 7th grade 0.095 -0.138 -0.182 

Percent of schools with double school day -0.024 -0.128 -0.128 

School promotion rate (%) 1.74 -1.181* -0.512 

School drop-out rate (%) 0.033 0.176 -0.046 

School over-aged rate (%) -1.049 1.185 -0.246 

7
th
 student‘s repetition rate (%) -0.692 0.997* 0.58 

Percent of schools of district: 2 -0.012 -0.151 -0.021 

Percent of schools of district: 3 0.238 -0.064 -0.064 

Percent of schools of district: 4 -0.357 -0.013 -0.013 

Percent of schools of district: 5 0.095 0.079 0.079 

Percent of schools of district: 7 0.143 0.161 -0.056 

Percent of schools of district: 8 -0.107 -0.013 0.074 

Note: * significant at 10%; ** significant at 5%; *** significant at 1%. 
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Appendix 8: The role of student ability and gender in student learning 

This Appendix explores whether any experimental group presents more gains in test-score results. 

The following table presents separate estimates for students below (panel A) and above (panel B) 

the mean test-score, while Table A8.2 shows separate estimates of the average treatment effects for 

female and male students.  

Table A8.1. Results on Science learning according to student ability 

 Dependent variable 

Sequence vs. 

Control 

(1) 

Coaches vs. 

Control 

(2) 

Wald Test 

(3) 

Panel A: Low ability students 

Science score 0.155** 0.119* 0.31 

  (0.066) (0.069) [0.575] 

 598 586  

Percent of correct answers 0.013 0.001 0.64 

  (0.012) (0.014) [0.425] 

 598 586  

Percent of incorrect answers -0.011 0.023 2.31 

  (0.019) (0.016) [0.128] 

 598 586  

Percent of omitted answers -0.035 -0.059** 0.91 

 (0.024) (0.024) [0.339] 

 598 586  

Panel B: High ability students 

Science score 0.184** 0.237*** 0.58 

  (0.078) (0.073) [0.448] 

 507 524  

Percent of correct answers 0.047*** 0.037** 0.47 

  (0.016) (0.017) [0.493] 

 507 524  

Percent of incorrect answers -0.033*** -0.026*** 0.48 

 (0.009) (0.009) [0.490] 

 507 524  

Percent of omitted answers 0.004 -0.017** 6.27 

  (0.011) (0.007) [0.012] 

 507 524  

 Note: ** significant at 5%; *** significant at 1%. Robust standard errors in parentheses clustered at 

school level. P-values are in brackets in the third column. Controls: (i) students characteristics 

(gender, age, nationality, parent‘s education, if the student missed, at most, one class per month, if 
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the student has internet in his home), (ii) teacher characteristics (gender, age, years of experience, if 

she/he has post-graduate certificates), and (iii) school characteristics (school size, 7
th
 size, 7

th
 

repetition rate, FEPBA score in Language, school district –or location). All the regressions exclude 

the classrooms where the Human Body Unit was not taught. 

Table A8.2. Results on Science learning according to student gender 

 Dependent variable 

Sequence vs. 

Control 

(1) 

Coaches vs. 

Control 

(2) 

Wald Test 

(3) 

Panel A: Female 

Science score 0.519*** 0.733*** 1.93 

  (0.146) (0.138) [0.165] 

 544 545  

Percent of correct answers 0.089*** 0.121*** 1.06 

  (0.030) (0.025) [0.304] 

 544 545  

Percent of incorrect answers -0.035 -0.049*** 0.49 

  (0.021) (0.016) [0.486] 

 544 545  

Percent of omitted answers -0.062*** -0.092*** 2.14 

 (0.022) (0.019) [0.143] 

 544 545  

Panel B: Male 

Science score 0.541*** 0.548*** 0.00 

  (0.141) (0.168) [0.970] 

 561 565  

Percent of correct answers 0.108*** 0.097*** 0.13 

  (0.024) (0.032) [0.720] 

 561 565  

Percent of incorrect answers -0.071*** -0.048** 1.02 

 (0.016) (0.021) [0.313] 

 561 565  

Percent of omitted answers -0.045** -0.066*** 0.81 

  (0.021) (0.023) [0.367] 

 561 565  

Note: ** significant at 5%; *** significant at 1%. Robust standard errors in parentheses clustered at 

school level. Controls: (i) students characteristics (gender, age, nationality, parent‘s education, if the 

student missed, at most, one class per month, if the student has internet in his home), (ii) teacher 

characteristics (gender, age, years of experience, if she/he has post-graduate certificates), and (iii) 

school characteristics (school size, 7
th
 size, 7

th
 repetition rate, FEPBA score in Language, school 

district –or location). The number of observations for regression for the sub-sample of students with 
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low skills (high skills) in column (1) is 544 (561), in column 2 is 545 (565), and in column (3) is 

543 (584). All the regressions exclude the classrooms where the Human Body Unit was not taught. 

Appendix 9: The role of student gender in the captivate index 

The following table presents separate estimates of the average treatment effects for female and male 

students.  

Table A9.1 Results on the captivate index according to student gender 

 

Sequence 

vs. Control 

(1) 

Coaches 

vs. Control 

(2) 

Wald Test 

(3) 

Female students 

Captivate index (A+B+C+D) 0.345*** -0.013 6.65*** 

 (0.127) (0.146) [0.001] 

 481 475  

Male students 

Captivate index (A+B+C+D) 0.094 0.123 0.07 

 (0.098) (0.090) [0.785] 

 493 489  

Note: ** significant at 5%; *** significant at 1%. Robust standard errors in parentheses clustered at 

school level. Controls: (i) students characteristics (gender, age, nationality, parent‘s education, if the 

student missed, at most, one class per month, if the student has internet in his home), (ii) teacher 

characteristics (gender, age, years of experience, if she/he has post-graduate certificates), and (iii) 

school characteristics (school size, 7
th
 size, 7

th
 repetition rate, FEPBA score in Language, school 

district –or location). The dependent variable in A-E represents a 4-point-scale, where 1 means 

strongly disagree, 2 disagree, 3 agree and 4 strongly agree. The captivate index is combined scale, 

which construction is described in Appendix 5. All the regressions exclude the classrooms where 

the Human Body Unit was not taught. 
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Chapter 3. Quantifying the Life Cycle of Scholarly Articles across Fields 

of Economic Research54 

 

Abstract. Does the life cycle of economic papers differ across fields of economic research? By 

constructing and analyzing a large dataset that combines information on 9,672 articles published 

in the top five economic journals from 1970 to 2000 with detailed yearly citation data obtained 

from Google Scholar, we find that published articles do have a life cycle that differs across fields 

of economic research (which we divide into the categories of applied research, applied theory, 

econometrics methods and theory). Applied research and applied theory papers are the clear 

winners in terms of citation counts. For the first years after their publication, they receive higher 

numbers of citations per year than papers in other fields of research do. They also reach a higher 

peak number of citations per year and apparently sustain those peak levels for longer, in addition 

to being cited over longer periods of time (i.e., they have a longer lifespan). Citation patterns are 

much less favorable for theoretical papers, which are the object of fewer citations per annum in 

the first years following publication, have lower peak numbers and a shorter lifespan. 

Econometric method papers are a special case; the pattern for most of these papers is similar to 

the pattern for theory papers, but the most successful papers (as measured by the number of 

citations) on econometric methods are also the most successful papers in the entire discipline of 

economics.  

JEL: A14 

Keywords: Citation analysis, fields of economic research, life cycle of papers. 

 

1. Introduction 

Scholarly articles are the coin of the realm in modern academia; they influence researchers‘ career 

paths, salaries and reputations (Gibson et al., 2014; Ellison, 2013; Smith and Eysenck, 2002; Cole 

and Cole, 1967), as well as their departments‘ and universities‘ rankings (Zimmermann, 2013; 

Hazelkorn, 2011). The question as to how to measure the impact or importance of an article is a 

topic of much debate (Vucovich et al., 2008; Meho, 2007), but the appeal of having "unobtrusive 
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measures that do not require the cooperation of a respondent and do not themselves contaminate the 

response (i.e. they are non-reactive)" (Smith, 1981, p. 84) has made citation counts the de facto 

standard for measuring scholarly articles‘ impact. The origin of citation counts dates back to Gross‘ 

and Gross‘ (1927) seminal paper;
55

 since then, the adoption of citation counts as a tool for 

measuring articles‘ importance has been overwhelming. Technological advances have had an effect 

on the popularity of this practice. As in many other fields, the availability and use of detailed data 

has grown exponentially since the onset of the ―data revolution‖ (Einav and Levin, 2013) and has 

been leveraged in recent years by automated citation indexing services such as CiteSeer (Giles et 

al., 1998) and Google Scholar (see Giles, 2005), which collect large amounts of citation data and 

make it accessible to the general public free of charge. 

Currently, citation counts are being used not only to measure the visibility, impact and quality of 

articles but also to measure the performance of researchers, research laboratories, departments, 

academic journals and, to some extent, national science policies (e.g., King, 2004; Tijssen et al., 

2002; Oppenheim, 1995; Narin, 1976; Garfield, 1972; Bayer and Folger, 1966). The influence that 

publishing has on the careers of scholars (especially young scholars) is clearly reflected in the old 

mantra ―publish or perish‖.
56

 One could argue that the use of citation counts to evaluate scientific 

output has caused this phrase to fall short of the mark. Today it is not just about publishing; it is 

about high impact-publishing (i.e., publications with substantial citation counts). 

Although the value of objectively quantifying the importance of academic papers is evident, a great 

deal of criticism has been made of the practice of naively using citation analysis to compare the 

impact of different scholarly articles without taking into account other factors which may affect 

citation patterns (see Bornmann and Daniel, 2008). Among these criticisms, a recurrent one focuses 

on ―field-dependent factors‖, which refers to the fact that citation practices vary from one area of 

science to another (with the focus generally being on differences in citation practices between hard 

science and the social sciences). In some fields, recent literature is cited more frequently than in 

others (see, for example, Peters and Van Raan, 1994), and different fields may have different 
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 In this paper the authors argue that the analysis of references of a single volume of the Journal of the 

American Chemical Society could be used to guide the book and journal purchases of a college library in 

order to better prepare students for advanced work and to act as a stimulus for the academic writings of the 

faculty. 
56

 Garfield (1996) states that the phrase ―publish or perish‖ presumably dates back to the first half of the 

twentieth century. 
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structural characteristics which can increase or decrease the probability of a paper being cited.
57

 If 

these arguments hold true, then they should be considered when the performance of researchers, 

journals or institutions is being assessed. One good example of field-dependent factors‘ relevance is 

how they might affect journals‘ impact factors.
58

 If a given field tends to cite newer papers, journals 

that publish papers dealing with that field will clearly benefit in terms of their impact factors, and 

researchers who are encouraged to publish in high-impact journals will have an incentive to focus 

their studies on subjects in that field. 

What about economics? Economics as a discipline has not been exempt from these trends. 

Economic journals‘ impact factors, economic departments‘ rankings and tenure offerings are all 

influenced, to a greater or lesser degree, by the citation patterns of economic research articles (see, 

among others, Gibson et al., 2014; Ellison, 2013; Hamermesh and Pfann, 2012; Hilmer et al., 2012; 

Ruane and Tol, 2008; Coupé, 2003; Hamermesh et al. 1982). Nevertheless, economics as a field of 

study is far from homogenous at many levels. One obvious source of heterogeneity in economics 

stems from the fact that it covers a large number of subjects (as reflected by the extensive and 

exhaustive range of topics covered by the Journal of Economic Literature (JEL) codes). Another 

less-studied source of heterogeneity in economics has to do with the methodological techniques 

used to address a particular subject. This is reflected in the fact that a given topic is often addressed 

by means of diametrically opposed methodological strategies (for example, trough theoretical 

modeling and empirical analysis), or, to use the terms that we will employ to discuss this subject in 

this paper, addressed as corresponding to different fields of economic research. This is an important 

point because, as Hamermesh (2013) clearly states, ―subject does not automatically imply 

method‖.
59

  

The heterogeneity of economic research, the importance of citation counts and field-dependent 

factors all raise thought-provoking questions: Are the life cycles of papers concerning different 
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 For example, taking into account the fact that fewer articles tend to be published in specialized fields than 

in general ones, it is argued that, as the probability of being cited is presumed to be positively related to the 

number of publications in a field, papers dealing with small or specialized fields receive fewer citations by 

virtue of that very fact (see Bornmann and Daniel, 2008, p. 46). 
58

 For any given year, the n-year impact factor of a journal is defined as the average number of citations 

received per paper published in that journal during the n preceding years. A journal‘s impact factor is widely 

regarded as a useful ranking of journal quality and is used extensively by leading journals in their advertising. 

In addition, impact factors are considered to be the universal yardstick by which journals are judged; as such, 

they are often used to evaluate individual scientists or research groups (Stern, 2013; Neff and Olden, 2010). 
59

 It could even be argued that a researcher requires less training in order to be able to migrate from one topic 

to another while using the same research methodology than a researcher needs to study the same topic using 

different research methodologies. 
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fields of economic research different? Should we distinguish among different fields of economics 

when evaluating economic research performance? If there are differences across citation patterns, 

who are the winners and who are the losers when this technique is used? In this paper we address 

these questions empirically. To this end, we construct a large dataset in which we first classify 

economic research articles into one of four fields of research (theory, applied research, applied 

theory and econometric methods). Our sample of articles includes every research article published 

between 1970 and 2000 in the top five economics journals: The American Economic Review (AER), 

Econometrica (ECA), the Journal of Political Economy (JPE), the Quarterly Journal of Economics 

(QJE) and the Review of Economic Studies (RES). We then map the trends in citations across time 

for each of the articles. This allows us to construct a time series for every paper in our sample that 

we can then use to analyze how many citations a paper has received in each year since it was 

published. Our data and analysis suggest that papers have a clear-cut life cycle (after being 

published, they begin to be read and cited, the yearly citations of those articles then eventually reach 

a peak, after which the citations begin to decline, probably because newer papers take those articles‘ 

place) and, more importantly, that this cycle varies across papers from different research fields. 

Applied research and applied theory papers are the clear winners in citation counts. In the first years 

following their publication, they receive a much higher number of citations than papers in the other 

categories, and the peak numbers of citations are more than double the number of citations for 

theory papers and seem to last longer. Citation patterns are much less favorable for theory papers, 

which have dramatically shorter lifespans and lower peaks than applied research and applied theory 

papers. Econometric method papers are a special case; the pattern for the vast majority of these 

papers is similar to the pattern for theoretical papers, but there are a few very successful 

econometric method papers that have an extremely high number of citations and long lifespans. 

This paper contributes to a recently growing body of literature on quantitative economics and its 

evolution as viewed through the lens of the relevant papers‘ characteristics, their citation 

performance and the journals‘ decisions about what to publish. However, to the best of our 

knowledge, our paper is the first to analyze the life cycles of economic research articles in different 

fields of research. The most closely related paper focusing on citation counts as a means of 

analyzing changes in top-rated economic journals is that of Card and DellaVigna (2013). In contrast 

to the approach taken in our paper, these authors used JEL codes to classify papers on the basis of 

the topics that they covered (regardless of the analytical method used in each paper) and then 

analyzed their impact by looking at total citation counts (not the way in which the citation counts 
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evolved in the years following publication). They report a rising aggregated trend in citations of 

more recent papers in the ―Development‖ and ―International‖ JEL fields and a declining aggregated 

trend in citations of recent papers in the ―Econometric‖ and ―Theory‖ JEL fields. Hamermesh 

(2013) studies changes in patterns of co-authorship, age structure and methodology for papers 

published in three top journals (AER, JPE and QJE) since the 1960s. As far as we have been able to 

determine, this paper is the only one that analyzes changes in the characteristics of articles across 

methodological fields (although the classifications used differ from ours), but it does not assess the 

trend in terms of the length of time that citations‘ remain in a trough. Beyond the scope of our 

paper, Ellison (2013) studies how modifications of Hirsch-like citation indexes (Hirsch, 2005) align 

with labor-market outcomes for young tenured economists in 50 different US college departments.
60

 

He adjusts these indexes for differences across 15 economic topics and finds that adjusted citation 

indexes do a fairly good job of accounting for labor-market outcomes. In line with our study of the 

life cycle of scholarly articles, Bjork and Söderberg (2014) analyze the citation trajectories of Nobel 

Prize winners in economics from 1930 to 2005 using citation data from The Data for Research 

service of the JSTOR journal database. Their paper focuses on authors‘ citation trends over time 

rather than on articles‘ citation trends. According to their findings, trends can be described 

mathematically by means of the Bass model of diffusion of innovations, which yields a bell-shaped 

curve that provides a good fit for most of the citation trends for Nobel Prize winners‘ citations. 

Chiappori and Levitt (2003) explore the question as to whether theoretical economic research 

succeeds in influencing the path of empirical microeconomics research. To this end, they use a 

database on empirical microeconomic papers published in the AER, the JPE and the QJE between 

1999 and 2001. They find that the set of theoretical papers cited as a primary motivation for 

empirical research projects is surprisingly dispersed, with very few theoretical papers having much 

of an influence on applied microeconomics papers. They also find that empirical research appears to 

be heavily influenced by recent theoretical contributions, inasmuch as half of the citations of 

theoretical papers concern papers which are less than a decade old, even in cases where they are 

generally addressing older, traditional economic concepts. Similarly, by examining the ten leading 

―core‖ influential economics journals from 1987 to 1990, Stigler et al. (1995) find that the 

importance of general economic theory is manifest in the citation patterns of journals with a strong 

empirical orientation. Finally, another noteworthy paper, although it is not part of the economic 
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 Hirch‘s h index is closely related to citation counts; it is defined as the largest number h such that the 

researcher has at least h papers with h or more citations. 
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literature, is that of Abt (1996), which studies the half-life of 165 papers published in the 

Astrophysical Journal and Supplements in 1954. 

The rest of this paper is organized as follows: Section 2 describes how we built our dataset and 

presents descriptive statistics for the main variables. Section 3 covers our empirical analysis and 

main results. Section 4 concludes. 

2. Data 

We use data from two main sources: EconLit and Google Scholar. Using the data provided by 

EconLit, we list all articles published in the top five journals from 1970 to 2000 and provide each 

article‘s title, the name(s) of its author(s), its JEL codes and publication information (pages, 

journal‘s name and volume). Based on both the title of the paper and subsequent checks, we exclude 

documents which we identify as comments/replies, addresses/speeches and corrections. Like Card 

and DellaVigna (2013), we also exclude articles in the Papers and Proceedings of the AER and 

classify papers published in ECA as ―Notes and Comments‖. This leaves us with a final dataset of 

9,672 full-length refereed articles. Additionally, we also follow the methodology used by Card and 

DellaVigna (2013) in order to classify each article‘s JEL code into a consistent set of fourteen major 

fields (details on this procedure are provided in the Online Appendix). 

The field of research corresponding to each paper is identified by skimming each paper, as in 

Hamermesh (2013). We classify each paper into one and only one of the following research fields: 

applied research, applied theory, econometric methods and theory. The criteria used to assign a 

paper to a category are as follows: Applied research papers are papers that have an empirical or 

applied motivation. They rely on the use of econometric or statistical studies as a basis for 

analyzing empirical data, although they may deal with simple models that serve as a theoretical 

framework for the analysis. This category also includes papers which do not use sophisticated 

econometric methods, but do use descriptive statistics to analyze, for example, given features of an 

economy and in which the empirical section figures as the central element. Applied theory papers 

develop theoretical models to explain a fact; the empirical analysis is not the most important feature 

of the paper, but a supplement. In these papers, the use of econometric or statistical analyses is 

limited, although they may use simulations (even with empirical data) or refine other techniques to 

test the implications of the models. Econometric method papers are articles that develop 

econometric or statistical methodologies. They also include papers that develop methodologies for 

collecting data and that address issues of identification, data aggregation or optimization techniques. 
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Finally, theoretical papers do not contain an empirical fact section; they usually approach a topic by 

modeling and by making extensive use of formal mathematics and logic. They may include a 

numerical example or a simple model calibration with theoretical data to illustrate the proposed 

model or analyze its comparative statics. The Online Appendix provides a detailed overview of the 

main characteristics of the dataset and information on the way in which we have classified papers 

into these four categories. 

Table 1 shows the distribution of articles across research categories for every JEL field. A large 

number of patterns that appear to justify our classification can be identified. Although a JEL field 

may be approached by means of different fields of research, one would expect an 

overrepresentation of theoretical papers in the ―Theory‖ JEL field and of econometric method 

papers in the ―Econometrics‖ JEL field, and this pattern is indeed evident. The high -- but not 

extremely so -- proportion of applied research papers in the ―Labor‖, ―Health and urban economics‖ 

and ―Lab-based experiments‖ JEL fields is also a reassuring sign of the soundness of this approach. 

From Google Scholar, we collected detailed data on citations of each article for every year since its 

publication. This allows us not only to quantify an article‘s importance on the basis of its total 

number of Google Scholar citations, but also to quantify the pattern of citations for all the articles 

over time. Data was retrieved from Google Scholar from the beginning of September 2014 to the 

end of October 2014 for each of the 9,672 scholarly articles in the dataset using web crawling and 

natural language processing techniques. For roughly 2.3% of all articles, citation data could not be 

identified by automatic means. In these cases, the identification was done manually, and web 

crawling techniques were used to collect the data. Further details on this procedure are available in 

the Online Appendix. A few citations of articles in Google Scholar do not have a timestamp 

attached to them; we noted that these citations tend to have a low impact (i.e., they are associated 

with a null citation count or non-formal scholarly documents), and we therefore decided to ignore 

the small subset of citations which do not have a timestamp. 

Table 1. Distribution of articles in different fields of research across JEL fields  

 
JEL Field 

Applied 

research 

Applied 

theory 

Econometric 

methods 
Theory 

Microeconomics 16.0% 8.9% 2.3% 72.9% 

Theory 6.7% 4.4% 0.8% 88.1% 

Macroeconomics 31.9% 15.8% 4.3% 48.0% 

Labor 47.3% 15.2% 2.3% 35.2% 

Econometrics 2.8% 2.5% 83.1% 11.5% 

Industrial organization 39.8% 15.7% 1.0% 43.5% 
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International 18.9% 11.3% 1.4% 68.4% 

Finance 34.4% 13.5% 2.4% 49.6% 

Public economics 27.0% 13.7% 0.9% 58.4% 

Health and urban economics 46.0% 11.9% 2.1% 40.0% 

Development 36.5% 15.8% 0.9% 46.8% 

History 78.2% 10.7% 0.0% 11.2% 

Lab-based experiments 88.4% 4.7% 0.0% 7.0% 

Other 28.9% 11.6% 1.6% 58.0% 

 

Table 2 presents summary statistics for citation data at the article level across journals and fields of 

research for 1970-2000. The skewness observed in the distribution of citation counts at the article 

level is noteworthy.
61

 Theory is the predominant category and, collectively, papers dealing with this 

field of research account for more citations than every other research field category. But when one 

analyzes the ―central‖ papers across research fields, the papers in the theory category are the least 

frequently cited ones of all the categories (as measured by median or average total citations). 

Econometric method papers display interesting patterns: the standard deviation of total citations for 

this category is almost twice as great as the other categories' standard deviations are. This goes hand 

in hand with the fact that median citations are low for this category (slightly higher than the median 

for theoretical papers) but, at larger quantiles, econometric methods begin to outperform other 

categories; this suggests that there are heterogeneous levels of success in this field of research. 

Table 2. Summary statistics of citation data at the article level across journals and fields of research 

  
Median 

Quantile 

0.75 

Quantile 

0.95 
Mean 

Standard 

deviation 

Most 

cited 

Total 

citations 

No. of 

Articles 

Journal 
  

  
     

AER 
 

108 301 1,241 306.02 683.56 12,906 770,860 2,519 

ECA 
 

80 228 1,230 334.29 1,268.65 29,636 765,192 2,289 

JPE 
 

106 300 1,429 368.69 1,133.41 25,046 744,754 2,020 

QJE 
 

93 333 1,346 357.22 970.51 19,389 506,182 1,417 

RES 
 

60 163 652 182.57 542.77 14,551 260,531 1,427 

          Field of Research  
  

  
     

Applied research 
 

139 354 1,356 360.19 910.40 25,046 875,262 2,430 

Applied theory 
 

134 361 1,455 376.02 874.08 17,267 374,519 996 

Econometric 

methods  
77 232 1,720 423.61 1,618.43 23,110 412,596 974 

Theory 
 

67 206 1,129 262.74 858.44 29,636 1,385,142 5,272 

          All 
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 Skewness in distribution of citation counts has been reported in Card and DellaVigna (2013), Redner 

(1998) and Seglen (1992), among others. 
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89 263 1,243 315.10 977.51 29,636 3,047,519 9,672 

 

3. Results 

 

3.1 Trends in citation patterns across time and fields of research 

We define ―years since publication‖ as the difference between a given year and the year in which a 

paper was published. Our data allow us to quantify how many citations each paper received in every 

year since its publication; moreover, we can summarize citations across years since publication for 

different fields of research. Figure 1 shows the average numbers of citations of papers in each field 

of research per year since their publication date.
62

 For the purposes of this analysis, we group 

publication dates into five-year periods in order to reduce possible effects related to time-dependent 

factor effects (see Bornmann and Daniel, 2008).  

Figure 1 points up some interesting patterns. First, citations for papers in 1995-1999 are drastically 

more numerous than they are for 1970-1975, and this increase holds steady across all five-year 

periods. We believe that this phenomenon is multi-causal. First, given that the number of 

publications in peer-reviewed journals grew at a steady rate throughout almost all of the twentieth 

century (see Larsen and von Ins, 2010), it is natural to observe more citations across time, as more 

citation sources translate directly into more citation counts. Second, there is evidence that newer 

articles tend to cite more sources than older ones (Neff and Olden (2010) refer to this phenomenon 

as ―citation inflation‖), which would also translate directly into higher citation counts for more 

recent periods. Third, Google Scholar has its own artifacts; as it sometimes indexes informal 

academic documents retrieved from the web (for example, working papers and lectures notes). 

Since these documents, when available online, tend to be fairly new, this would also lead to higher 

citation counts for more recent years.
63

 Adopting the concept of ―citation inflation‖ proposed by 

Neff and Olden (2010), but applying it to a more general phenomenon, we will use the expression 

―citation inflation‖ to refer to the observed rise in citation counts over time, regardless of the cause. 
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 We also analyze the two years before publication, as Google Scholar associates citations of working-paper 

versions with their published versions. For instance, a value of almost 1.5 for theoretical papers after two 

years of publication for the period 1970-1974 indicates that, two years after publication, the average number 

of citations of theoretical papers published between 1970 and 1974 was 1.5. 
63

 It should be noted that the fact that Google Scholar acquires data by crawling the web could explain the 

drop observed in the number of citations for the period 1995-1999 for distant years since publication. Those 

years are close to the present, and as documents just released (and their citations) will take time to be found 

and indexed, citations will take time to be counted. One would expect this phenomenon to be more marked in 

the case of informal documents. 
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In practical terms, this would mean that a paper published in 1970 that received ten citations in the 

first year after its publication is clearly more successful than a paper published in the year 2000 that 

received exactly the same pattern of citations. An accurate analysis of trends in citations should take 

this factor into account. 

Figure 1: Mean Citations Received by Papers per Year since Publication across Fields of 

Research and Publication Dates Grouped into Five-Year Periods 

 

Note: Mean citations are smoothed using five-year centered moving averages. Note that the 

y-axis scales vary across sub-figures. 

 

The second pattern that emerges from Figure 1 indicates that, while for the period 1970-1974, 

differences across fields of research do not seem to be very great (mainly because all articles tend to 

have low numbers of citations), as time has passed and the number of citations has risen, differences 

across fields have started to appear. An analysis of the trends in mean citations shows that the 1980s 

were clearly the decade of successful econometric method papers, while the 1990s (especially the 
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last half) was the decade of successful applied research and applied theory papers. Other fields of 

research tend to predominate in the citation counts for theoretical papers. Our analysis uses a more 

sophisticated and technical approach to the identification of the life cycles of academic papers, but 

it must be said that Figure 1 provides extremely important information about how journals' impact 

factors are calculated. Note that, if journal impact factors are obtained by averaging the number of 

citations of given papers during the first two or five years after their publication, then the 

distribution of fields of research within a journal may affect its impact factor; hence, journals that 

publish applied theory papers could be expected to have higher impact factors than journals that 

publish theoretical or econometric method papers. 

One concern with our previous analysis is that, as citations are highly skewed, using simple 

averages to analyze the trends in citations across fields of research may be misleading. For this 

reason, Figure 2 reproduces the information provided in Figure 1 but based on median citation 

counts instead. 

As expected, median citations are lower than mean citations. Note that the fact that citations 

increase as time passes still holds, but patterns across research fields differ from those seen in our 

previous analysis. When median citations are used, the performance of econometric method papers 

declines in relative terms compared to other fields for all periods; indeed, for most periods, 

econometric method papers share an almost identical citation pattern with theoretical papers. The 

patterns for median citations indicate that the 1980s was not a peak decade for econometric method 

papers. In fact, it seems that the only five-year period during which the citation pattern for 

econometric method papers differs from the one observed for theoretical papers was 1980-1984. 

The medians cast both applied research and applied theory papers in a more favorable light. The 

1990s are still the decade of successful applied research and applied theory papers, and there also 

seems to be evidence that, since the year 2000, applied research papers are being cited 

disproportionately. 
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Figure 2: Median Citations Received by Papers per Year since Publication across Fields of 

Research and Publication Dates Grouped into Five-Year Periods 

 
Note: Median citations are smoothed using five-year centered moving averages. Note that the y-

axis scales vary across sub-figures. 

 

3.2 The life cycle of economics research articles 

It is reasonable to assume that most published papers have a life cycle: they are first published, then 

they begin to become known and cited, reach a peak level of yearly citations and, then, eventually 

their number of citations starts to fall (probably because they are replaced by newer papers). The 

objective of this section is to identify this life cycle for economics research articles across fields of 

research. 

In previous sections we have discussed two important features of citations. First, skewness in the 

distribution of citations can make the analysis of simple averages misleading. Second, because 

citations have become more frequent over time, citation inflation makes it hard to determine if the 

ascending curves observed in Figures 1 and 2 are ascending because a paper is effectively becoming 

more important or just because citations are becoming more common. To address both issues, we 
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identify the life cycle of research articles through quantile regression (QR) analysis. One advantage 

of this strategy is that quantile regression allows us to inspect the life cycle of not just the ―typical‖ 

or ―central‖ paper, but also across different levels of the conditional ―success‖ of papers. Another 

advantage is that, by using regression analysis, we are able to control, among other effects, for 

citation inflation. We propose the following regression model: 

                      ∑           

  

    

 ∑       (      ∑             

  

    

)  ∑             

    

      

        

      

          

                stands for the citations received per year by papers, conditional on their 

characteristics, which depend on   (the paper itself) and   (number of years since publication).   

stands for the quantile of the distribution of the error term ε. The set    contains the four fields of 

research under study.      is an indicator variable that takes the value 1 if   equals   and 0 if not.
64

 

     is an indicator variable that takes the value 1 if paper   belongs to the field of research   and 0 if 

not.        is another indicator variable that takes the value 1 if year   is the year when citations of 

paper   after   years of being published were generated and 0 if not, which makes it possible to 

control for citation secular trends (including citation inflation).
65

 Finally,    is a vector of the 

characteristics of paper   that includes journal of publication dummies and JEL field dummies, and 

        is an error term. The life cycle of papers from category   can be identified by looking at the 

trend of values obtained for                                 for different values of  . 
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 For example, suppose we are analyzing an article 10 years after its publication (  is equal to 10). In this 

case      equals 1 if and only if   equals 10, thereby neutralizing the effects of any coefficient       or 

        other than        and           
65

 For example, suppose we are analyzing an article   published in 1990, 10 years after its publication (  is 

equal to 10). In this case        equals 1 if and only if   is equal to 2000, thereby neutralizing the effect of any 

      other than         . Under this assumption,          captures the extra citations received by paper   

after   years of publication because those citations where generated in the year 2000, respect to citations 

generated in 1970 (the base category). 
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Figure 3 shows the life cycle of economics papers across fields of research
66

. In all sub-figures we 

plot five-year centered moving averages of the results obtained for                        

         for each field of research and for the years since publication ( ) between -2 and 20. In order 

to facilitate comparisons, the first sub-figure plots the results arrived at by using the ordinary least 

squares (OLS) estimator; the remaining sub-figures plot the results obtained for different values of 

 . Table 3 details the values obtained for      and all      ,       and         in regressions for   

equal to 0.50 and 0.85 along with their estimated bootstrapped standard error.
67

 

When comparing the patterns observed in Figures 1 and 2 with the results shown in Figure 3, the 

decline in citations obtained from QR analysis with   equal to 0.50 versus OLS (both of which are 

estimates of a central tendency of the distribution of the conditional outcome variable) is less 

striking than the one observed when comparing Figure 2 to Figure 1. Additionally, even after all the 

controls are added, the influence of exceptionally successful econometric method papers remains 

when analyzing conditional means using OLS estimates; this is reflected in the fact that the 

estimated curve for econometric methods papers under OLS analysis never descends. 

 

 

 

 

 

 

 

 

 

                                                           
66

 Results shown in  Figure 3 are based on papers published in the top five journals from 1970 to 2000, which 

means  that for the set of papers published after 1994 there is no citation data available for large values of  . 

As a robustness check, we repeated the estimation using only the papers published from 1970 to 1994. The 

results do not change in any meaningful way. 
67

 Given the large size of the resulting design matrix (217,349 rows and 142 columns), we follow Portnoy and 

Koenker (1997) and fit our models using the Frisch–Newton interior point method as implemented in 

Koenker (2013). 
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Figure 3: The Life Cycle of Papers Obtained by Regression Analysis 

 
Note: OLS stands for ordinary least squares, QR for quantile regression and   for quantile 

under analysis. Estimated values of                                 are smoothed 

using five-year centered moving averages. Note that the y-axis scales vary across sub-

figures. The sample consists of 9,672 articles published in the top five journals from 1970 

to 2000, excluding notes, comments, announcements, and AER Papers and Proceedings 

issues. 
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 Table 3. Quantile regression results obtained for   = 0.50 ;    = 0.85 

 

  = 0.50 

 

  = 0.85 

 
Base 

category 

(Theory) 

Interactions 
 

Base 

category 

(Theory) 

Interactions 

 

Applied 

research 

Applied 

theory 

Econ. 

methods  

Applied 

research 

Applied 

theory 

Econ. 

methods 

Constant 0.00 

(0.00) 

1.00** 

(2.08) 

0.00 

(0.00) 

0.00 

(0.00)  

2.00*** 

(17.93) 

0.00 

(0.00) 

0.00 

(0.00) 

0.25 

(1.26) 

t = -2 
0.00 

(0.00) 

-1.00** 

(2.08) 

0.00 

(0.00) 

0.00 

(0.00)  

-

1.00*** 

(8.66) 

-

1.00*** 

(4.87) 

-0.50 

(1.78) 

-0.50 

(1.76) 

t = -1 
0.00 

(0.00) 

-1.00** 

(2.08) 

0.00 

(0.00) 

0.00 

(0.00)  

-

1.00*** 

(11.14) 

-0.50** 

(2.36) 

0.00 

(0.00) 

0.00 

(0.00) 

t = 1 1.00*** 

(19.05) 

0.00 

(0.00) 

1.00** 

(2.14) 

0.00 

(0.00)  

1.50*** 

(7.45) 

1.50*** 

(4.99) 

2.50*** 

(4.27) 

0.50 

(1.10) 

t = 2 2.00*** 

(4.17) 

0.00 

(0.00) 

1.00 

(1.38) 

0.00 

(0.00)  

3.00*** 

(17.90) 

3.25*** 

(7.69) 

3.00*** 

(3.78) 

0.75 

(1.57) 

t = 3 2.00*** 

(16.64) 

0.00 

(0.00) 

2.00*** 

(3.41) 

0.00 

(0.00)  

3.75*** 

(15.58) 

3.75*** 

(7.74) 

4.75*** 

(6.73) 

1.25** 

(2.20) 

t = 4 2.00*** 

(21.71) 

1.00 

(1.80) 

2.00*** 

(3.36) 

0.00 

(0.00)  

4.00*** 

(20.49) 

4.50*** 

(8.38) 

5.00*** 

(5.92) 

1.50** 

(2.44) 

t = 5 2.00*** 

(4.31) 

1.00 

(1.26) 

2.00*** 

(2.75) 

0.00 

(0.00)  

4.00*** 

(18.00) 

4.50*** 

(6.77) 

5.25*** 

(5.71) 

1.50*** 

(2.68) 

t = 6 1.00*** 

(3.10) 

2.00*** 

(3.06) 

3.00*** 

(4.48) 

1.00*** 

(3.07)  

3.75*** 

(13.18) 

4.75*** 

(7.51) 

5.50*** 

(5.90) 

1.75** 

(2.29) 

t = 7 1.00*** 

(22.04) 

1.64*** 

(2.64) 

2.00*** 

(3.09) 

1.00*** 

(4.24)  

3.50*** 

(11.54) 

4.50*** 

(6.56) 

5.50*** 

(6.59) 

1.50 

(1.86) 

t = 8 1.00*** 

(19.05) 

1.00** 

(1.98) 

2.00*** 

(3.59) 

1.00** 

(2.05)  

3.00*** 

(10.49) 

5.00*** 

(7.15) 

5.50*** 

(4.81) 

2.00** 

(2.47) 

t = 9 1.00*** 

(18.34) 

1.00** 

(2.10) 

2.00*** 

(3.69) 

0.00 

(0.00)  

2.50*** 

(8.37) 

4.50*** 

(6.54) 

5.75*** 

(4.31) 

2.25** 

(2.36) 

t = 10 1.00*** 

(11.77) 

1.00 

(1.83) 

2.00*** 

(3.09) 

0.00 

(0.00)  

2.25*** 

(7.35) 

3.75*** 

(5.13) 

5.75*** 

(3.98) 

1.75** 

(2.34) 

t = 11 1.00** 

(2.53) 

0.00 

(0.00) 

1.00 

(1.44) 

0.00 

(0.00)  

1.50*** 

(5.99) 

3.50*** 

(5.27) 

6.00*** 

(4.33) 

2.00** 

(1.99) 

t = 12 0.00 

(0.00) 

1.00 

(1.77) 

2.00*** 

(3.21) 

1.00** 

(2.11)  

1.00*** 

(3.77) 

3.25*** 

(4.51) 

4.50*** 

(3.18) 

1.75 

(1.73) 

t = 13 0.00 

(0.00) 

1.00** 

(2.02) 

1.00 

(1.51) 

0.00 

(0.00)  

0.50 

(1.70) 

3.00*** 

(4.09) 

4.50*** 

(3.67) 

2.00** 

(2.43) 

t = 14 0.00 

(0.00) 

1.00 

(1.60) 

1.00 

(1.86) 

0.00 

(0.00)  

-0.25 

(1.05) 

3.75*** 

(5.72) 

4.75*** 

(3.69) 

1.75 

(1.97) 

t = 15 
0.00 

(0.00) 

0.00 

(0.00) 

1.00 

(1.97) 

0.00 

(0.00)  

-

1.00*** 

(4.09) 

2.50*** 

(4.60) 

4.00*** 

(4.18) 

2.25** 

(2.15) 

t = 16 
0.00 

(0.00) 

0.00 

(0.00) 

1.00 

(1.36) 

0.00 

(0.00)  

-

1.50*** 

(5.46) 

1.50*** 

(2.96) 

3.50*** 

(3.07) 

1.75 

(1.62) 

t = 17 - 1.00 1.00 1.00** 
 

- 1.50*** 3.50*** 1.00 
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1.00*** 

(3.96) 

(1.57) (1.69) (2.05) 2.00*** 

(7.78) 

(2.86) (2.72) (1.06) 

t = 18 -

1.00*** 

(19.05) 

0.00 

(0.00) 

1.00 

(1.98) 

0.00 

(0.00)  

-

2.75*** 

(11.87) 

1.25** 

(2.43) 

3.75*** 

(3.77) 

1.00 

(1.17) 

t = 19 -

1.00*** 

(16.08) 

0.00 

(0.00) 

0.00 

(0.00) 

0.00 

(0.00)  

-

3.50*** 

(13.42) 

1.00 

(1.91) 

3.50*** 

(3.32) 

1.50 

(1.64) 

t = 20 -

1.00*** 

(10.11) 

-1.00** 

(1.98) 

0.00 

(0.00) 

0.00 

(0.00) 
  

-

4.00*** 

(18.01) 

0.75 

(1.72) 

1.50 

(1.63) 

0.75 

(1.04) 

Note: The sample consists of 9,672 articles published in the top five journals from 1970 to 2000, 

excluding notes, comments, announcements, and AER Papers and Proceedings issues. The base 

category is defined as follows:   equals 0,   equals 1970, theory papers for   and AER for journal 

dummies (JEL dummies do not require a base category as one paper may belong to more than one 

JEL field, breaking perfect collinearity between fields). All columns include controls for: (i) 

papers' characteristics     (journal of publication and JEL fields dummies); and (ii) year of citation 

fixed-effects (     ). Absolute values of bootstrapped t statistics are given in parentheses (1,000 

iterations). ** significant at 5%; and *** significant at 1%. 

 

One feature that arises from an examination of Figure 3 is that economic research articles 

effectively have a life cycle: In almost every estimated curve, they begin their life with low 

numbers of citations per year. The number of citations then grows for a given period of time until 

they reach their peak, after which papers begin to lose importance as measured by yearly citation 

counts. Median papers reach their peak between around three and five years after their publication. 

Ten years after being published, the median paper for every field of research receives negligible 

levels of citations per year. This result is in keeping with Chiappori's and Levitt's (2003) findings, in 

which they state that theoretical papers cited by empirical microeconomics research papers tend to 

be less than a decade old; however, our results indicate that, regardless of the field of research under 

analysis, most papers will receive citations mainly during their first decade of existence and almost 

no citations thereafter.
68

 The case of   = 0.85 differs, although the peak for these successful papers 

seems to be found around the same time or slightly later. One first difference in citation patterns 

across fields is observed: Only theoretical and econometric method papers receive low numbers of 

citations after ten years had passed since their publication; applied research and applied theory 

papers receive significant levels of citations for more than fifteen years following their publication. 

                                                           
68

 Of course, we cannot rule out the possibility that citation inflation may lead to an increase in the number of 

citations of a given paper, but it is quite likely that these citations will not be due to the paper‘s quality, but 

rather simply to changing patterns in citations in general. 
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Focusing on the differences across fields of research, it can be seen that theoretical papers are, in 

general, cited the least often (a feature also exhibited in Figures 1 and 2), although the performance 

of econometric method papers in this respect is almost identical to the performance of theoretical 

papers. Differences are observed between these two fields of research for   = 0.85, although they 

are not as striking as the ones observed when using OLS. One interesting feature of econometrics 

method papers for   = 0.85 is that these papers age relatively well; from fifteen years since 

publication on, their citation levels behave almost the same way as those of applied research papers, 

even though applied research papers reach a much higher citation peak than econometric method 

papers do. A non-descending curve for econometric method papers is observed again for   = 0.95; 

this suggests that econometric method papers' life cycles are very heterogeneous across quantiles: 

Most papers have a modest life cycle, but the most successful ones (the top 5% in terms of annual 

citations) are exceptional not only in terms of their own field of research but also in relation to 

economics papers as a whole. In other words, the top 5% of econometric method papers receive 

more citations per year than the top 5% of the papers in all the other categories. This last result is in 

line with Stigler‘s (1994) findings, in which the author argues that a small investment in statistical 

theory reaps rewards many times greater in term of number of citations. 

Applied research and applied theory papers are the clear winners in terms of citation counts: (i) 

during their first years of life following publication, they receive higher numbers of citations than 

the papers in the other categories; and (ii) they reach a higher peak (more than twice as high as the 

peak for theoretical papers), and that peak level seems to last longer. Both patterns are observed 

across different values of   (except for extremely high values as 0.95, where econometric method 

papers excel). We observe no remarkable difference between these two categories for   = 0.50. 

Differences are observed for higher values of  , where applied theory papers seem to perform better 

at high values in terms of the number of years since publication (meaning that they have a longer 

life cycle) but an almost identical performance is observed when these papers are new (remember 

that these are the years that matter for journal impact factor calculations). 

4. Conclusion 

Economic research is a heterogeneous discipline. It covers a wide range of topics and uses diverse 

research and analytical methodologies. In this paper, we add and quantify another dimension of 

heterogeneity, since we find that the extent to which economic research articles are cited varies 

enormously across different fields of economic research. By constructing and analyzing a large 



 

143 

 

 

dataset that combines information on all articles published in the top five journals with their yearly 

Google Scholar citations, we are able to identify the life cycle of economic research articles across 

different fields of research. 

Even though citation counts are an extremely valuable tool for measuring academic articles' 

importance, we believe that the patterns observed for the life cycles of papers across fields of 

research support the ―field-dependent factors‖ critique in economics. We find that citation patterns 

are much more favorable for applied research and applied theory papers than for theoretical papers: 

(i) they have a longer life cycle, (ii) they receive more citations per year and have a higher peak 

level, and (iii) their performance during their first years after publications surpasses that of 

theoretical and econometric method papers. In the case of the median papers, we observe no sharp 

difference between applied research and applied theory papers. In the case of frequently cited 

papers, however, applied theory papers tend to outperform applied research papers once five years 

have passed since their publication, and they thus have a longer life cycle. Econometric method 

papers are a special case. The citation patterns for most of these papers are similar to the patterns 

for theoretical papers, i.e., they have short life cycles and their high points are lower than those of 

applied research papers and applied theory papers, but the most successful 5% of econometric 

method papers are much more successful than the top 5% of papers in any other field of research. 

This exceptional performance does not seem to be associated with high peak levels, but instead with 

the fact that they ―age well‖, i.e., after their peak, the descending slope of their life cycle is very 

gradual. 

Our evidence seems to provide a basis for a caveat regarding the use of citation counts as a 

yardstick to measure research outcomes in economics as a whole, as the incentives generated by 

their use can be detrimental for fields which effectively generate valuable (but perhaps more 

specialized) knowledge, not only in economics but in other disciplines as well. According to our 

results, pure theoretical research is the clear loser in terms of citation counts. Therefore, if 

specialized journals' impact factors are calculated solely on the basis of citations during the first 

years after an article‘s publication, then theoretical research will clearly not be attractive to 

departments, universities or journals that are trying to improve their rankings or to researchers who 

use their citation records in order to gain better university positions or obtain grants. The opposite is 

true for applied research papers and applied theory papers: these fields of research are the outright 

winners when citation counts are used as a measurement of articles' importance, and their citation 

patterns over time are highly attractive for all concerned. Econometric method papers are a special 
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case; their citation patterns vary a great deal across different levels of ―success‖. But, since 

publishing an extremely successful paper is by no means an easy task, econometric research may 

also lose out if citation counts are relied on for purposes of assessment. 

An analysis of the reasons for these patterns is beyond the scope of this paper; however, it is 

possible to hypothesize about them. One intriguing fact that might shed some light on the subject is 

the following: As can be seen from Table 2, theory is the most frequent field of research found in 

our dataset of articles; hence, if there are more theoretical papers being circulated and we assume a 

certain degree of homophily in the citation network (papers from research field   having a tendency 

to cite more papers from research field  ), then we would expect to observe, at the least, a non-

negligible number of extremely successful theoretical papers. Yet our analysis shows that even the 

top 5% of theoretical papers do not achieve an exceptional level of performance compared to other 

categories. We believe that a highly plausible hypothesis that may explain what might be happening 

is that applied research papers, applied theory papers and extremely successful econometric method 

papers are much more likely to transcend the frontiers of their own fields of research and even of 

economics as a whole. Intriguing facts or findings described in applied research or applied theory 

papers may be studied in other branches of the social sciences and even in more distant disciplines 

such as psychophysics. Methodologies developed in econometric method papers may be applied 

across different disciplines, or even studied in fields not related directly to the social sciences at all, 

such as mathematics and mathematical statistics. Quantifying this phenomenon falls outside the 

scope of this paper, but a preliminary effort to determine which kinds of papers are the successful 

ones in each field of research seems to point in this direction. 
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Appendix 

Research Field Classification 

We assign the 9,672 papers in our database to the following mutually exclusive categories: applied 

research, applied theory, econometric methods and theory. The criteria used to assign a paper to a 

given category were as follows: 

1. Applied research papers: These papers have an empirical or applied motivation and rely on 

econometric or statistical approaches to analyze empirical data. They may, however, present a 

simple model that serves as a theoretical framework for the analysis. Articles which do not employ 

sophisticated econometric methods but instead use descriptive statistics to analyze, for example, 

features of an economy and in which the empirical section constitutes the most important 

contribution to the literature are also included in this category. In order to further clarify the 

parameters for this category, the following list contains some of the most representative examples 

of applied research papers: 

 Schydlowsky, D. M. (1972). "Latin American trade policies in the 1970's: a prospective 

appraisal". The Quarterly Journal of Economics, vol. LXXXVI, pp. 263-289. 

 Dominguez, K. M., Fair, R. C., and Shapiro, M. D. (1988). "Forecasting the depression: 

Harvard versus Yale". The American Economic Review, vol. 78, pp. 595-612. 

 Harrison, A., and Stewart, M. (1989). "Cyclical fluctuations in strike durations". The 

American Economic Review, vol.79, pp. 827-841. 

 Brown, J. N. (1989). "Why do wages increase with tenure? On-the-job training and life-

cycle wage growth observed within firms". The American Economic Review, vol. 79, pp. 

971-991. 

 Ham, J. C., Svejnar, J., and Terrell, K. (1998). ―Unemployment and the social safety net 

during transitions to a market economy: evidence from the Czech and Slovak 

Republics‖. The American Economic Review, vol. 88(5), pp. 1117-1142.  

 

2. Applied theory papers: These are articles that develop a theoretical model to explain a fact. The 

empirical analysis is not the most important feature of the paper, but rather a supplement. In these 

papers, the use of econometric or statistical analysis is limited, although they may use simulation 

(even with empirical data) or refine techniques in order to test the implications of the model. The 

following references are examples of papers that are representative of this category: 

 Batchelor, R. A. (1977). "A variable-parameter model of exporting behavior". The Review 

of Economic Studies, vol. 44, pp. 43-57. 

 Rotemberg, J. J. (1982). "Sticky prices in the United States", The Journal of Political 

Economy, vol. 90(6), pp. 1187-1211. 

 Milbourne, R. D., Buckholtz, P., and Wasan, M. T. (1983). "A theoretical derivation of the 

functional form of short run money holdings". The Review of Economic Studies, vol. 50(3), 

pp. 531-541. 
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 McCabe, K. A., Rassenti, S. J., and Smith, V. L. (1990). "Auction institutional design: 

theory and behavior of simultaneous multiple-unit generalizations of the Dutch and English 

auctions". The American Economic Review, vol. 80(5), pp. 1276-1283. 

 Crawford, V., and Broseta, B. (1998). "What price coordination? The efficiency-enhancing 

effect of auctioning the right to play". The American Economic Review, vol. 88, pp. 198-

225. 

3. Econometric method papers: These articles construct, analyze or survey econometric or statistical 

methods. We also include papers in this category that develop methodologies for collecting data and 

that address issues of identification, data aggregation, index numbers and their aggregation, and 

optimization techniques or models. Papers that use mathematical methods and mathematical 

programming models are also classified in this category. The following references are examples of 

articles of this type: 

 Lloyd, P. J. (1975). "Substitution effects and biases in nontrue price indices". The American 

Economic Review, vol. 65, pp. 301-313. 

 Lee, L. F. (1984). "Tests for the bivariate normal distribution in econometric models with 

selectivity". Econometrica: Journal of the Econometric Society, vol. 52, pp. 843-863. 

 Flåm, S. D. (1987). "Existence results and finite horizon approximates for infinite horizon 

optimization problems". Econometrica: Journal of the Econometric Society, vol. 55, pp. 

1187-1209. 

 Stern, S. (1992). "A method for smoothing simulated moments of discrete probabilities in 

multinomial probit models". Econometrica: Journal of the Econometric Society, vol. 60, 

pp. 943-952. 

 Dufour, J. M., and Renault, E. (1998). "Short run and long run causality in time series: 

theory". Econometrica: Journal of the Econometric Society , vol. 66, pp. 1099-1125. 

4. Theoretical papers: This category includes articles that do not contain an empirical fact section; 

instead, they typically approach a topic on the basis of modeling and the extensive use of formal 

mathematics and logic. They may include a numerical example or a simple model calibration with 

theoretical data to illustrate the proposed model or analyze its comparative statics. As examples of 

theory papers, consider the following references: 

 Conley, B. C. (1976). "The value of human life in the demand for safety". The American 

Economic Review, vol. 66, pp. 45-55. 

 Reinganum, J. F. (1981). "On the diffusion of new technology: a game theoretic 

approach". The Review of Economic Studies, vol. 48, pp. 395-405. 

 Bernanke, B., and Gertler, M. (1989). "Agency costs, net worth, and business 

fluctuations". The American Economic Review, vol. 79, pp. 14-31. 

 Bental, B., and Eden, B. (1993). "Inventories in a competitive environment". Journal of 

Political Economy, vol. 101, pp.863-886. 

 Janeba, E. (2000). "Tax competition when governments lack commitment: excess capacity 

as a countervailing threat". The American Economic Review, vol. 90, pp. 1508-1519. 

Field JEL Classification System 



 

150 

 

 

We follow Card's and DellaVigna's (2013) methodology in order to assign each article's JEL 

code(s) to a consistent set of fourteen major fields. Less than 1.2% of the papers in our database do 

not provide a JEL code, while 54.8% provide one JEL code, 36.3% provide two, 7.1% provide 

three, and 0.6% provide between four or more JEL codes. 

According to Card and DellaVigna (2013), we can assign post-1990 papers to the following fields: 

Microeconomics: D (except for the D‘s in the following ―micro theory‖ field) 

Theory: C7, D11, D5, D21, D85, D86 

Macroeconomics: E, O11, O4, O5 

Labor: J, I2 

Econometrics: C0-C5, C6, C8 

Industrial organization: L 

International: F 

Finance: G 

Public economics: H 

Health and urban econ. I0, I1, R, K 

Development: O 

History: N 

Lab-based experiments: C9 

Other: A, B, I3, M, P, Q, Y, Z 

Because the JEL system underwent a significant change in 1990, and here again following Card and 

DellaVigna (2013), we use the correspondence between the old JEL codes and the current JEL 

codes that was mapped out in the Journal of Economic Literature (1991) to assign pre-1990 papers 

to fields based on their JEL codes. Hence, we can assign 1970-1990 papers to the following fields: 

Microeconomics: 022, 024, 025, 114, 224, 511-513, 522, 921 

Theory: 021, 026 

Macroeconomics: 023, 112, 120-124, 131-134, 221, 223, 226, 311 

Labor: 811-813, 821, 822, 823, 824-826, 831-833, 841, 851, 912, 917, 918 

Econometrics: 211-214, 220, 222, 229 

Industrial organization: 514, 611-616, 619, 631-636 

International: 111, 400, 411, 421-423, 431-433, 441-443 

Finance: 310, 312-315, 521 

Public economics: 320-325, 641, 915 

Health and urban econ.: 731, 913, 916, 931-933, 941 

Development: 621 

History: 041-048 

Lab-based experiments: 215 

Other: 011, 012, 027, 031, 036, 050-053, 113, 531, 541, 710, 711, 713-718, 721-723, 911, 914 

 

Scraping and Matching Process 

For each paper in our sample we follow the next procedure: 
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1. Based on the article‘s title, author and year of publication our web crawler connects to 

Google Scholar and requests information for articles that match our query, imposing the 

―all in title‖ restriction for article‘s title. If none article is retrieved we relax the ―all in title‖ 

restriction. If none article is retrieved we later identify the article by hand and proceed with 

step 3. 

2. As Google Scholar returns information on multiple articles matching the query parameters, 

our system identifies as the article being queried the one displayed which has the minimum 

Levenshtein distance with our queried article‘s title. To be considered as matched, an article 

has to have a Levenshtein distance lower than a cut-off which depends on the article‘s title 

length. This process identifies correctly almost 98% of all articles in our dataset, for the 

remaining articles, we identify the location of the citation data by hand and proceed with 

step 3. 

3. Once the location of citation data of an article is identified, our crawler inspects and 

downloads data on all articles included in the ―cited by‖ link of our queried article. Google 

Scholar only displays detailed information on 1,000 articles that reference the queried 

article. So if one article has 1,000 or less citations, the information contained in the full 

results list is scrapped and stored in our database (note that this information includes the 

year in which the citing article was published). Instead if an article has more than 1,000 

citations, our crawler filters citations by year of citations. This means that for each year in 

which an article could be cited we collect detailed citation data on at most 1,000 articles 

that cite the queried article and were published in that year (note that all of this articles have 

the same year of publication, so we can use this information to construct our time series). 

Last, if an article receives more than 1,000 citations in a year, we collect detailed data on 

the 1,000 articles displayed but we also collect the reported total number of articles that 

cited our queried article in that year. 

Our system is fully implemented in Python. Acquiring all citation data took roughly two months, 

from the beginning of September 2014 to the end of October 2014. 

 


